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Abstract

We present the computational task-management tool Ganga which allows for the
specification, submission, bookkeeping and post processing of computational tasks
on a wide set of distributed resources. Ganga effectively provides a homogeneous
environment for processing data on inhomogeneous resources. We provide examples
from High Energy Physics, demonstrating how an analysis can be developed on a
local system and then transparently moved to a Grid system for processing of all
available data. Ganga offers an API which can be used via an interactive interface,
in scripts, or through a GUI. Specific knowledge about types of tasks or compu-
tational resources is provided at run-time through a plug-in system, making new
developments easy to integrate. We give an overview of the Ganga architecture,
give examples of current use, and demonstrate how Ganga can be used in many
different areas of science.
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1 Introduction

Ganga is an easy-to-use frontend for the configuration, execution, and man-
agement of computational tasks. The implementation use an object oriented
design in Python. It started as part of the GridPP project [1] to serve as
a Grid user interface for data analysis within the ATLAS [2] and LHCb [3]
experiments in High Energy Physics where large communities of physicists
will need access to Grid resources for data mining and simulation tasks.

Ganga provides an API which can be used either interactively at the Python
prompt, through a Graphical User Interface (GUI) or programmatically in
scripts. The concept of a job object is essential as it contains the full descrip-
tion of a computational task, including: the code to execute; data required for
processing; data produced by the process; requirements on processing envi-
ronment; post-processing tasks; and meta-data for bookkeeping. The purpose
of Ganga can then be seen as making it easy for a user to create, submit
and monitor the progress of jobs. Ganga keeps track of all jobs and their
status through a repository that archives all information between indepen-
dent Ganga sessions. By simply changing a single parameter in a job, it is
possible to switch between executing a job on a local PC and on the Grid.
This greatly simplifies the progression from rapid prototyping on a local PC,
to small-scale tests on a local batch system, to an analysis of a large dataset
using Grid resources.

It is possible to make Ganga available to a user community with a high
level of customisation. For example, an expert within a field can implement
a custom application class describing a specific computational task. The class
will encapsulate all low-level configuration of the application, which is always
the same, and only expose a few parameters for configuration of a specific task.
The plug-in system provided in Ganga means that this expert customisation
will be integrated seamlessly with the core of Ganga at runtime, and can be
used by an end-user to process tasks in a way that requires little knowledge
about the interfaces of Grid systems. Issues such as differences in data access
between jobs executing locally and on the Grid are similarly hidden.

Ganga has advantages over Grid Portals (see [5,6] for examples) which allow
users access to Grid functionality through their web browsers in a simplified
way. These portals are normally domain specific and allow users of a dis-
tributed application to run it on the Grid without needing to know much
about Grid tools. While easy to use, a portal-based system is often too re-
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strictive. In Ganga, the user has programmatic access through an API, and
has access to applications locally for quick turnaround during development.

In the 6 month period following January 2007 Ganga has in total been used
at 83 domains around the world with 735 unique users running about 60k
Ganga sessions 2 .

The implementation of Ganga follows an object oriented design and is im-
plemented in Python. Ganga is licensed under the GNU General Public
License 3 [4] and is available for download from http://www.cern.ch/ganga.
The installation of Ganga is trivial and doesn’t require any privileged access
or server configuration as part of the process.

In this paper, we describe in section 2 the overall architecture, in section 3 the
implementation, in section 4 the persistence of jobs in the repository and in
section 5 how the progress of jobs is monitored. Finally we provide some exam-
ples of how Ganga is customised for specific user communities. In appendix A
we provide some examples of how the API in Ganga can be used.

2 Architecture

Ganga is a user-centric tool which allows easy interaction with heterogeneous
computational environments, configuration of the applications and coherent
organisation of jobs. Ganga functionalities may be accessed by a user with a
help of several interfaces: a text-based command line in Python, file-based
scripting and a graphical user interface (GUI). This reflects different working
styles in different user communities and addresses various usage scenarios such
as using the GUI for training of new users, command line to exploit advanced
use-cases and scripting for automation of repetitive tasks. For Ganga sessions
the current usage is divided as (55%, 40%, 5%) between the interactive prompt,
scripts and the GUI. As shown in Fig. 1 the three user interfaces are built on
top of the Ganga Public Interface (GPI) which in turn provides access to the
Ganga core implementation.

A job in Ganga is constructed from a set of components. All jobs are required
to have an application component and a backend component, which define
respectively the software to be run and the processing system to be used.
Many jobs will also have input and output dataset components, specifying data
to be read and produced. Finally, computationally intensive jobs may have a
splitter component, which provides a mechanism for dividing into independent

2 The usage information is collected from a voluntary usage reporting system im-
plemented in Ganga.
3 Ganga is licensed under GPL version 2 or any later version of your choice.
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Fig. 1. The overall architecture of Ganga. The user interacts with the Ganga
Public Interface via the GUI, the command line interface or scripts. Plug-ins are
provided for different application types and backends where the applications can
run. All jobs are persisted in the repository.

sub-jobs, and a merger component, which allows for the combining of sub-job
outputs. The overall component structure of a job is illustrated in Fig. 2

By default the GPI exposes a simplified, top-level view suitable for most users
in their everyday work but allows to explore the details of underlying systems
if needed. In Appendix A examples are given of an actual interactive Ganga
session using the GPI.

After creating a submitting a job Ganga takes over the control and a user may
not modify it, however a copy of the job may be easily created for subsequent
modification. Ganga monitors the evolution of submitted jobs and categorise
them into the simplified states submitted,running, completed, failed or killed.
If the user need more detail he can query the backend part of the job object
to get specific status information related to the type of backend in question.

Other features of the GPI allow frequently used job configurations to be stored
as templates and easily reused and labelling of jobs allow to organise them
in a hierarchical jobtree.
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Fig. 2. A set of components in Ganga can be combined to form a complete job.
The application to run and the backend where it will run are mandatory while all
other components are optional.

A large computational task may be split into a number of subjobs automat-
ically according to defined criteria and the output merged at a later stage.
Each subjob will execute on its own. The merger may combine the output of
the subjobs or arbitrary job slice.

All jobs object are persisted in a job repository database whereas the input
and output files associated with the jobs are stored in a file workspace. Both
the repository ans the workspace may be in a local filesystem or on remote
server.

Job attributes may be saved in a text file and loaded later in another GANGA
session. Complex use-cases may be automated with GPI scripts. Both these
features are convenient for collaborative work.

For repetitive use-cases the Robot has been implemented. It is a GPI script is
provided which acts as a driver to periodically execute a series of actions in the
context of a Ganga session, where the actions are defined by implementations
of an action interface. Without any coding, the driver can be configured using
existing action implementations to submit saved jobs, wait for the jobs to
complete, extract data about the jobs to an XML file, generate plain text or
HTML summary reports, and email the reports to interested parties. Custom
actions can easily be added by either extending or aggregating the existing
implementations or implementing the action interface directly, allowing for a
diverse variety of repetitive use-cases. See section 6.1 for an example.

The framework does not force developers to support all combinations of ap-
plications and backends but only the meaningful/interesting ones. To manage
this, the concept of a Runtime Handler is introduced. The runtime handler
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is a connector between the application and backend handlers. At submission
time, it translates the internal representation of the application into a rep-
resentation accepted by a specific backend. This strategy allows integration
of inherently different backends and applications without forcing a lowest-
common-denominator interface.

Details of the different kinds of components are given below, along with generic
examples. More specialised components, designed for a particular problem
domain are considered in the sections dealing with use cases.

2.1 Application components

The application component describes the type of computational task to be
performed. It has a schema that allows characteristics and settings of some
piece of software to be defined, and provides methods specifying actions to
be taken before and after a job is processed. The pre-processing (configura-
tion) step typically involves examination of the values set for the component
properties, and may require that these values be used to derive secondary in-
formation. For example, one of the properties might specify the path to a file
that needs to be read. The post-processing step can be useful for validation
tasks.

The simplest application component (Executable) has a schema that defines
three properties:

exe : the path to an executable binary or script;
args: a list or arguments to be passed to the executable;
env : a dictionary of environment variables and the values they should be

assigned before the executable is run.

The configuration method carries out integrity checks - for example ensuring
that a value has been assigned to the exe property.

2.2 Backend components

A backend component has a schema that contains parameters describing the
behaviour of a processing system that the component represents. The list of
parameters can vary significantly from one system to another, but can include,
for example, a queue name, a list of requested sites, the minimum memory
needed and the processing time required. In addition, the schema defines the
information that the system reports back to the user, for example the values
recorded by the system job for identifier and status, and the machine where a
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job executed.

A backend component provides methods for submitting jobs, and for can-
celling jobs after submission, when this is needed. It also provides methods for
updating information on job status, for retrieving output of completed jobs
and, where this is possible, for examining files produced while a job is running.

Backend components have been implemented for a range of widely used pro-
cessing systems, including: local host, the batch systems PBS, LSF, SGE, and
Condor [7], and Grid systems like gLite [8] and ARC [9]. As an example, the
batch backend component defines a single property that may be set by the
user:

queue : Name of queue to which job should be submitted,

and defines three properties for storing system information:

id : job identifier;
status : status as reported by batch system;
actualqueue: name of queue to which job has been submitted.

2.3 Dataset components

Dataset components generally define properties that uniquely identify a partic-
ular collection of data, and provide methods for obtaining information about
it, for example its location and size. The details of how data collections are
described can vary significantly from one problem domain to another, and the
only generic dataset component in Ganga represents a null (empty) dataset.
Other dataset components are specialised for use with a particular application,
and so are discussed later.

2.4 Splitter components

Splitter components tend to have simple schemas, which allow the user to
specify the number of subjobs to be created, and the way in which subjobs
differ from one another. The only required method deals with creating the
requested subjobs. As an example, one splitter component (ArgSplitter) deal
with executing the same task many times over, but changing the arguments
each time. It defines a single property:

args: List of sets of arguments to be passed to an application.
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Specialised splitters deal with creating subjobs that process different parts of
a dataset.

2.5 Merger components

Merger components have a single required method, which deals with combin-
ing files containing data in a particular format, for example text strings or
data representing histograms. The schema may define a property that allows
specification of the files to be combined, in the case these aren’t obtained
directly from the job to which the merger component belongs. As examples,
one merger component (FileMerger) concatenates the files of standard out-
put and error returned by a set of subjobs, and another (RootMerger) sums
histograms produced in ROOT format [10].

3 Implementation

Plugin development is simplified thanks to a set of internal interfaces and a
proxy generation mechanism. Each plugin class defines a schema which de-
scribes the plugin attributes and their properties such as the user access per-
missions (read-only, read-write, internal), the visibility, the type used for per-
sistent representation, user-convenience filters and shortcuts. The attributes
defined in the schema and methods selected for export are visible via an auto-
matically generated proxy class at the GPI level. The separation of the plugin
and proxy levels is very flexible. At the GPI level the plugin implementation
details are not visible, all proxy classes follow the same design logic (for ex-
ample copy-by-value), persistency is automatic and the threading and session
level locking is transparent. In this way the low-level API is separated from
the user-level GPI. The visibility attributes are used by the command line and
GUI presentation layers.

A job component is implemented as a plug-in class, and must be imported by
the Ganga framework in order to be available to the user. Component classes
inherit from an interface class as seen in Fig. 3. Each component class has its
own schema, which is a list of typed properties, with initial values assigned. A
schema property may be declared as hidden, if it is for the class’s internal use,
or may be made visible. The visible properties can be configurable, meaning
that the user can set their values, or may serve to report job information and
be read-only for the user. Component classes overwrite methods of the parent
interface class as needed, and optionally implement additional methods. The
base class provides a persistency mechanism, and allows user default values
for component properties to be set via a configuration file.
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Fig. 3. A component class implements one of the abstract interfaces corresponding
to the different parts of a job.

4 Job persistence

The main part of the persistency mechanism in Ganga is represented by
the job repository component acting as a simple database which contains all
Ganga job objects thus assuring that any subsequent Ganga session have
access to all previously defined jobs. Once a job is defined in a Ganga session
it is automatically persisted. In this way the repository provides a bookkeep-
ing system that allows to search and/or to select particular jobs according
to job metadata. The metadata includes such parameters as job name, type
of application, type of submission backend, and job status. It can be easily
extended if required.

The job repository has a simple API allowing job registration, commit, re-
trieval, and removal. Some methods like those for setting/getting job status
and retrieving job metadata are designed specifically for job monitoring and
on-demand job loading. All repository methods support bulk operations with
the jobs which gives significant gains in the repository performance reducing
the time per job per operation.

The implementation of the job repository makes use of a client which is an
abstraction layer between repository and the underlying database and is cur-
rently based on the AMGA metadata interface [12]. The client supports both
a local and a remote repository. In the local repository the database is stored
in the local file system thus providing a standalone solution. The database
code is implemented entirely in Python so it is supported on any platform.
For the remote repository the client relies on the AMGA metadata server.
The remote server supports secure connections with user authentication and
authorisation based on Grid proxy certificates. The performance tests of both
the local and remote repositories show good scalability for up to 10 thousand
jobs per user, with the average time of job creation being about 0.2 second.
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When persisting jobs in a database care has to be prevent race conditions be-
tween two parallel Ganga sessions or just different threads within the same
session. Possible problems are the creation or deletion of the same job in par-
allel, the assignment of the same id to multiple different jobs or in case of the
local repository different processes writing in parallel to the same file. The
protection against these issues are for parallel threads done with the use of
standard Python thread locks in the repository methods; for parallel pro-
cesses it relies on special file based locks and conditional update methods
implemented internally within the repository. As a result several Ganga ses-
sions can simultaneously interact with the same repository without the risk of
data corruption.

Another part of Ganga persistence mechanism is is to store input and output
sandboxes of a job. This part is provided by the Workspace abstraction layer.
The current implementation use the local file system and has a simple inter-
face that allows transparent access to job sandbox files within the Ganga
framework. These files are automatically stored on a per job basis in a direc-
tory associated with the job, and a set of sub-directories is used to separate
specific parts of the job workspace like job input and output and workspaces
of subjobs. The major advantage of storing input and output for jobs through
interaction with an abstract interface consists o the possibility to replace the
implementation in a transparent way. For example, a prototype using a Web-
Dav [13] server demonstrated that all workspace data related to a job can be
easily accessed from different locations. In fact, combination of this prototype
with the remote job repository described above effectively creates a roaming
profile where the same Ganga session can be accessed at multiple locations 4 .

The persistence mechanism in Ganga facilitates schema migration of the
classes describing the objects persisted in the repository. This means that
new or changed attributes can be introduced to the component classes while
preserving the capability to read jobs persisted with an old version of Ganga.
Upon reading from the repository schema versions of the component classes
are compared and if there is a version mismatch a migration method is called
on the newer class. This migration method have to be provided by the class
developer. Several sequential migrations can be changed to update an object
through several schema migrations. In this way a developer will only ever
need to be concerned about how to perform the schema upgrade from the
latest previous version. Depending on the configuration settings the migration
process can be either manual or automatic. When jobs have been migrated
they are written to the repository with the new schema to ensure that the
migration only needs to happen once. If a job with a schema for a component
class read from the repository is newer than the one defined in the Ganga

4 This is quite similar to what IMAP provides for an email system.
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session 5 the job will appear in the special incomplete state and stay untouched
in the repository.

5 Monitoring

Ganga provides several levels of monitoring. One is the internal monitoring
system to give the user information on the progress of jobs while the other is
as a provide of information for external monitoring services.

5.1 Keeping track in Ganga

The main responsibility of the Ganga monitoring component is to follow the
progress of jobs. A main monitoring loop is run at a predetermined rate in a
dedicated thread.

Monitoring of job status is the main activity of the Ganga monitoring com-
ponent. As Ganga facilitates submission of jobs to multiple backends, the job
status monitoring mechanism has been specifically designed to cope with vary-
ing backend response times and load capabilities. This mechanism involves the
following sub-components:

Monitoring table with rows of different backends in use and columns of
corresponding sets of Ganga jobs in non-terminal states, mutex locks and
backend time-out counters. To avoid potential race conditions, all access to
the monitoring table must be thread-safe.

Update Queue with associated pool of worker threads from the Update
Thread Pool.

Action unit which is responsible for querying the Ganga registry for jobs
in non-terminal states, grouping the jobs by backend and updating the
monitoring table accordingly.

Fig. 4 illustrates the behaviour of the monitoring.

In addition to following the progress of jobs, the monitoring system also mon-
itors the time remaining until authentication credentials expire. Examples of
these are proxy certificates for interacting with the Grid, and kerberos tickets
for interacting with a file system. The user is notified that renewal is required
and if no action is taken, Ganga is placed in a safe state where errors will
not occur due to lack of authentication.

5 This can happen if a user decides to revert back to an older version of Ganga.

11



Fig. 4. The main monitoring thread takes care of checking for valid credentials,
updating the table of jobs for each backend to monitor and feed the queue of updates.
The thread pool subsequently pick tasks from the front of the queue.

5.2 ExternalMonitoring

Dashboard, MonaLisa, Job peeking

6 Use in High Energy Physics

The aim of the ATLAS and LHCb experiments is to make discoveries about
the fundamental aspects of the Universe through production of new parti-
cles at the energy frontier and precision measurements of particle decays.
The experiments are located at the Large Hadron Collider (LHC) at the Eu-
ropean Laboratory for Particle Physics (CERN), Geneva. Both experiments
require processing of data volumes of the order of petabytes per year, and
rely on computing resources distributed across multiple locations. The data-
processing applications, including simulation, reconstruction and final analysis
for the experiments, are based on the Gaudi/Athena C++ framework which
provides core services, such as message logging, data access, histogramming,
and a run-time configuration system. The role of Ganga within ATLAS and
LHCb is to act as the interface for data analysis by a large number of individual
physicists.

The data from the experiments will be distributed at computing facilities
around the world. Users performing data analysis need a random access mech-
anism to allow rapid pre-filtering of data based on certain selection criteria so
as to identify data of specific interest.
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6.1 The LHCb experiment

The model for distributed analysis in LHCb is described in detail in [14].
Here we describe the way in which Ganga interacts with the application and
backend plug-ins which are specific to LHCb.

From Gaudi C++ framework framework a series of projects are derived which
result in four main applications: two to generate and digitise simulated proton-
proton collisions in the detector, and two to reconstruct and analyse data from
either the detector or from the simulation. A user normally supply shared
libraries which are loaded at run-time and replace default implementations in
the framework. The applications are driven by a configuration file file (which
can include other configuration files), including the directives of which libraries
to load, the properties to be set, and a list of input data expected and the
output that will be created.

To facilitate the usage of performing analysis Ganga includes an application
handler for Gaudi-based applications. During the configuration stage, prior
to submission the application handler:

• Sets up the environment for the chosen application;
• determines which shared libraries from a local user area are required to run

the job;
• parses the configuration file supplied including all its dependencies;
• uses the information obtained from the configuration file to determine the

input data required and the outputs the job will create;
• registers the inputs and outputs with the submission backend.

The Gaudi application handler thus allows for a very simple way of configur-
ing a Gaudi application. The user only need to know the name and version
to run and then supply a configuration file.

As user code is often included in the application there is the potential for
introducing bugs causing runtime errors. The transparent move in Ganga
from a local to a Grid backend means that the debugging can be performed
locally with quick response time before launching a large scale analysis on the
Grid where the response time is longer.

To evaluate the expected performance of a given analysis there is also a large
usage of the RooFit framework for performing ensemble testing on simplified
Monte Carlo samples. These jobs require large amounts of processing but rely
on no input data and produce only very small amounts of output. Hence
they are very easy to deploy on the Grid using the generic Root application
handler in Ganga.
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6.1.1 Grid usage in LHCb

Data analysis using Grid resources in LHCb are routed through the DIRAC [16]
workload management system (WMS). DIRAC is a pilot based system where a
small script is submitted to the Grid which checks for the presence of required
software, network connectivity, available memory etc.: If all requirements are
satisfied the application itself is pulled from the WMS and started; If the re-
quirements are not satisfied the pilot will simply terminate and the WMS will
send a new pilot to the Grid. The system thus improves the reliability of the
Grid system towards the user. Ganga offers access to the DIRAC system as
a backend via DIRAC’s own Python API [17] which is imported at runtime.

A specific splitter has been implemented for LHCb which can divide the anal-
ysis of a large dataset into many smaller subjobs. During the splitting of the
dataset it is ensured that any data associated with a specific subjob is available
in its entirety at a given location on the Grid. This gives a significant opti-
misation as no job will have to copy data across the WAN before an analysis
can start.

In the first half of 2007 a total of 10k user jobs has been successfully executed
through the DIRAC system with a maximum of above 1000 simultaneous jobs.
With the LHCb experiment receiving its first data during 2008 this usage is
expected to rise dramatically.

The Robot in Ganga is used within LHCb for end-to-end testing of the dis-
tributed analysis model. On a daily basis it sets up a set of typical complex
analysis jobs. It then monitors the progress of the jobs, for their execution and
the eventual results they produce. The overall success rate and time to obtain
the results is recorded and published on the web. An action within the Robot

monitors this information across many days in the past to produce long-term
trends in the end-to-end stability of the system.

6.2 The ATLAS experiment

The distributed analysis model is based on the ATLAS computing model [18]
which requires that data is distributed at various computing sites and user
jobs are sent to the data location based on the availability of the data.

An analysis job at the ATLAS experiment will typically consist of a Python
or shell script that configures and runs a user algorithm in the Athena frame-
work [18], read and write event files and/or filling histograms/n-tuples. More
interactive analysis may be performed on large datasets stored as n-tuples.

There are several scenarios relevant for a user analysis ranging from analysis
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with fast response time and a high level of user interaction, to analysis with
long response times and a low level of user interaction. The former is well
matched by the parallel Root facility PROOF [10] for interactive usage and
fast turn around times on a local computing cluster while Ganga matches
well the latter conditions.

Analysis jobs produce large amounts of data which is stored and subsequently
retrieved within the Grid environment. To support this, the Distributed Data
Management system DQ2 [19] developed within ATLAS; it provides a set
of services to move data between Grid-enabled computing facilities whilst
maintaining a series of databases to track these data movements. The vast
amount of data is also grouped into datasets based on various criteria (e.g.
physics characteristics, production batch run, etc.) for more efficient query
and retrieval.

6.2.1 ATLAS User Analysis

A typical ATLAS user analysis consists of an event selection algorithm devel-
oped in the Athena software framework. Large amounts of data a skimmed for
events that meet certain selection criteria. The events of interest are stored in
files that in the DQ2 system are grouped together as datasets. Some of the
major differences compared to the user analysis in LHCb are:

• During job submission the dataset is queried for in the DQ2 system for its
file content and location. The number of possible Grid sites is then restricted
to the dataset locations.

• A job can be divided into several sub-jobs based on the number of files in a
dataset. Every sub-job processes an even amount of files of the full dataset.

• The user output data can be saved in the DQ2 system. After the Athena
programme has finished during the Grid job execution the user output data
is stored on the close storage element of the site the job was running at and
registered in DQ2.

In total 37k jobs have been successfully processed by ATLAS users using
Ganga on the Grid in the first half of 2007.

6.2.2 ATLAS User Monte Carlo simulations

A second example for a user task is a small scale Monte Carlo (MC) production
of a few ten thousand events. The AthenaMC application handler has been
developed to integrate software components used in the official ATLAS MC
Production System [20]. These components consist of a set of configuration
files for the three MC production steps for event generation, simulation and
reconstruction. This scenario mimics the analysis patterns mentioned before of
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intermediate to low user interaction and intermediate to long response times.

7 Other usage areas

Ganga offers a flexible and extensible user interface which is used beyond
the original scope of the ATLAS and LHCb collaborations. Here we provide
details on just a few of the other projects that have made use of Ganga in
various ways.

7.1 Commercial usage

Imense Ltd has implemented a new kind of image retrieval system based on
automated analysis and recognition of image content. It allows ordinary users
to intuitively search for pictures using text queries consisting of keywords or
short natural language sentences. Unlike other image search solutions, the sys-
tem does not rely on image annotations or metadata, and does not require an
initial example image or sketch to be supplied by the user. Instead, it features
a range of image processing and analysis modules which can automatically
recognise semantic image content and use this as the basis for the image in-
dex. A diagram illustrating the process involved is shown in Fig. 5.
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Fig. 5. Overview of the image analysis and recognition carried out by Imense Ltd.

By using the Ganga framework for job submission and management, it has
been possible to port and deploy a large part of Imense’s image analysis tech-
nology to the Grid to analyse the content of and build a searchable index over
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about two million high resolution photographic images.

The processing stages involved in the image search system, i.e. image analysis
and indexing, are intrinsically sequential. In order to benefit from parallelisa-
tion, it was decided to parallelise at the granularity of single images or small
subsets of images. Each image can therefore be processed in isolation on the
Grid, and such processing takes no more than a few seconds or tens of seconds.
In order to minimise overheads, several hundred images are automatically ag-
glomerated into a batch which is then submitted for processing via Ganga,
with the results of image processing and analysis being passed back to the
submission server upon successful completion.

Support for Imense has been added to Ganga through the implementation of
two specialised components: an application component that deals with running
the group’s image-processing software, and a dataset component for taking
care of the output. Runtime handlers have been written that allow use of the
application on the Local backend, used for small-scale tests, and on the LCG

Grid backend, where the bulk of the processing has been performed.

The schema of the application defines properties for the location of images
to process, the number to process and the output destination. The schema
also defines properties for specifying the location of relevant software on the
submitting machine. These properties must be set when the application is to
run locally, but are disregarded when running on the LCG backend, when the
software is expected to be preinstalled in a known location at the remote site.
At runtime, images are retrieved and segmented one at a time, all of the images
are classified, and finally an archive is created of the output files (several per
input image). The archive is returned using the sandbox mechanism in Ganga
when using the Local backend, and is uploaded to a storage element when
using the LCG backend.

The dataset provides methods for downloading a results archive from a stor-
age element, and for unpacking an archive to a destination directory. These
methods are invoked automatically by Ganga when an image-processing job
completes: the effect for the user is that a list of images is submitted for
processing and results are placed in the requested output directory.

7.2 Small collaborations in High Energy Physics

Large user communities such as ATLAS and LHCb profit from encapsulating
shared use cases as specific applications in Ganga. At the same time indi-
vidual researchers or developers in the context of rapid prototyping activities
may resort to using generic application handlers such as Executable. In such
cases Ganga still provides the benefits of bookkeeping and a programmatic
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access to job submission. For example a small community of experts in the
design of gaseous detectors such as drift chambers use Ganga to run the
Garfield [21] simulation program on the Grid. A short Ganga script for
submission of Garfield simulation jobs has been developed. The submission
script generates a chain of simulation jobs using the Garfield generator of
macro files and the Executable application handler. Users invoke the submis-
sion command directly from the system shell e.g.

ganga submit_garfield.py ./generator_ArCO2 15 20 LCG

The Garfield executables and few small input files are placed directly into
the input sandbox of the job. The histogram and text output is returned
in the output sandbox. Such a simple approach allows to integrate certain
applications in just few hours - as it was the case for Garfield.

7.3 Ganga interfaced to other frameworks

Ganga Public Interface is a backend and application neutral job submission
and management API. Therefore Ganga may be programmatically interfaced
to other frameworks and used as a convenient abstraction layer for job manage-
ment. Ganga combined with DIANE, a lightweight agent-based scheduling
layer on top of the Grid [22], has been used in a number of scientific activities
such as Monte Carlo simulation for dosimetric studies in medical physics, sta-
tistical regresion testing of Geant 4 software with a large number of Grid jobs
and in-silico molecular docking in the search of the potential drug candidates
for Avian Flu [23]. The DIANE worker agents are executed as Ganga jobs
and thus the usage of the resources may be controlled by the user from the
Ganga interface. This approach allowes to combine the efficiency of overlay
scheduling systems such as DIANE with well structured job management of-
fered by Ganga and to combine Grid and non-Grid resources under a uniform
interface.

Ganga may be flexibly embedded in services such as the web-based bio-
informatics portal developed by ASGC, Taipei. The screenshot in Fig. 6 shows
the web portal fully customized for avian flu drug analysis. The majority of
the portal development was to design and implement how the application
specific arguments can be set intuitively by end users. The portal engine simply
delegates the job management to the embedded DIANE/Ganga framework.
Powered by this job management approach, users can also switch or combine
the usage of heterogeneous computing environments (e.g. grid or local cluster)
easily through the same web interface.
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Fig. 6. A screenshot of the bio-informatics web portal custumised for avian flu drug
analysis.

8 Conclusion

We have presented Ganga as a tool for managing jobs in an environment
of heterogeneous resources. In an easy to use user interface it is possible to
define a computational task which subsequently can be executed locally for
debugging and ubsequently to the Grid for large scale data mining. We have
shown how Ganga will aid the task specification, take care of job submission,
monitoring and output retrieval and provide an intiitive bookkeeping system.

We have demonstrated the advantages of having a well defined API which
can be used either interactively at the Python prompt, through a GUI or
programmatically in scripts. Ganga is easy to extend to become a specialised
interface for a new area of science through the plugin system for new com-
ponents. We have provided examples of the use of Ganga from within Hig
Energy Physics, medical physics and image processing.

Ganga has a large user base, is in active development and is open for support
to enter into new areas of science or commerce.
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A Examples

Below we give a set of examples of working with Ganga. For ease of read-
ing, Python keywords are in bold and Ganga specific objects, classes and
methods are underlined. First we look at a complete Ganga session

~ % ganga
*** Welcome to Ganga ***
Version: Ganga-4-3-6
Documentation and support: http://cern.ch/ganga
Type help() or help(’index’) for online help.
This is free software (GPL), and you are welcome to redistribute
it under certain conditions; type license() for details.
[ 2 ] : j=Job (name=’MyJob ’ ) # Create a d e f a u l t j ob
[ 3 ] : j . submit ( ) # Submit the job

# wai t f o r the monitoring

[ 4 ] : j . peek ( ’ s tdout ’ ) # Look at the output
[ 5 ] : j=j . copy (name=’ GridJob ’ ) # Make a copy o f the job
[ 5 ] : j . backend=LCG() # Change backend to the Grid
[ 3 ] : j . submit ( ) # Submit the job
[ 1 ] : j obs # Li s t j o b s

Job listing
[ 5 ] : ˆD # Quit Ganga .

In the next example we will create a more complex job for analysis of LHCb
data. A splitter will be used to divide the analysis into a set of shorter jobs.
Data is assigned though logical identifiers and the DIRAC WMS will then sort
out to send the job to one of the locations having the data available.

[ 5 ] : j=Job ( app l i c a t i on=DaVinci ( ) , backend=Dirac ( ) )
[ 5 ] : j . inputdata=LHCbDataset ( f i l e s =[ # Data to read
. . . ’LFN:/ foo . dst ’ ,
. . . ’LFN:/ bar . dst ’ ,
. . . many more data f i l e s ] )
[ 5 ] : j . s p l i t t e r=D i r a c Sp l i t t e r ( ) # We want sub j o b s
[ 5 ] : j . submit ( )

Job submission output
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We can also use the interactive prompt together with standard Python syn-
tax. Here we print the status of the subjobs created above as well as the
location where they ran.

# Sta tus o f j o b s and where they ran
[ 5 ] : for subjob in j . subjobs :
. . . print subjob . s tatus , subjob . actualCE

42
# Find backend i d e n t i f i e r o f a l l f a i l e d j o b s
[ 6 ] : for j in j obs . s e l e c t ( s t a tu s=’ f a i l e d ’ ) :
. . . print j . backend . id

42

Finally weprovide a view of the graphical user interface. The overview of jobs
can be seen to the left, the details of an individual job to the right, and partly
overlaid the window for contructing a new job.
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