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* Note that, so far, the document focuses on the record semantic. Syntactic aspects will be addressed in future releases of the document.



Par.	BaseTag		APEL	ARC	DGAS	UNICORE	Semantic
		Child or property					
Base Properties	 	 	 	 	 	 
11.1	RecordIdentity		X	X	X	OGF UR: GRID-wide unique identifier for the record
11.2	JobIdentity						
11.2		GlobalJobId		X	X	X	OGF UR: Global job identifier as assigned by metascheduler or ferderation scheduler
11.2		LocalJobId	X	X	X	X	OGF UR:  Local job identifier as assigned by the batch queue
11.2		ProcessId					OGF UR:  Local PID of the Job
11.3	UserIdentity						
11.3		LocalUserId	X	X	X	X	OGF UR: Local identity for the user
11.3		GlobalUserName	X	X	X	X	OGF UR: Global GRID level user name
11.4	JobName			X	X	X	OGF UR: Name of the job or application that generated this usage
11.5	Charge				X		OGF UR: Specifies the total charge, in generating system's allocation unit associated with the usage
11.6	Status			X	X	X	OGF UR: Completion status associated with the usage as a string (See UR def for legal values)
11.7	WallDuration		X	X	X	X	OGF UR: wallclock time that elapsed
11.8	CpuDuration		X	X	X	X	OGF UR: CPU time used, summed over all processes associated with this usage
11.9	EndTime		X	X	X	X	OGF UR: Time at which usage consumption ended
11.10	StartTime		X	X	X	X	OGF UR: Time at which usage consumption started
11.11	MachineName		X	X	X	X	OGF UR: Descriptive name of the machine on which job ran. This may be a system hostname or site's name.
11.12	Host		X	X	X	X	OGF UR: Name of the host on which a job ran
11.13	SubmitHost			X			OGF UR: Name of the host from which the job was submitted
11.14	Queue			X	X	X	OGF UR: Name of the queue from which the job was submitted
11.15	ProjectName			X	X	X	OGF UR: Identifier of the project or charge group associated with this usage
Differentiated Properties	 	 	 	 	 
	Network						
	Disk						
12.3	Memory						
		shared				X	
		physical - average		X			
		physical - max	X	X	X	 	
		dedicated					
		virtual - average		X			
		virtual - max	X	 	X	X	
	Swap						
12.5	NodeCount		X	X	possible	possible	OGF UR: Number of node used. Definition architecture-dependent. Usually number of boxes
12.6	Processors		X		X	possible	OGF UR: Number of processors used. Definition architecture dependent. Usually number of cores
	TimeDuration						
12.8	TimeInstant						
		ctime			X	X	Torque: time job was created
		qtime			X	X	Torque: time job was queued
		etime			X	X	Torque: time job became eligible to run
12.9	ServiceLevel						
		type:si2k			X		
		type:sf2k			X		
		type:GlueCEInfoTotalCPUs			X		GLUE schema: Number of CPUs available to the queue.
		ScalingFactorUnit	X				
		ScalingFactor	X				
Extension Framework	 	 	 	 	 	 
13.2.1	Resource	description:LocalGroupId			X		DGAS: Local Unix group
13.2.1	Resource	description:DgasAccountingProcedure			X		DGAS: Accounting procedure used by sensors
13.2.1	Resource	description:UserVomsFQAN	X		X		DGAS: User VOMS FQAN
13.2.1	Resource	description:ExecCe			X		DGAS: Computing Element name e.g. t2-ce-01.to.infn.it:8443/cream-pbs-alice
13.2.1	Resource	description:LrmsServer			X		DGAS: hostname of the LRMS server
13.2.1	Resource	description:DgasVoOrigin			X		DGAS: origin of user VO determination e.g. 'fqan,pool'
13.2.1	Resource	description:exit_status				X	UNICORE: job exit status
	Resource	description:VO				X	UNICORE: Virtual Organization Name
	Resource	description:attributes				X	UNICORE: user's SAML attributes
	Resource	description:group				X	UNICORE: local unix group
	Resource	description:infrastructure				X	UNICORE: the grid middleware or other infrastructure which produced the record
		RuntimeEnvironment		X			ARC: Requeted runtime environment, specified in job description

                 Existing record’s survey


The record survey table is the result of the survey considering base and differentiated properties  for APEL,ARC,DGAS and UNICORE.

1 . BASE PROPERTIES

The definition from the OGF-UR definition document is:

Base properties are those items that all or most sites deem critical for accurately recording the usage of their resources. They include job and user identification, as well as most of the common types of resources that sites need to measure.

We need to take into consideration the fact that we need to produce valid usage records for both grid-wide jobs and local ones, so whenever it is necessary I'm going to specify if we need different behavior for local jobs and make a proposal. Note that this is a proposal open to discussion. Although some details can be out of scope at this level of the discussion, I prefer to have them to be sure there are no misunderstandings. We don't care in this step if it is possible with the current middleware implementation to retrieve the info.

OGF-UR V1.0 Attributes - EMI semantic 
Paragraphs identified with EMI.* are EMI specific extensions to the record format.

11.1 RecordIdentity

	This is the unique identifier for the usage record (not for the job). We leave the decision on the algorithm to the implementation phase. Record identities must be assured to be globally unique.

11.2.1 JobIdentity | GlobalJobId 

	Grid:  This can be the job unique identifier assigned by the metascheduler if we have one. For example a WMS dgJobid for APEL and DGAS. 
	Local:In case of local jobs this field MUST be empty.

11.2.2 JobIdentity | LocalJobId

	The LRMS ID for the job as assigned by the Batch system.

11.2.3 JobIdentity | ProcessId

	The unix PID of the job on the executing node

11.3.1 UserIdentity | LocalUserId

	The unix username of the user running the job on the executing node.

11.3.2 UserIdentity | GlobalUserName

	Grid: The user's certificate DN
	Local: In case of local jobs this field MUST be empty.

* EMI.1 UserIdentity | VirtualOrganization

* EMI.2 UserIdentity | ProjectName

* EMI.3 UserIdentity | Group

* EMI.4 UserIdentity | LocalGroupId

11.4 JobName

	This is an optional Record in the UR Document that may contain a descriptive name of the job. It has to be stressed that user defined job names are often difficult to retrieve from an accounting perspective and are not suitable for reliable accounting purposes.

11.5 Charge
	
	This is for economic accounting purpose. It is the charge applied to the user for the job. 
	None of the EMI middleware actually has economic accounting working in production. It has been noted that other than the charge metric it is necessary to provide the 'currency' adopted
	OGF-UR already provides the necessary fields to both specify the 'unit' (11.5.2) and the cost computation 'formula' (11.5.3) 

11.6 Status

	This is the 'literal' value of the job status and not an exit status number the available status are:
	
aborted – A policy or human intervention caused the job to cease execution 
completed – The execution completed 

failed – Execution halted without external intervention 
held – Execution is held at the time this usage record was generated 
queued – Execution was queued at the time this usage record was generated 
started – Execution started at the time this usage record was generated 
suspended – Execution was suspended at the time this usage record was generate 

Not all the status available in the record definition are implemented (or implementable) by the accounting middleware sensors. Moreover OGF do not provide any mean
to insert the the user payload numeric exit status, so we will add a new field for this.


11.7 WallDuration

	WallClock time elapsed during the job execution. basically it EndTime-StartTime no matter on how many cores, processors, nodes, sites the user job ran on.

11.8 CpuDuration

	This is the CPU time consumed. If the job ran on many cores/processors/nodes/sites...all separate consumptions shall be aggregated in this value. This as an impact on MPI jobs, where the consumption of all the 'nodes' of the MPI job get aggregated into this CPU consumption. This is the way LRMS accounting work on the batch systems underlying the avaialble CE implementations. 

11.9 EndTime

	The job end timestamp

11.10 StartTime

	The job start timestamp

11.11 MachineName

	The hostname identifying the computing cluster where the job executed. Typically, on a batch system, this will be the LRMS server host name.

11.12 Host

This is used to identify the host where the user payload physically run. As an example, nn case of MPI jobs more than one Host parameter can be specified, If a master node for the computation can be identified, it can be flagged as 'primary' with a dedicated attribute.

11.13 SubmitHost

	This is the only host-related parameter really clear and univocal in the OGF-UR definition. The host from which the user submitted the job. Unfortunately just ARC is using this in EMI.

11.14 Queue

	Simply the LRMS Queue. The queue information, per se, is useful just in a local context. In a grid environment is meaningful just when parameters uniquely identifying the grid site is present.


EMI.5 SiteName

	This is the parameter used to identify the SiteName of the computing centre where the job executed. There is however the need to specify, with an attribute, which definition of the site name is used.
	E.G. To comply with EGI requirements it could be type="gocdb" to contain information on the site name as the GOC DB expects it.

2 .DIFFERENTIATED PROPERTIES

12.1 Network
This element specifies the network usage rate of transfer – Due to the fact that none of the available sensors uses or records such type of information and that this is slightly out of scope in the compute area, the current definition of this Usage Record do not enters into details on Network metering.				

12.2 Disk
This element specifies the disk storage for this usage – Another working group is focusing on the storage usage record - thus this Usage Record definition do not enters into details on storage related properties.

12.3 Memory
Three ‘type’ of memory metrics are defined:
shared – physical – dedicated
and four type of metrics:
average – total – max – min
None of the accounting middleware uses the ‘dedicated’ type. Two of the software uses an undefined ‘virtual’ type of memory.
I suggest we report the following types as reported by the batch systems:
12.3.3.1 shared
I suppose that by ‘shared’ the OGF standard means a synonym to ‘virtual’ memory used by the process.
12.3.3.2 physical
The amount of physical ram used by the process.
What do we do with:
	12.3.3.3 dedicated ?

The used metrics are:
	12.3.2.1 average
	12.3.2.3 max
None of the accounting middleware uses:
	12.3.2.2 total
	12.2.2.4 min
Probably given the fact that the batch system does not report such metrics. I would also like to know on which basis the accounting sensors reported average or max memory metric, that is where it is specified if the memory reported by the LRMS was the average or the max one.
Note that OGF states as mandatory to support all of the types and metrics. I suppose that we can restrict the record we produce to just a subset of these, but the consumers must be in principle be capable to consume the whole set.

12.4 Swap
The amount of swap space consumed by the user job.
Not used by any of the available accounting software. 

12.5 NodeCount
This element specifies the number of ‘nodes’ used. 
I suggest this to be considered the number of worker nodes used by the job. 

12.6 Processors
This element reports the number of processors used by the computation. I suggest to define core == processor. That is in this parameter we insert the number of cores used by the user payload.

12.7 TimeDuration
This item can be used to insert in the record time intervals expressing any ‘duration’ related to the user payload. None of the EMI accounting software needs this so far. 

12.8 TimeInstant
This item can be used to insert in the records any time instant related to the user payload,
DGAS and UNICORE uses this to specify three time instants with derived from Torque but in principle pertinent also to other batch systems.
	Ctime – Time job was created
	Qtime – Time job was queued
	Etime _ Time job became eligible to run
I suggest to keep this time instants and semantic as optional values in our usage record.

12.9 ServiceLevel
This is the place where to insert what we call normalization factor/benchmarks and so on.
As normalization factors we currently use the following items:
Si2k – SpecINT200
Sf2k – SpecFolat2000
(ScalingFactorUnit) 
(ScalingFactor)
The last two are within parenthesis because they are an expedient used by the APEL plain text key-value implementation of the record to express what in the XML syntax is expressed within the ServiceLevel element and it’s urf:type attribute.
I’m also skipping DGAS GlueCEInfoTotalCPUs given the fact that this is a feature needed by DGAS in IGI and it is a good candidate for the extension framework

In my opinion we should simply decide which scaling factor  (e.g. urf:type = Si2K, HEPSpec,..) is mandatory, leaving other scaling factor as optional ones.



