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1. Introduction 
This document describes the architecture of the catalogue synchronization system, together with 

the most important technical details about the implementation in DPM/LFC. 

 

1.1. System Architecture 

 

The picture shows a simplification of the architecture of this subsystem. In general terms, all the 

involved entities (i.e. the catalogues, eventually embedded in some other system like DCache) 

connect to a structure of message brokers, thus being able to exchange real time messages that keep 

the information synchronized. 

An example is when the access permissions of a file are updated in the LFC central catalogue. The 

peripheric SEs will get a notification that they will use to fix the permission of that file in their 

metadata information. 

Another important example deals with file loss at a peripheric site. In this case the SE sends the 

appropriate information to the interested entities, that can mark that file as not available at the site 

that sent the notification. 

In this project, we suppose that the broker infrastructure will be able to handle the number of 

clients that will need to exchange the synchronization messages. This result will depend on the 



quality of the implementation of the brokers and on the deployment of a sufficiently powerful 

infrastructure. 

 

2. Wire protocol and libraries for the DPM/LFC implementation 
 

As agreed with the infrastructure area of EMI, the primary objective of this specification is to 

define a system that works with the current broker infrastructure, without using features that are 

product-specific, i.e. not available in a generic message broker. Such product-specific features, in 

fact could pose problems for example in the case of different product choices in the main 

infrastructure. Actually, the brokers in the EMI infrastructure run Apache ActiveMQ. 

 

Hence, as a general rule, the implementation will use only features that are available in the current 

definition of the STOMP protocol, and will be STOMP-compliant. By now (Oct 2010) the current 

available version of the STOMP specification is 1.0. 

 

We want to remark that STOMP (or its implementation inside ActiveMQ-cpp) does not seem to 

support the failover and the connection recovery in case of glitches. This is a highly desirable 

feature for a production service. 

 

2.1. Used libraries 

By now (Oct 2010), there are several options for choosing an API that supports the desired 

protocol features. The purpose of this document is not to enforce one API or language over others, 

but to illustrate our choices for the DPM/LFC implementation. Other parties interested in 

instrumenting their SE implementations can choose the messaging API that they prefer (e.g. JMS, 

StomPy etc.), provided that their implementation follows the project's guidelines about message 

content and compatibility.  

 

The prototype that is in the development phase aims at interfacing LFC and DPM with the EMI 

brokers. LFC and DPM are written in C, nevertheless we chose to implement the high level features 

of the «Catalogue synchronization» framework into a properly encapsulated C++-based library. As 

an add-on, a C wrapper allows an application written in C to use the system, as this is the case for 

DPM/LFC. 

 



The libraries used for this DPM/LFC implementation are: 

• Apr 1.4.23 

• Apr-util 1.3.10 

• Activemq-cpp 3.2.3 (latest stable release [Oct 2010]) 

 

Right now, it seems that the version of the APR library that is shipped with the current builds of 

the Scientific Linux CERN Linux distribution is quite older than what's available in other modern 

distributions (e.g. Ubuntu). From the technical point of view regarding this work, this is not a major 

problem, since this implementation can build versus a set of libraries that was installed in any 

directory other than the system's one in the case it's obsolete. 

 

Activemq-cpp gives the advantage that the wire protocol used to communicate with the brokers 

can be chosen at runtime, as a startup parameter. The «Catalogue synchronization» specification of 

the content of the message will then be fully supported, no matter what the chosen wire protocol 

will be (among the ones that are supported, that is OpenWire and STOMP). 

 

Moreover, if the brokers support the OpenWire protocol, this library supports some forms of 

failover and connection auto-recovery, that make the system much more robust. As said, the choice 

of the wire protocol used by a client installation has no consequences on the choice of the 

protocol/libraries used by another interconnected client installation. 

 

 


