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Architecture description 
1. Introduction 

1.1 Purpose of this document 
This document describes the VN project host and client architecture. It provides an overview of how the 
solution is made to fit the problem when VMs are needed to run a job in the ETICS infrastructure.  

1.2 Document scope 
This document covers the architecture of the VN project. It does not address job-submission or VM image 
repositories. 

1.3 Definitions and abbreviations 
The definitions and abbreviations used in this document are covered by a dictionary. The dictionary 
document is bundled with this document. 

1.4 References 
None 

1.5 Document overview 
This document will describe the VN architecture to the reader. It will start by defining which use-case and 
requirements needed to be covered in chapter 2. These will provide a background for how the architecture 
is assessed. The document will describe how the user needs is covered by different aspects of the 
architecture. It will start with the logical, process, and deployment view in chapter 3. 
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2. Background and overview 
The VN system is made to be independent of the ETICS2 infrastructure so that other projects can be able to 
utilize it in their own infrastructures, inside and outside of CERN. The VN system is performing a common 
task for projects that wants to scale their computing resources on demand. There is also a matter of the 
future requirements of ETICS2 since it needs to be able to operate in other computing networks than the 
LHC Computing Grid. Therefore the VN project must balance the need for generic use against the need for 
easy administration. The VN system accesses these requirements by operating independent of hypervisor 
technologies, using XML configurations, platform independence and VM communication by using sockets.  

The “Install service” use case is only partially complete. The utility classes are completed.  

2.1 Use-case UML-diagram 
The ”Schedule build” use case shown in figure 1 is the main objective of this project. The diagram is 
simple and describes the one user goal needed to be satisfied. As written in the requirement specification 
document; the “Match existing platform” case is not accessed by the VN project, but is an alternative to 
bootstrap a VM. 

 
Figure 1 – User schedules a build, the driving use case for the VN project architecture 

 

The user simply wants the results of the job, weather it is run a VM or natively on a worker node. Any of 
the two alternatives must be transparent, so that a user can be confident that the build is run regardless of 
the status of the ETICS build servers and the availability of build platforms. 

The second use case regards the preparation of VM images. The ETICS administrator must be able to 
install the VN client efficiently. The installation may be automated and should not require any user input. 
This use case must print the outcome of the installation and report any failures and error codes to the log. 
The use case diagram is shown in figure 2. 
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Figure 2 - Installing the VN client on a virtual machine image. 
 

2.2 Non-functional requirements 
The only non-functional requirement stated in the requirement specification document is that the VN 
application must be robust. Upon deployment the worker node requirements must be verified and accepted 
if and only if they are found adequate. 

It must be expected that the bootstrapping process can fail in any step. The effort to prevent interruptions 
includes an extensive exception handling of the entire process. Nevertheless, the process must still fail 
unexpectedly. In order to counter this problem the VN application must provide precise error codes and 
possible causes. Especially since the developer of the VN application might not be available to diagnose the 
problem. 

2.3 Dependencies 
The VN system requires a worker node with: 

• A hypervisor able to accept commands issued to the command line interface. 

• A hypervisor able to utilize a virtualized or physical serial port. 

• Java runtime environment version 1.5 or higher installed on the worker node. 

• Java software developer kit installed on the VM images. 

These requirements are expected to be fulfilled on any worker node on the LCG. 
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3. |Architectural description 
The VN system is a small project and has a simple architecture.  

3.1 Logical perspective 
The class diagrams have been split on two parts. The first diagram shows the classes who have a relation 
during the hypervisor detection and configuration matching sequence. The latter shows the classes who 
have a relation during the bootstrapping of a VM. The VirtualMachineHost class is the controller class and 
is therefore represented in both diagrams. 

The first part of the VN host class diagram is shown in figure 3 on the next page. 

Inheritance: 

In the VN host application the VM lifecycle will go trough five phases, a detection, download, conversion, 
launch and a stop phase. In order to handle these phases efficiently they have been made to extend the 
Phase class. This has several advantages. It allows storing the objects in a common data structure and eases 
the retrieval of a specific phase when needed. The common objective of a phase is to execute a command 
on the worker node. Since the super class have the methods for this, it is available to the subclasses. By 
organizing the classes in this hierarchy it require less code and is easier to understand. 

Sorting: 

A VM configuration is selected by gathering all potential platforms that can be used on the detected 
hypervisor. The platforms must then be sorted by finding the most specific hypervisor – platform 
combination. The Java API provides stable sorting algorithms in the Collections data structure. Having a 
stable sorting is important for the reproducibility. The sorting must always arrive at the same result when 
provided with the same configuration file. Using the Java API is also preferred since it would require a lot 
of time and effort to write a self composed algorithm.  

So by implementing the Comparable interface and writing the compareTo methods of the implementing 
classes, Java can sort it out. 

Singleton: 

Notice that some of the classes have a reflexive association. These associations are the Singleton pattern 
getInstance method which returns a static instance of the object when invoked. It is important that this 
instance is released after use - since it is the only instance. Particularly when using threads that can lock the 
instance and prevent other objects to access it.  

The Singleton pattern was used to get restricted and global access to the instances. Considering that the VN 
host and client applications perform execution in a sequential order it was preferable that an instance was 
locked during execution. Global access was another compelling property of the Singleton pattern since it 
allows access to classes that is not intended to create and hold an instance of the object. The FileTailer is 
such a class. When the FileTailer class detects the VN client IP-address in the console.log boot process it 
needs to initiate the communication. It is not preferred that the FileTailer creates and holds the 
ConnectionHandler instance. Instead it can get the instance through the Singleton pattern, invoke the 
method and release the instance.  

The pattern has another interesting property of improving the performance, at no cost. The creation and 
disposal of instances causes an overhead to the performance. Although performance was not emphasized in 
this project, it will give the advantage of not needing to create new instances when an object is needed.  
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This section handles the second part of the class diagram, figure 4 found on the next page. 

Configuration: 

When reviewing the alternatives for handling the hypervisor – platform configurations several alternatives 
was considered.  

The first alternative was to write an abstract hypervisor class which the ETICS developers could extend to 
add support for new hypervisors. There would also be a classloader capable of loading classes placed in a 
plugin folder, making it more flexible. However, this was not very easily maintainable and forces the 
ETICS developers to learn the inner workings of the VN host application. 

The advantages of using XML were compelling. It would enable the administrator to add / remove 
hypervisor – platform configurations without involving the ETICS developers. It can also be generated 
from a web service.  

ETICS is a web service, so it would allow implementing an interface in which generates a configuration 
file based on the user request at a later point in time. 

Communication: 

Some hypervisors have an implementation specific way of transferring files and issuing commands to the 
VM’s it monitors, some do not. It is the core issue that the VN system is set to solve. By implementing 
socket communication it can be solved independent of hypervisors and VM operating systems. There is an 
issue of firewalls blocking the ephemeral ports described in the design specification document. This applies 
to the firewalls which enforce a strict security policy and must be addressed by the administrator manually. 

The socket implementation enables the VN system to transfer messages and files efficiently and provide an 
extendible communication protocol.  

The class diagram in figure 4 shows that the Message class implements the Serializable interface. This was 
necessary in order to transfer the files over the network. The Message object encapsulates the information 
sent, including files. 

Encryption: 

The VN project is awaiting the decision on how to handle passwords for bootstrapping VMware VM’s 
through the password protected command line interface. One approach is to make an encrypted password 
file available only to the VN host user. Currently the VN host supports 128-bit AES encryption for reading 
this file. This is a security issue that must be addressed when the choice of hypervisor is made. 

Console tailing: 

The VN host must listen to the console.log file to get the VN client IP-address. By writing a Java 
implementation of the UNIX tail command the VN host is able to read this. 

Conversion: 

The VN host is archived in a jar-file. It also contains the Qemu virtual machine image conversion tool.  

Logging:  

The VN system uses log4j for console and file logging. This was preferred since it is the same logger used 
by the ETICS project. 

Multiple instances: 

The architectural assessment for running multiple VN hosts is covered in the deployment perspective of 
section 3.3.
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The following section is part of the VN client. 

Compression: 

The resulting files of a job processed on the VM must be compressed in a .tar.gz format. This file is 
collected by the job submission server when the VN host exits. By implementing this compression on the 
VN client it enables the results to be transferred in a single file. This prevents the performance overhead of 
sending multiple files. There was no support for creating .tar.gz archives in Java and no good free external 
alternatives were available. So the source code for input / output stream classes for tar and gz compression 
was collected from the Apache foundation and implemented. As long as the sources reflect the Apache 2.0 
license, it is allowed, and it does. 

Execution:  

The VN client uses its own thread when running the execution of the build. This is shown in figure 5 on the 
following page by letting the CommandExecutor extend the Runnable interface. 

Communication: 

The VN client has a similar implementation if the socket connection handling as covered in the VN host 
application. The VN client connection is however reversed. It will be awaiting an incoming connection and 
reply accordingly.
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The utility classes of the VN client is shown in figure 6. 

Console output: 

An important part of the VN system is to be able to follow the boot process of the VM. In order to redirect 
the console to the serial port the bootloader configuration must be edited. This applies to both UNIX and 
NT based operating systems. Currently only the Grub bootloader is supported.  

Inheritance: 

The Bootloader class is a super class of the implementation specific bootloaders; Grub, Lilo and NTLoader. 
Only Grub is tested so far. 

The OperatingSystem class represents the operating system detected. Specific operating systems, for 
example Ubuntu 8.10 might require a special installation routine. It is therefore preferred to handle it 
separately and override the necessary methods.
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3.2 Process perspective 
Threads introduce higher complexity and should be avoided if possible. However, having a socket listening 
for incoming connections required its own thread.  

The threads of the VN client for running a listening socket and job execution is not completed. The 
following section addresses the VN host threading. 

The diagram in figure 5 shows how the VM is launched. The FileTailer immediately starts listening to the 
console output from the VM. When the VM starts the VN client it will output the IP-address registered to 
the VM. This will trigger the FileTailer to start the communication on the IP-address by invoking the 
startCommunication method of the ConnectionHandler. The ConnectionHandler will create a new 
clientConnection instance and then start it in a new thread. 

 

Figure 5 – The Connectionhandler instantiates a ClientConnection and starts it in a new thread 
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The classes and methods involved in creating a new thread described in the system sequence diagram 
shown in figure 6. 

 

Figure 6 – The ConnectionHandler class instantiates a ClientConnection and starts it in a new thread  
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3.3 Deployment perspective 
VN is a distributed system. Although the VM is deployed on the physical node, they are logically separated 
by the guest isolation principle. This principle is enforced in order to increase security, independence and 
stability of the operating systems contained on a worker node.  

Figure 7 shows how the VN system is deployed on a worker node. Upon execution it will download a VM 
image from the repository specified. The VM is instantiated and its console output is sent over the serial 
connection and written to the console.log file. The job is contained in the task.sh file which is sent to the 
VM and run. Results of the build is compressed into the results.tar.gz file and sent to the VN host. 

 

Figure 7 – An instance of the VN system deployed on a worker node 
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Multiple VN: 

The job submission server allows a job to run for 24 hours before it is terminated. Making each instance of 
the VN host independent from other instances allows for running multiple instances at one worker node. 
Each VN host application is therefore given a new timeout period of 24 hours.  

This was specified as a requirement for the VN system and was a question of how the architecture was 
designed. The VN host is able to detect the number of other VN host instances on a worker node when 
using sockets. Since each VN host application and task.sh file is executed in a separate directory it allows 
for running multiple VN on a single worker node. The configuration file specifies the total number of 
instances allowed on a worker node.  

Figure 8 shows how multiple VN hosts is deployed on a single worker node. The Java runtime environment 
and virtual image repository has been removed in order to simplify the diagram. 

Figure 8 – Deploying multiple VN hosts on a single worker node. 
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3.4 Implementation perspective 
Not completed 

3.5 Other perspectives 
None 

4. Additional information 
None 

 


