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Abstract : Given the distributed nature of the grid and the way CPU resources are pledged and shared around the 
globe, Virtual Organizations are facing the challenge to monitor the use of these resources. For CMS and the 
operation of centralized workflows the monitoring of how many production jobs are running and pending in the 
Glidein WMS production pools is very important. The Dashboard SSB (Site Status Board) provides a very flexible 
framework to collect, aggregate and visualize data. The CMS production monitoring team uses the SSB to define the 
metrics that have to be monitored and the alarms that have to be set. During the integration of the CMS production 
monitoring into the SSB, several enhancements to the core functionality of the SSB were implemented; all in a 
generic way, so that other VOs using the SSB can use them as well. Alongside these enhancements, there were a few 
changes to the core of the SSB framework from which the CMS production team was able to benefit. We will present 
the details of the implementation and the advantages for current and future usage of the new features in the VO 
agnostics Dashboard. 
 

1. Towards  a centralized Grid Speedometer – motivation 
 

Leave this part for CMS production team – need of a central place for monitoring … 
 
2. Introduction to Site Status Board 
 
 In SSB metric is defined as measurement of site performance or result of a functional test. Site Status 
Board, built within Dashboard Experiment [1] framework, is a highly customizable and easy to configure 
monitoring tool that is a container for metrics and can provide their visualization (both current overview and 
evaluation of historical data). Metrics are defined by the Virtual Organizations depending on what they 
want to measure. Logically related metrics are aggregated into views so that VOs can get a quick 
overview of the health of the distributed infrastructure. VOs can combine different metrics into as 
many views as needed. 
 

 
Figure 1 Data flow of SSB 
 
 

 



Different VOs decide what data they want to monitor and publish it on the web in text format. 
The text collector which is part of the SSB framework gets the data from a known URL (where data is 
published for a specific metric) and stores it in an Oracle database. As depicted in figure 1, stored data 
can be retrieved in various formats from the SSB web server. The end user can view data in HTML 
pages with high quality historical plots as well as retrieve data via APIs. SSB provides data in HTML, 
JSON and XML format. 

The SSB framework has some common collectors such as Downtimes collector that collects 
downtime information for sites, SAM tests [2] collector that collects results from SAM tests, and 
Virtual collector that offers basic metrics combination via the logical AND operator. VO experts can 
also retrieve metrics’ data via API and use any other algorithm to combine metrics’ data into a single 
metric which is fed back into SSB.  
 
 
3. Recent changes in SSB 
 
 Recently a few enhancements to SSB were made from which CMS production team already benefits. 
 
3.1 Metric data modification 
 
 Sometimes data providers publish inaccurate data (i.e. downtime not taken into account when 
calculating Site Readiness metric). The need of modifying metric data is seen, so that plots and reports made 
based on SSB data are precise. As depicted in figure 2, SSB team has introduced the ability to modify metric 
data (historical and current) from the user interface. Only users with special privileges can do it for metrics that 
allow data modifications. Fields that can be modified include status, value, color, URL and time interval. This 
feature was adopted in CMS production view for keeping track of number of production pledges and overall 
slots at sites. Those were kept in text files before, but having them stored, modified and displayed in a central 
place like SSB is a better solution. 
 

  
 
Figure 2 Modify SSB metric data 
 
 
3.2 Client side caching of data for plots 
 
 SSB used to query data from the database every time a user asks for a plot. An improvement in this 
area was implemented to better the user experience and lighten database load. Now SSB caches on the client 
data from the last database call and if data for the next search can be retrieved from the cached data, a database 
call is avoided. Data can be taken from the cache if new search filters are more specific than the ones applied 
when data was cached (i.e. data for all sites is cached and data for T0/T1 sites is asked or data for last week is 
cached and data for last 48 hours is asked). If new search filters are more general then data is retrieved from the 
database and client cache is updated with the more general data. This improvement was applied for most of the 
historical plots and all metrics (including the ones from CMS production view) benefit from it.  
 
 



 There are also few SSB enhancements from which CMS production team can profit. 
 
3.3 Compression of collected data 
 
 As the number of monitored by SSB metrics grows, the collected data gets bigger and queries for 
retrieving data become slower. SSB developers are facing the challenge how to store data effectively and how to 
retrieve it quickly. Instead of keeping raw data, SSB stores only status changes. This is appropriate for status 
metrics where transition from one status to another is not very often, but inappropriate in the cases of numeric 
metrics (i.e. number of running jobs) where numbers are changing every few minutes. For those cases there are 
compression algorithms implemented in SSB. Privileged users can configure data for which metric can be 
compressed, which data (i.e. older than x days) to be compressed and what compression algorithm to be used 
(i.e. daily average). Like this data for some metrics can be compressed with factor of 240 (replacing 10 min 
intervals with one daily averaged interval) and retrieval and plotting of historical data can be much faster. 
Number of running and pending jobs in production view are perfect candidates to gain from the compression 
algorithms. 
 

  
 
Figure 3 Retrieval and plotting of compressed data is faster 
 
 
3.4 Alarms 
 
 As a modern monitoring tool, SSB has seen the need of notifying users and developers for (un)usual 
circumstances. 
 
3.4.1 Alarms to site responsible people on status change  
  
 Authorized SSB users can register to receive alarms when a site changes color/status in a particular 
view. Color in a view is defined as ‘worst color from the colors of the critical metrics in a view’. As a view may 
consist of a single metric, this mechanism can be used also for notifications when site changes color/status in a 
single metric. There is no need site computing operators to refresh a web interface periodically to see if a site is 
working properly, while SSB can do this automatically and send an email with detailed description which site 
has changed color (from which color to which color) in which view, which metric caused the change of color, 
when the change occurred and a link to SSB site history plot for the specified site and view. Over 25 site 
administrators are using this feature in CMS and production view users can benefit from it as well concerning 
alarm metrics there. 
 
3.4.2 Alarms to metric providers when there is a problem with source of collected data 
  
 Integrity of collected data is very important in WLCG world. In SSB it happened that user communities 
had problems with data publishers. Those problems were not spotted on time and data was lost for long periods. 
That is why SSB developers recently implemented mechanism to notify developers and metric providers if 
source of a metric is not available or not updated. The alarms are sent as soon as problem with a source of a 



metric is spotted and it also contains a reminder list of all metrics whose sources are currently not being 
updated. Another alarm is sent when a source of a metric is back being updated. Those alarms are largely used 
by ATLAS, but can be enabled for CMS as well. 
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