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Abstract ID : 11

Data Preservation at the Fermilab Tevatron

Abstract
The Fermilab Tevatron collider’s data-taking run ended in September 2011, yielding a dataset
with rich scientific potential. The CDF and D0 experiments each have nearly 9 PB of collider
and simulated data stored on tape. A large computing infrastructure consisting of tape
storage, disk cache, and distributed grid computing for physics analysis with the Tevatron
data is present at Fermilab.
The Fermilab Run II data preservation project intends to keep this analysis capability
sustained through the year 2020 or beyond. To achieve this, we are implementing a
system that utilizes virtualization, automated validation, and migration to new standards in
both software and data storage technology as well as leveraging resources available from
currently-running experiments at Fermilab. These efforts will provide useful lessons in
ensuring long-term data access for numerous experiments throughout high-energy physics,
and provide a roadmap for high-quality scientific output for years to come. We will present
the status, benefits, and challenges of data preservation efforts within the CDF and D0
collaborations at Fermilab.
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Abstract ID : 13

Progress in Multi-Disciplinary Data Life Cycle
Management

Abstract
Modern science is most often driven by data. Improvements in state-of-the-art technologies
and methods in many scientific disciplines lead not only to increasing data rates, but also to
the need to improve or even completely overhaul their data life cycle management.
Communities usually face two kinds of challenges: generic ones like federated authorization
and authentication infrastructures and data preservation, and ones that are specific to their
community and their respective data life cycle. In practice, the specific requirements often
hinder the use of generic tools and methods.
The German Helmholtz Association project “Large-Scale Data Management and Analysis”
(LSDMA) addresses both challenges: its five Data Life Cycle Labs (DLCLs) closely collaborate
with communities in joint research and development to optimize the communities’ data life
cycle management, while its Data Services Integration Team (DSIT) provides generic data
tools and services.
We present most recent developments and results from the DLCLs covering communities
ranging from heavy ion physics and photon science to high-throughput microscopy, and from
DSIT.
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test

Abstract
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HistFitter: a flexible framework for statistical data
analysis

Abstract
We present a software framework for statistical data analysis, called HistFitter, that has been
used extensively in the ATLAS Collaboration to analyze data of proton-proton collisions
produced by the Large Hadron Collider at CERN. Most notably, HistFitter has become a
de-facto standard in searches for supersymmetric particles since 2012, with some usage for
Exotic and Higgs boson physics. HistFitter coherently combines several statistics tools in
a programmable and flexible framework that is capable of bookkeeping hundreds of data
models under study using thousands of generated input histograms. The key innovations
of HistFitter are to weave the concepts of control, validation and signal regions into its
very fabric, and to treat them with rigorous methods, while providing multiple tools to
visualize and interpret the results through a simple configuration interface, as will become
clear throughout this presentation.
HistFitter interfaces with the statistics tools HistFactory and RooStats to construct para-
metric models and to perform statistical tests of the data, and extends these tools in four
key areas:

1. Programmable framework: HistFitter puts tools from several sources together in a
coherent and programmable framework, capable of performing a complete statistical
analysis of pre-formatted input data samples.

2. Bookkeeping: HistFitter can perform statistical tests and scan over parameter values
of hundreds of signal hypotheses in an organized way from a single user-defined
configuration file.

3. Analysis strategy: HistFitter uses built-in the concepts of control, signal and validation
regions which are used to constrain, extrapolate and validate data-model predictions
across analysis regions. HistFitter also introduces a rigorous treatment of validation
regions that is new in high-energy physics.

4. Presentation and interpretation: The HistFitter framework keeps track of data models
before and after fits to the data, and includes a collection of methods to determine
the statistical significance of all tested hypotheses and to produce tables and plots
expressing these results with publication-quality style.
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Abstract ID : 36

A Validation System for the Complex Event
Processing Directives of the ATLAS Shifter

Assistant Tool

Abstract

Complex Event Processing (CEP) is a methodology that combines data from different
sources in order to identify events or patterns that need particular attention. It has gained
a lot of momentum in the computing world in the past few years and is used in ATLAS
to continuously monitor the behaviour of the data acquisition system, to trigger corrective
actions and to guide the experiment’s operators. This technology is very powerful, if experts
regularly insert and update their knowledge about the system’s behaviour into the CEP
engine. Nevertheless, writing or modifying CEP directives is not trivial since the used
programming paradigm is quite different with respect to what developers are normally
familiar with. In order to help experts verify that the directives work as expected, we have
thus developed a complete testing and validation environment. This system consists of three
main parts: the first is the persistent storage of all relevant data streams that are produced
during data taking, the second is a playback tool that allows to re-inject data of specific
data taking sessions from the past into the CEP engine and the third is a reporting tool
that shows the output that the directives loaded into the engine would have produced in the
live system. In this paper we describe the design, implementation and performance of this
validation system, highlight its strengths and short-comings and indicate how such a system
could be re-used in similar projects.
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Real-time flavour tagging selection in ATLAS

Abstract

In high-energy physics experiments, online selection is crucial to identify the few interesting
collisions from the large data volume processed. In the overall ATLAS trigger strategy, b-jet
triggers are designed to identify heavy-flavor content in real-time and, in particular, provide
the only option to efficiently record events with fully hadronic final states containing b-jets.
In doing so, two different, but related, challenges are faced. The physics goal is to optimise
as far as possible the rejection of light jets from QCD processes, while retaining a high
efficiency on selecting jets from beauty, while maintaining affordable trigger rates without
raising jet energy thresholds. This maps into a challenging computing task, as charged tracks
and their corresponding vertexes must be reconstructed and analysed for each jet above the
desired threshold, regardless of the increasingly harsh pile-up conditions. The performance
of b-jet triggers during the LHC Run 1 data-taking campaigns is presented, together with
an overview of the new online b-tagging strategy and algorithms, designed to face the above
mentioned challenges, which will be adopted during Run 2.
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Performance of the ATLAS Muon Trigger in Run I
and Upgrades for Run II

Abstract
The ATLAS experiment at the Large Hadron Collider (LHC) has taken data at a centre-of-
mass energy between 900 GeV and 8 TeV during Run I (2009-2013). The LHC delivered
an integrated luminosity of about 20 fb−1 in 2012, which required dedicated strategies to
guard the highest possible physics output while reducing effectively the event rate. The
Muon High Level Trigger has successfully adapted to the changing environment of a low
luminosity in 2010 to the luminosities encountered in 2012. The selection strategy has been
optimized for the various physics analyses involving muons in the final state. We will present
the excellent performance achieved during Run I.
In preparation for the next data taking period (Run II) several hardware and software
upgrades to the ATLAS Muon Trigger have been performed to deal with the increased
trigger rate expected at higher center of mass energy and increased instantaneous luminosity.
We will highlight the development of novel algorithms that have been developed to maintain
a highly efficient event selection while reducing the processing time by a factor of three. In
addition, the two stages of the high level trigger that was deployed in Run I will be merged
for Run II. We will discuss novel approaches that are being developed to further improve
the trigger algorithms for Run II and beyond.

Primary author(s) : GARELLI, Nicoletta (SLAC National Accelerator Laboratory (US))
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ALDIRAC, a commercial extension to DIRAC

Abstract
We provide a report on ALDIRAC, the first DIRAC extension for a commercial application.
DIRAC is a complete distributed computing solution, initially implemented for the LHCb
experiment but now used by a wider community. The ALDIRAC extension is designed for
the Alpes Lasers SA company in Neuchatel, Switzerland, to perform the simulation of the
properties of Quantum Cascade Lasers on a Cloud system, namely Amazon EC2.
In this report, we will demonstrate that DIRAC is well suited to be used as a commercial
solution. We will put an emphasis on the software developments required to use it in such
a context. In particular, the resources used will be detailed. Moreover, as the Intellectual
Property is an essential aspect of the business, a special treatment of the simulation software
installation was implemented. Additional developments were necessary: due to the limited
in-house computing resources, in particular network bandwidth, a system was designed to
automatically deploy a complete DIRAC server on Amazon EC2 based on external signals.
The machines provided by Amazon EC2 give the ability to quickly scale up and down the
capabilities of the service. We will show the challenges faced and the solutions provided to
allow agility with controlled costs. Finally the chosen data model will be presented: it is
based on a postgresql database, where the every simulation result is stored individually. A
set of meta data is used to select interesting simulation results.

Primary author(s) : Dr. POSS, Stephane Guillaume (Alpes Lasers SA)

Co-author(s) : GRACIANI DIAZ, Ricardo (University of Barcelona (ES)); Dr. TSARE-
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Big Data Analytics as a Service Infrastructure:
Challenges, Desired Properties and Solutions

Abstract

CERN’s accelerator complex is an extreme data generator, every second an important amount
of comprehensively heterogeneous data coming from control equipment and monitoring
agents is persisted and needs to be analysed. Over the decades, CERN’s researching and
engineering teams have applied different approaches, techniques and technologies. This
situation has minimized the necessary collaboration and more relevantly the cross data
analytics over different domains. These two factors are essential to unlock hidden insights
and correlations between the underlying processes, which enable better and more efficient
daily-based accelerators operations and more informed decisions. The proposed Big Data
Analytics as a Service Infrastructure aims to: (1) Integrate the existing developments. (2)
Centralize and standardize the complex data analytics needs for the wide CERN research
and engineering community. (3) Deliver real time and batch data analytics capabilities and
(4) provide transparent access and extraction-transformation-load, ETL, mechanisms to
the different and critical-mission existing data repositories. This paper reflects the desired
properties resulting from the analysis on CERN’s data analytics requirements; the main
challenges: technological, collaborative and educational; and finally potential solutions and
lessons learned.
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Data Science for Improving CERN’s Accelerator
Complex Control Systems

Abstract

Data science is about unlocking valuable insights and obtaining deep knowledge out of
the data. Its application enables more efficient daily-based operations and more intelligent
decision-making processes. CERN has been very successful on developing custom data-
driven control and monitoring systems. Several millions of control devices: sensors, front-end
equipment, etc., make up these critical-mission services and have lead to a significant
investment in terms of data persistency. Exploiting CERN’s historical investment on data
and evolve the controls and monitoring infrastructures to intelligent, predictive and proactive
control and monitoring systems has become an essential task to overcome some the most
important challenges to be faced in the coming years. CERN’s Engineering, Beams and
Information Technology departments have documented this fact. This paper describes
how applied data science: classification, clustering, time series forecasting and information
discovery techniques, allows us to improve the efficiency of CERN’s control and monitoring
systems by performing efficient and intelligent predictive maintenance on control equipment,
detecting potential anomalies and spotting hidden root causes. Future developments and
applications are also discussed.
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Parallelization and Computational Steering of the
Electron Avalanche Simulations

Abstract

Traditionally, the workflow of the simulation of the electron avalanches in a particle detector
is to prepare input, execute the simulation, and then visualize the results as a post-processing
step. Usually, these simulations are long running and computationally intensive. It is not
unusual for a simulation to keep running for several days or even weeks. If the experiment
leads to the conclusion that there is incorrect logic in the application, or input parameters
were wrong, then simulation has to be restarted with correct parameters. Furthermore, these
simulations are commonly run on the high performance supercomputer which is typically a
shared resource among several other researchers. The supercomputer maintains a queue of
researchers programs and executes them as time and priorities permit. If the simulation
produces incorrect results and there is a need to restart it with different parameters, it may
not be possible to restart it immediately. The simulation jobs have to wait in the queue until
they are given a chance to execute again. It prolongs the scientific discovery process and
hence reduces the researchers’ productivity. In this presentation, we will describe the work
done to address these problems with the help of parallelization and computational steering
of the simulations. With the computational steering, the progress of the simulations can be
monitored whenever the user wishes while it is running. In addition, the simulation can be
restarted immediately on the fly with different parameters without requiring to resubmit
the job on the supercomputer.

Primary author(s) : Mr. ALI, Sheharyar (Texas A&M University at Qatar)
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Energy Reconstruction using Artificial Neural
Networks and different analytic methods in a Highly

Granularity Semi-Digital Hadronic Calorimeter.

Abstract
The Semi-Digital Hadronic CALorimeter(SDHCAL) using Glass Resistive Plate Chambers
(GRPCs) is one of the two hadronic calorimeter options proposed by the ILD (International
Large Detector) project for the future (ILC) International Linear Collider experiments.
It is a sampling calorimeter with 48 layers. Each layer has a size of 1 m2 and finely segmented
into cells of 1 cm2 ensuring a high granularity which is required for the application of the
Particle Flow Algorithm (PFA) in order to improve the jet energy resolution which is the
corner stone of ILC experiments.
The electronic of SDHCAL provide 2-bit readout. It is equiped with power pulisng mode
reducing the power consumption and thus heating related problems.
The performance of the SDHCAL technological prototype was tested successfully in beam
tests at CERN during 2012. The next beam test will take place at CERN in December 2014
with new improvements in hardware developments. Results of this test beam will be shown.
One of the main points to be discussed concerns the energy reconstruction in SDHCAL.
Based on Monte Carlo Simulation of the SDHCAL prototype with Geant4, we will show
different analytic energy reconstruction methods. We will present the single particle energy
resolution and the linearity of the detecor response to hadrons obtained with these methods.
In particular, we will highlight a new approch based on the Artificial Neural Networks used
in the energy reconstruction and giving promising results compared to the classical analytic
methods. Results will be presented for both simulation and real data in the aim to compare
them. In the same context, we will discuss the application of The Artifical Neural Network
to purify the beam test data from contamination. Results of particle separation obtained
with the Artificial Neural Network will be shown and compared to classical event selection
methods.

Primary author(s) : MANNAI, Sameh (Universite Catholique de Louvain (UCL) (BE))

Co-author(s) : LAKTINEH, Imad (Universite Claude Bernard-Lyon I (FR)); CORTINA
GIL, Eduardo (Universite catholique de Louvain)

Presenter(s) : MANNAI, Sameh (Universite Catholique de Louvain (UCL) (BE))

Track Classification : A03 Simulation; A04 Reconstruction; A05 Data analysis
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by MANNAI, Sameh on Tuesday 14 October 2014

December 6, 2014 Page 12



21st Internatio� . . . / Report of Abstracts Accelerating Scientific Analysis . . .

Abstract ID : 95

Accelerating Scientific Analysis with SciDB

Abstract

SciDB is an open-source analytical database for scalable complex analytics on very large
array or multi-structured data from a variety of sources, programmable from Python and
R. It runs on HPC, commodity hardware grids, or in a cloud and can manage and analyze
terabytes of array-structured data and do complex analytics in-database. We present an
overall description of the SciDB framework and describe its implementation at NERSC at
Lawrence Berkeley National Laboratory. A case study using SciDB to analyze data from
the LUX dark matter detector is described. LUX is a 370 kg liquid xenon time-projection
chamber built to directly detect galactic dark matter in an underground laboratory 1 mile
under the Black Hills in South Dakota, USA. In the 2013 initial data run, LUX collected
86 million events and wrote 32 TB of data of which only 160 events are retained for final
analysis. The data rate for the new dark matter run starting in 2014 is expected to exceed
250 TB / year. We describe how SciDB is used to dramatically streamline the data collection
and analysis, and discuss future plans for a large parallel SciDB array at NERSC.
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Background elimination using the SNIP method for
Bragg reflections from a protein crystal measured by
a time-of-flight single-crystal neutron diffractometer

Abstract

In neutron protein crystallography, it should be also emphasized that the weak Bragg
reflections due to the large unit cells may be buried beneath the strong background caused
by the incoherent scattering of hydrogen atoms. Therefore, the background estimation from
the source is more reliable to improve the accuracy of Bragg integral intensity. We propose
the adoption of Statistics-sensitive Nonlinear Iterative Peak-clipping (SNIP) algorithm for
background estimation 1, which can eliminate the background from the source spectrum as
well as statistically enhance low peaks. In addition, it was recently reported that the Landau
and Vavilov distributions, which are used to describe the energy loss of charged particles
traversing a thin absorber were found to be in excellent agreement with the observed TOF
profile [2]. I show that it may be beneficial to establish a profile-fitting method with the
combined use of the Landau/Vavilov functions to faithfully reproduce the TOF peak shape
and a SNIP background evaluation algorithm to eliminate statistical fluctuations. 1 Ryan
CG et al (1988) Nucl. Instr. Meth. Phys. Res. Sect. B 34:396-402 [2] Tomoyori K et al
(2013) Nucl. Instr. Meth. Phys. Res. Sect. A 723:128-135
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SModelS: a framework to confront theories beyond
the standard model with experimental data

Abstract

We present a general procedure to decompose Beyond the Standard Model (BSM) collider
signatures into Simplified Model Spectrum (SMS) topologies. Our method provides a way to
cast BSM predictions for the LHC in a model independent framework, which can be directly
confronted with the relevant experimental constraints. Our python implementation currently
focusses on supersymmetry searches with missing energy, for which a large variety of SMS
results from ATLAS and CMS are available. We have collected these results into a database,
enabling us to quickly confront any BSM theory with about 200 simplified models results.
Originating in the LHC world we wish to extend beyond hadron colliders, exploiting also
the information about BSM physics contained in precision measurements, or dark matter
searches. As show-case examples we will discuss application of our procedure to one specific
supersymmetric model, show how the limits constrain the model, and point out regions in
parameter space still unchallenged by the current SMS results. Given experimental hints at
new physics, it is our ultimate goal to build the next standard model in a bottom-up fashion
from the experimental SMS results from several experiments.
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RNI, Suchita (Austrian Academy of Sciences (AT)); KRAML, Sabine (Centre National de la
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The Bayesian analysis toolkit: version 1.0 and
beyond

Abstract

The Bayesian analysis toolkit (BAT) is a C++ package centered around Markov-chain
Monte Carlo sampling. It is used in analyses of various particle-physics experiments such as
ATLAS and Gerda. The software has matured over the last few years to a version 1.0. We
will summarize the lessons learned and report on the current developments of a complete
redesign targeting multicore and multiprocessor architectures and supporting many more
sampling algorithms both built-in and user-supplied.

Primary author(s) : Dr. BEAUJEAN, Frederik (LMU Munich)
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CMS Experience with a World-Wide Data
Federation

Abstract

Over the past three years, the CMS Collaboration has developed the “Any Data, Anytime,
Anywhere” technology to make use of a global data federation that is based on the XrootD
protocol. The federation is now deployed across virtually all Tier-1 and Tier-2 sites in the
CMS distributed computing system. This data federation gives workflows greater flexibility
for location of execution, which has benefits at all scales of operation, from individual users
accessing specific collision event records to organized production processing. In preparation
for the coming LHC data run, CMS has been testing a number of applications of the data
federation at increasingly large scales. In this presentation, we will discuss the applications
in use and the results of the tests.
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PROOF Analysis Framework (PAF)

Abstract

The PROOF Analysis Framework (PAF) has been designed to improve the ability of the
physicist to develop software for the final stages of an analysis where typically simple ROOT
Trees are used and where the amount of data used is in the order of several terabytes. It
hides the technicalities of dealing with PROOF leaving the scientist to concentrate on the
analysis. PAF is capable of using available non specific resources on, for example, local batch
systems, remote grid sites or clouds through the integration of other toolkit like PROOF
Cluster or PoD. While it has been successfully used on LHC Run-1 data for some key
analysis, including the H->WW dilepton channel, the higher instantaneous and integrated
luminosity together with the increase of the center-of-mass energy foreseen for the LHC
Run-2, which will increment the total size of the samples by a factor 6 to 20, will demand
PAF to improve its scalability and to reduce the latencies as much as possible. In this paper
we address the possible problems of processing such big data volumes with PAF and the
solutions implemented to overcome them. We will also show the improvements in order to
make PAF more modular and accessible to other communities.
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The Library Event Matching classifier for νe events
in NOvA

Abstract

In this paper we present the Library Event Matching (LEM) classification technique for
particle identification. The LEM technique was developed for the NOvA electron neutrino
appearance analysis as an alternative but complimentary approach to standard multivariate
methods. Traditional multivariate PIDs are based on high-level reconstructed quantities
which can obscure or discard important low-level detail in high granularity detectors. LEM,
by contrast, uses the full hit by hit information of the event, comparing the hit charges
and positions of each physics event to a large “template” library of simulated signal and
background events. This is a powerful classification technique for the finely segmented
NOvA detectors, but poses computational challenges due to the large Monte Carlo template
libraries required for to reach the optimal physics sensitivity. We will present both the LEM
classification technique as well as its technical implementation for the NOvA experiment
exploiting memory mapping techniques on high memory Linux platforms.
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Distributed analysis in ATLAS

Abstract

The ATLAS experiment accumulated more than 140 PB of data during the first run of
the Large Hadron Collider (LHC) at CERN. The analysis of such an amount of data for
the distributed physics community is a challenging task. The Distributed Analysis (DA)
system of the ATLAS experiment is an established and stable component of the ATLAS
distributed computing operations. About half a million user jobs are daily running on DA
resources, submitted by more than 1500 ATLAS physicists. The reliability of the DA system
during the first run of the LHC and the following shutdown period has been high thanks to
the continuous automatic validation of the distributed analysis sites and the user support
provided by a dedicated team of expert shifters. During the LHC shutdown, the ATLAS
computing model has undergone several changes to improve the analysis workflows, including
the re-design of the production system, a new analysis data format and event model, and
the development of common reduction and analysis frameworks. We report on the impact
such changes have on the DA infrastructure, describe the new DA components, and include
first measurements of DA performances in the first months of the second LHC run, starting
early 2015.

Primary author(s) : DEWHURST, Alastair (STFC - Rutherford Appleton Lab. (GB))

Co-author(s) : LEGGER, Federica (Ludwig-Maximilians-Univ. Muenchen (DE))

Presenter(s) : LEGGER, Federica (Ludwig-Maximilians-Univ. Muenchen (DE))

Track Classification : A05 Data analysis; A07 Experiment frameworks for WAN distributed
computing; A11 Computing models
Contribution Type : oral presentation

Comments:
On behalf of the ATLAS Collaboration
Speaker tbc

Track Status: SUBMITTED

Submitted by OULD-SAADA, Farid on Friday 17 October 2014

December 6, 2014 Page 20



21st Internatio� . . . / Report of Abstracts Status and future evolution of . . .

Abstract ID : 148

Status and future evolution of the ATLAS offline
software

Abstract

The talk will give a summary of the broad spectrum of software upgrade projects to prepare
ATLAS for the challenges of the soon coming LHC Run-2. Those projects include the
reduction of the CPU required for reconstruction by a factor 3 compared to 2012, which
was required to meet the challenges of the expected increase in pileup and the higher data
taking rate of up to 1 kHz. As well, the new Integrated Simulation Framework (ISF) has
been put into production. By far the most ambitious project is the implementation of a
completely new Analysis Model, based on a new ROOT readable reconstruction format
xAOD, a reduction framework based on the train model to centrally produce skimmed data
samples and an analysis framework. The Data Challenge 2014 has been a first large scale
test of most of the foreseen software upgrades. At the end of the talk an overview will be
given of future software projects and plans that will lead up to the coming Long Shutdown
2 as the next major ATLAS software upgrade phase.
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Improvements of LHC data analysis techniques at
italian WLCG sites. Case-study of the transfer of

this technology to other research areas

Abstract

In 2012, 14 Italian Institutions participating in all major LHC Experiments won a grant
from the ITALIAN MINISTRY OF RESEARCH (MIUR), to optimise Analysis activities
and in general the Tier2/Tier3 infrastructure. We report on the activities being researched
upon, on the considerable improvement in the ease of access to resources by physicists, also
those with no specific computing interests. We focused on items like distributed storage
federations, access to batch-like facilities, provisioning of user interfaces on demand and
cloud systems. R&D on next-generation databases, distributed analysis interfaces, and new
computing architectures was also carried on. The project, ending in the first months of
2016, will produce a white paper with recommendations on best practices for data-analysis
support by computing centers.
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The ATLAS Higgs Machine Learning Challenge

Abstract
High Energy Physics has been using Machine Learning techniques (commonly known as
Multivariate Analysis) since the 1990s with Artificial Neural Net and more recently with
Boosted Decision Trees, Random Forest etc. Meanwhile, Machine Learning has become a
full blown field of computer science. With the emergence of Big Data, data scientists are
developing new Machine Learning algorithms to extract meaning from large heterogeneous
data.
HEP has exciting and difficult problems like the extraction of the Higgs boson signal, and at
the same time data scientists have advanced algorithms: the goal of the HiggsML project
was to bring the two together by a “challenge”: participants from all over the world and
any scientific background could compete online to obtain the best Higgs to tau tau signal
significance on a set of ATLAS fully simulated Monte Carlo signal and background.
Instead of HEP physicists browsing through machine learning papers and trying to infer
which new algorithms might be useful for HEP, then coding and tuning them, the challenge
has brought realistic HEP data to the data scientists on the Kaggle platform, which is
well known in the Machine Learning community. The challenge has been organized by the
ATLAS collaboration associated to data scientists, in partnership with the Paris Saclay
Center for Data Science, CERN and Google. The challenge ran from May to September
2014, drawing considerable attention. 1785 teams participated, making it the most popular
challenge ever on the Kaggle platform. New Machine Learning techniques have been used
by the participants with significantly better results than usual HEP tools. This presentation
has two parts: the first one describes how a HEP problem was simplified (not too much!)
and wrapped up into an online challenge, the second what was learned from the challenge,
in terms of new Machine Learning algorithms and techniques which could have an impact
on future HEP analysis.
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gLExec integration with the ATLAS PanDA
workload management system

Abstract
The ATLAS Experiment at the Large Hadron Collider has collected data during Run 1
and is ready to collect data in Run 2. The ATLAS data are distributed, processed and
analysed at more than 130 grid and cloud sites across the world. At any given time, there
are more than 150,000 concurrent jobs running and about a million jobs are submitted on
a daily basis on behalf of thousands of physicists within the ATLAS collaboration. The
Production and Distributed Analysis (PanDA) workload management system has proved
to be a key component of ATLAS and plays a crucial role in the success of the large-scale
distributed computing as it is the sole system for distributed processing of Grid jobs across
the collaboration since October 2007.
ATLAS user jobs are executed on worker nodes by pilots sent to the sites by pilot facto-
ries. This pilot architecture has greatly improved job reliability and although it has clear
advantages, such as making the working environment homogeneous by hiding any potential
heterogeneities, the approach presents security and traceability issues distinct from standard
batch jobs for which the submitter is also the payload owner. Jobs initially inherit the
identity of the pilot submitter, typically a robot certificate with very limited rights. By
default the payload jobs then execute directly under that same identity on a Worker Node.
This exposes the pilot environment to the payload, requiring any pilot ‘secrets’ such as the
proxy to be hidden; it constrains the rights and identity of the user job to be identical to
the pilot; and it requires sites to take extra measures to achieve user traceability and user
job isolation.
To address these security risks, the gLExec tool and framework can be used to let the
payloads for each user be executed under a different UNIX user identity that uniquely
identifies the ATLAS user.
This presentation describes the recent improvements and evolution of the security model
within the ATLAS PanDA system, including improvements in the PanDA pilot, in the
PanDA server and their integration with MyProxy, a credential caching system that entitles
a person or a service to act in the name of the issuer of the credential. Finally, we will
present results from ATLAS user jobs running with gLExec and give an insight into future
deployment plans.
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New data access with HTTP/WebDAV in the
ATLAS experiment

Abstract

With the exponential growth of LHC (Large Hadron Collider) data in the years 2010-2012,
distributed computing has become the established way to analyze collider data. The ATLAS
experiment Grid infrastructure includes more than 130 sites worldwide, ranging from large
national computing centres to smaller university clusters. So far the storage technologies
and access protocols to the clusters that host this tremendous amount of data vary from
site to site. HTTP/WebDAV offers the possibility to use a unified industry standard to
access the storage. We present the deployment and testing of HTTP/WebDAV for local and
remote data access in the ATLAS experiment for the new data management system Rucio
and the PanDA workload management system. Deployment and large scale tests have been
performed using the Grid testing system HammerCloud and the ROOT HTTP plugin Davix.
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Exploring JavaScript and ROOT technologies to
create Web-based ATLAS analysis and monitoring

tools

Abstract

We explore the potentialities of current web applications to create online interfaces that
allow the visualization, interaction and real physics cut-based analysis and monitoring of
processes trough a web browser. The project consists in the initial development of web-based
and cloud computing services to allow students and researches to perform fast and very
useful cut-based analysis on a browser, reading and using real data and official Monte-Carlo
simulations stored in ATLAS computing facilities. Several tools are considered: ROOT,
JavaScript and HTML. Our study case is the current cut-based H->ZZ->llqq analysis of the
ATLAS experiment. Preliminary but satisfactory results have been obtained online; this
presentation describes the tests and plans and future upgrades.
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A New Petabyte-scale Data Derivation Framework
for ATLAS

Abstract

During the Long shutdown of the LHC, the ATLAS collaboration overhauled its analysis
model based on experience gained during Run 1. A significant component of the model is a
“Derivation Framework” that takes the Petabyte-scale AOD output from ATLAS reconstruc-
tion and produces samples, typically Terabytes in size, targeted at specific analyses. The
framework incorporates all of the functionality of the core reconstruction software, while
producing outputs that are simply configured. Event selections are specified via strings,
including support for logical operations. The output content can be highly optimised to
minimise disk requirements, while maintaining the same C++ interface. The framework
includes an interface to the late-stage physics analysis tools, ensuring that the final outputs
are consistent with tool requirements. Finally, the framework allows several outputs to
be produced for the same input, providing the possibility to optimise configurations to
computing resources.
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ATLAS I/O Performance Optimization in
As-Deployed Environments

Abstract
I/O is a fundamental determinant in the overall performance of physics analysis and other
data-intensive scientific computing. It is, further, crucial to effective resource delivery by
the facilities and infrastructure that support data-intensive science. To understand I/O
performance, clean measurements in controlled environments are essential, but effective
optimization requires as well an understanding of the complicated realities of as-deployed
environments. These include a spectrum of local and wide-area data delivery and resilience
models, heterogeneous storage systems, matches and mismatches between data organization
and access patterns, multi-user considerations that may help or hinder individual job
performance, and more.
The ATLAS experiment has organized an interdisciplinary working group of I/O, persistence,
analysis framework, distributed infrastructure, site deployment, and external experts to
understand and improve I/O performance in preparation for Run 2 of the Large Hadron
Collider. The adoption of a new analysis data model for Run 2 has afforded the collaboration
a unique opportunity to incorporate instrumentation and monitoring from the outset.
This paper describes a program of instrumentation, monitoring, measurement, and data
collection both in cleanroom and grid environments, and discusses how such information is
propagated and employed. The paper further explores how these findings inform decision-
making on many fronts, including persistent data organization, caching, best practices,
framework interactions with underlying service layers, and settings at many levels, from
sites to application code. Related developments that increase robustness and resilience in
the presence of faults by improving communication between frameworks and underlying
infrastructure layers are also discussed.
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ATLAS Metadata Infrastructure Evolution for Run 2
and Beyond

Abstract
ATLAS developed and employed for Run 1 of the Large Hadron Collider a sophisticated
infrastructure for metadata handling in event processing jobs. This infrastructure profits
from a rich feature set provided by the ATLAS execution control framework, including
standardized interfaces and invocation mechanisms for tools and services, segregation of
transient data stores with concomitant object lifetime management, and mechanisms for
handling occurrences asynchronous to the control framework’s state machine transitions.
This metadata infrastructure is evolving and being extended for Run 2 to allow its use and
reuse in downstream physics analyses, analyses that may or may not utilize the ATLAS
control framework. At the same time, multiprocessing versions of the control framework and
the requirements of future multithreaded frameworks are leading to redesign of components
that use an incident-handling approach to asynchrony. The increased use of scatter-
gather architectures, both local and distributed, requires further enhancement of metadata
infrastructure in order to ensure semantic coherence and robust bookkeeping.
This paper describes the evolution of ATLAS metadata infrastructure for Run 2 and beyond,
including the transition to dual-use tools—tools that can operate inside or outside the ATLAS
control framework—and the implications thereof. It further examines how the design of
this infrastructure is changing to accommodate the requirements of future frameworks and
emerging event processing architectures.
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Dual-use tools and systematics-aware analysis
workflows in the ATLAS Run-II analysis model

Abstract

The ATLAS analysis model has been overhauled for the upcoming run of data collection
in 2015 at 13 TeV. One key component of this upgrade was the Event Data Model (EDM),
which now allows for greater flexibility in the choice of analysis software framework and
provides powerful new features that can be exploited by analysis software tools. A second
key component of the upgrade is the introduction of a dual-use tool technology, which
provides abstract interfaces for analysis software tools to run in either the Athena framework
or a ROOT-based framework. The tool interfaces, including a new interface for handling
systematic uncertainties, have been standardized for the development of improved analysis
workflows and consolidation of high-level analysis tools. This presentation will cover the
details of the dual-use tool functionality, the systematics interface, and how these features
fit into a centrally supported analysis environment.
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ATLAS analysis framework and software tools for
ROOT/C++

Abstract

During ATLAS Run-1, high demand for analysis software useable outside the realm of
Athena (the framework used by the ATLAS offline software) led to the development of
an analysis framework that can be used in a pure ROOT/C++ software environment.
This framework is centrally maintained by the Analysis Software Group and provides an
event loop and software tools for performing analysis jobs. Users construct algorithms and
steering macros which can be run on either local machines or on the grid in a transparent
way. Some of the powerful features of the framework include easy integration with grid
tools, distributed computing with batch systems and PROOF, and management of sample
datasets and meta-data. A lightweight package build and management system is provided
which simplifies the work of the tool developer and analyzer in writing and using analysis
packages. Commonly used packages are organized into lightweight analysis releases which
are distributed on the grid via CVMFS and can also be downloaded and compiled easily on
a local machine or laptop. This presentation will cover the technical details and features of
this framework and discuss how it fits into a typical analysis workflow in ATLAS.
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PROOF-based analysis on ATLAS Italian Tiers with
Prodsys2 and Rucio

Abstract
During the LHC Run-1, Grid resources in ATLAS have been managed by the PanDA and
DQ2 systems. In order to meet the needs for the LHC Run-2, Prodsys2 and Rucio are used
as the new ATLAS Workload and Data Management systems.
The data are stored under various formats in ROOT files and end-user physicists have the
choice to use either the ATHENA framework or directly ROOT. Within the ROOT data
analysis framework it is possible to perform analysis of huge sets of ROOT files in parallel
with PROOF on clusters of computers (usually organised in analysis facilities) or multi-core
machines. In addition, PROOF-on-Demand (PoD) can be used to enable PROOF on top of
an existing resource management system.
In this work, we present the first performances obtained enabling PROOF-based analysis in
the Italian ATLAS Tier-1/Tier-2 sites within the new ATLAS workload system.
Benchmark tests of data access with the httpd protocol, using also the httpd redirector,
will be shown. We also present results on the startup latency tests using the new PROOF
functionality of dynamic workers addition, which improves the performance of PoD using Grid
resources. These new results will be compared with the expected improvements discussed in
a previous work

Primary author(s) : DI NARDO, Roberto (Istituto Nazionale Fisica Nucleare - Laboratori
Nazionali di Frascati (IT))

Co-author(s) : GANIS, Gerardo (CERN); VILUCCHI, Elisabetta (Laboratori Nazionali di
Frascati (LNF) - Istituto Nazionale di F)

Presenter(s) : DI NARDO, Roberto (Istituto Nazionale Fisica Nucleare - Laboratori Nazionali
di Frascati (IT))

Track Classification : A05 Data analysis; T04 Data handling/access
Contribution Type : poster presentation

Comments:
On behalf of the ATLAS Collaboration

Track Status: SUBMITTED

Submitted by OULD-SAADA, Farid on Saturday 18 October 2014

December 6, 2014 Page 33



21st Internatio� . . . / Report of Abstracts Implementation of the ATLAS . . .

Abstract ID : 182

Implementation of the ATLAS Run 2 event data
model

Abstract

During the 2013-2014 shutdown of the Large Hadron Collider, ATLAS switched to a new
event data model for analysis, called the xAOD. A key feature of this model is the separation
of the object data from the objects themselves (the auxiliary store’). Rather being stored as
member variables of the analysis classes, all object data are stored separately, as vectors
of simple values. Thus, the data are stored in astructure of arrays’ format, while the user
still can access it as an ‘array of structures’. This organization allows for on-demand partial
reading of objects, the selective removal of object properties, and the addition of arbitrary
user-defined properties in a uniform manner. It also improves performance by increasing the
locality of memory references in typical analysis code. The resulting data structures can be
written to ROOT files with data properties represented as simple ROOT tree branches. This
talk will focus on the design and implementation of the auxiliary store and its interaction
with ROOT. Results on reconstruction and analysis performance will also be discussed.

Primary author(s) : SNYDER, Scott (Brookhaven National Laboratory (US))
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Abstract ID : 195

Realtime optimization of computing grid resources
utilization for individual users and groups in CMS

Abstract
For Run 2 of the LHC, CMS physics output is expected to be increasingly computing resource
limited. In addition, to exploring opportunistic, cloud, and HPC resources we are thus
increasingly focusing on reducing inefficiencies in our use of pledged grid resources within
WLCG.
The dominant source of inefficient use of pledged wall time within the WLCG is due to
failed physics user jobs. Lowering this failure rate has proven to be a very difficult problem
during Run 1 due to the diversity of user tasks leading to a changing pattern of a wide range
of failure modes. In this talk we report first results on using data mining and predictive
analytics to adjust scheduling decisions in CMS GlideinWMS in realtime in order to maximize
physics output by minimizing wall-time wasted due to user level errors.
We use historic data from Run 1 operations to quantify the impact of this approach in
principle, and show initial results of operating the algorithms developed in practice. Possible
future refinements are also discussed.
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Abstract ID : 202

Matrix Element Method for High Performance
Computing platforms

Abstract
The Matrix Element Method (MEM) is a well known powerful approach in particle physics to
extract maximal information of the events arising from the LHC pp collisions. Compared to
other methods requiring trainings, the MEM allows direct comparisons between a theory and
the observation. Since the phase space has a higher dimensionality to explore, MEM is much
more CPU time consuming at the analysis level than classic methods. As a consequence,
this method is hardly exploitable with sequential implementation, in particular, when one
has to deal with channels with large backgrounds. For the upcoming LHC data-taking, this
issue will become even more crucial.
The major challenge of this project is to provide a MEM implementation based on widely
used standards such as MPI and OpenCL, which, taking advantage of multi-acccelerators
and multi-node architectures, offers a drastic speed-up with low cost technologies.
In this talk, we will present how, in the context of the CMS experiment, we parallelized the
MEM with the OpenCL abstract model and the memory distributed model (MPI layer).
We will describe the necessary work on the different ingredients: the Parton Distribution
Functions library (LHAPDF), the computation of the matrix element (MadGraph) and
a small subset of ROOT tools. In addition, we will focus on the main tricky points to
have access to an implementation of quality, e.g. uncorrelated random number sequences,
minimizing synchronizations, minimizing the number of kernel calls. Finally, we will present
the performance obtained on various platforms : CPUs, GPGPU, MIC, multi-GPGPUs or
MICs, and cluster of GPU-nodes.
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Abstract ID : 250

ATLAS user analysis on private cloud resources at
GoeGrid

Abstract

User analysis job demands can exceed available computing resources, especially before major
conferences. ATLAS physics results might be slowed down due to this lack of resources
available. For these reasons, cloud R&D activities are now included in the skeleton of the
ATLAS computing model, which has been extended by using resources from commercial
and private cloud providers to satisfy the demand. However, most of these activities are
focused on Monte-Carlo production jobs, extending the resources at Tier-2. To evaluate the
suitability of the cloud-computing model for user analysis jobs, we developed a framework to
launch an ATLAS user analysis cluster in a cloud infrastructure on demand and evaluated two
solutions. The first solution is totally integrated in the Grid infrastructure by using the same
mechanism, which is already in use at Tier-2: A designated Panda-Queue is monitored and
additional worker nodes are launched in a cloud environment and assigned to a corresponding
HTCondor queue according to the demand. Thereby, the use of cloud resources is totally
transparent to the user. However, using this approach, submitted user analysis jobs might
still suffer from a certain delay introduced by waiting in the queue. Therefore, our second
solution offers the possibility to easily deploy a totally private analysis cluster, i.e., batch
or PROOF, on private cloud resources belonging to the university. Thereby, the private
analysis cluster is connected to the ATLAS data-management system (DDM) to read and
write input/output files.

Primary author(s) : GLASER, Fabian (Georg-August-Universitaet Goettingen (DE)); NADAL
SERRANO, Jordi (Georg-August-Universitaet Goettingen (DE))

Co-author(s) : QUADT, Arnulf (Georg-August-Universitaet Goettingen (DE)); Prof.
GRABOWSKI, Jens (Georg-August-Universitaet Goettingen)

Presenter(s) : GLASER, Fabian (Georg-August-Universitaet Goettingen (DE))

Track Classification : A05 Data analysis; A11 Computing models; T07 Computing facilities
and infrastructures; T15 Cloud computing
Contribution Type : poster presentation

Track Status: SUBMITTED

Submitted by on Wednesday 22 October 2014

December 6, 2014 Page 37



21st Internatio� . . . / Report of Abstracts New adventures in storage: clo� . . .

Abstract ID : 255

New adventures in storage: cloud storage and CDMI

Abstract
Traditionally storage systems have had well understood responsibilities and behaviour,
codified by the POSIX standards. More sophisticated systems (such as dCache) support
additional functionality, such as storing data on media with different latencies (SSDs, HDDs,
tapes). From a user’s perspective, this forms a relatively simple adjunct to POSIX: providing
optional quality-of-service values when writing data and optionally requesting data be staged
from tape ahead of use.
The CDMI protocol provides a standard mechanism for clients to discover and use many
advanced features. Such features include storing and querying metadata, searching for files
matching metadata predicates, controlling a file’s quality-of-service and retention policies,
providing an object store and alternative protocol discovery.
A CDMI enabled storage has the potential for greatly simplifying a more general service as
some high-level functionality can be delegated to the storage system. This reduces and may
remove the need to run additional services, which makes it easier for sites to support their
users.
By implementing the CDMI standard, dCache can expose new features in a standards
compliant fashion. Here, various scenarios are presented where CDMI provides an advantage
and the road-map for CDMI support in dCache is explored.
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Abstract ID : 258

New developments in the FairRoot framework

Abstract
The FairRoot framework is the standard framework for simulation, reconstruction and data
analysis developed at GSI for the future experiments at the FAIR facility.
The framework delivers base functionality for simulation, i.e.: Infrastructure to easily
implement a set of detectors, fields, and event generators. Moreover, the framework decouples
the user code (e.g.: Geometry description, detector response, etc.) completely from the
used MC engine. The framework also handles the Input/Output (IO). The output of single
detectors (tasks) can be switched on (made persistence) or off (transient) in a simple and
flexible way.
For reconstruction and/or data analysis the user code is organized in modular tasks that
implement the different states of a state machine. The order in which these tasks are executed
is defined via a so-called steering macro. This scheme allows a very flexible handling of the
reconstruction and data analysis configurations, it also allow for mixing of simulation and
data reconstruction. Reconstruction tasks can run separately after simulation or directly on
the fly within the simulation.
The modular design of the framework has allowed a smooth transition to a message queue
based system, which makes it possible to parallelize the execution of the tasks without
re-designing or re-writing the existing user code. The new design also allows implementing
the processes in different programming languages or on different hardware platforms. For
the communication between the different processes modern technologies like protocol buffers
and Boost serialization are also used.
The framework with a focus on the basic building blocks and the transition to the message
queue based system will be presented.

Primary author(s) : Dr. UHLIG, Florian (GSI Darmstadt)

Co-author(s) : Dr. AL-TURANY, Mohammad (GSI Darmstadt); Dr. KARABOWICZ,
Radoslaw (GSI Darmstadt); Mr. RYBALCHENKO, Alexey (GSI Darmstadt); Dr. LEBEDEV,
Andrey (GSI Darmstadt); MANAFOV, Anar (GSI Darmstadt); Dr. KRESAN, Dmytro (GSI
Darmstadt); Dr. WINKLER, Nicolas (GSI Darmstadt); Dr. BERTINI, Denis (GSI Darmstadt)

Presenter(s) : Dr. UHLIG, Florian (GSI Darmstadt)

Track Classification : A03 Simulation; A04 Reconstruction; A05 Data analysis; A10
Multi-discipline / multi-experiment topic; T02 Event processing frameworks
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by UHLIG, Florian on Wednesday 22 October 2014

December 6, 2014 Page 39



21st Internatio� . . . / Report of Abstracts Tier-1 in Kurchatov Institute: . . .

Abstract ID : 261

Tier-1 in Kurchatov Institute: status before Run-2
and HPC integration

Abstract
We present the status of RRC-KI-T1, new Russian Tier-1 that supports ALICE, ATLAS
and LHCb. Our aim is to enter the full production mode just before the beginning of
Run-2 and we will talk about our current setup, deployed services and middleware, workflow,
achievements and problems on the route of bringing yet another Tier-1 for WLCG.
Another facet of our current activity is making the parts of the processing resources at our
HPC facilities to be available for Grid on-demand usage. This requires us to adopt our HPC
environment to be able to process Grid jobs, to use the storage at our Tier-1 as the native
storage element and to adopt site-level services for interoperability with HPC parts. We
also collaborate with Kurchatov Institute BigData laboratory that adopts PanDA workload
management system for HPC environments in the context of ATLAS and ALICE workloads,
the task that also requires major tweaks of HPC worker nodes to incorporate them into
PanDA and WLCG environments. We will present our hardware and software architecture
that powers such integration and results of test for its real-world usage.

Primary author(s) : RYABINKIN, Eygene (National Research Centre Kurchatov Institute
(RU), Moscow Institute for Physics and Technology (RU))

Co-author(s) : LAZIN, Yury (National Research Centre Kurchatov Institute (RU)); LYALIN,
Ilya (National Research Centre Kurchatov Institute (RU)); TKACHENKO, Igor (National
Research Centre Kurchatov Institute (RU)); BEREZHNAYA, Alexandra (National Research
Centre Kurchatov Institute (RU)); VELIKHOV, Vasily (National Research Centre Kurchatov
Institute (RU), Moscow Institute for Physics and Technology (RU))

Presenter(s) : RYABINKIN, Eygene (National Research Centre Kurchatov Institute (RU),
Moscow Institute for Physics and Technology (RU))

Track Classification : A05 Data analysis; A06 Data stores; A08 Middleware and services
for production-quality infrastructures; T07 Computing facilities and infrastructures; T17 High
performance computing
Contribution Type : poster presentation

Track Status: SUBMITTED

Submitted by RYABINKIN, Eygene on Thursday 23 October 2014

December 6, 2014 Page 40



21st Internatio� . . . / Report of Abstracts Physics Analysis Software Fra� . . .

Abstract ID : 262

Physics Analysis Software Framework for Belle II

Abstract

We present software framework being developed for physics analyses using the data collected
by the Belle II experiment. The analysis workflow is organized in a modular way integrated
within the Belle II software framework (BASF2). A set of physics analysis modules that
perform simple and well defined tasks and are common to almost all physics analyses are
provided. The physics modules do not communicate with each other directly but only
through the data access protocols that are part of the BASF2. The physics modules are
written in C++, Python or combination of both. Typically, a user performing a physics
analysis only needs to provide a job configuration file with analysis’ specific sequence of
physics modules that can be then executed on the Grid.
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Abstract ID : 275

The Database Driven ATLAS Trigger Configuration
System

Abstract
This contribution describes the trigger selection configuration system of the ATLAS low-
and high-level trigger (HLT) and the upgrades it received in preparation for LHC Run 2.
The ATLAS trigger configuration system is responsible for applying the physics selection
parameters for the online data taking at both trigger levels and the proper connection of the
trigger lines across those levels. Here the low-level trigger consists of the already existing
central trigger (CT) and the new Level-1 Topological trigger (L1Topo), which has been
added for Run 2. In detail the tasks of the configuration system during the online data
taking are

• Application of the selection criteria, e.g. energy cuts, minimum multiplicities, trigger
object correlation, at the three trigger components L1Topo, CT, and HLT

• On-the-fly, e.g. rate-dependent, generation and application of prescale factors to the
CT and HLT to adjust the trigger rates to the data taking conditions, such as falling
luminosity or rate spikes in the detector readout

• Recording of the complete trigger configuration for any given point in time, for later
use by data analysts

The core of the trigger configuration system is an oracle database (TriggerDB), with a
dedicated schema to reflect the L1Topo, CT, and HLT configuration needs. A java-based UI
serves as the front-end to the TriggerDB for the trigger experts to store new and modify
existing trigger configurations. C++-based database reader software exists for the trigger
clients to retrieve configurations from the database. Web interfaces exist to display the
information to a large group of ATLAS members.
With the vast amount of upgrades of the CT and HLT during the last two years, and the
addition of the L1Topo, substantial changes to the database and software were necessary,
which will be presented. Technical problems, such as the low-latency distribution of the
configuration across the HLT computing farm and the synchronous application to the data
will be addressed. Also the propagation of the trigger configuration database from the
data-taking side to various ATLAS data reconstruction sites will be discussed, including a
short description how the same trigger configuration mechanism is being used for ATLAS
Monte Carlo simulation. New features such an automated luminosity tracking and prescale
application system, which optimizes the ATLAS data taking efficiency, will also be shown.
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Abstract ID : 284

dCache, enabling tape systems to handle small files
efficiently.

Abstract
Increasingly, sites are using dCache to support communities that have different requirements
from WLCG; as an example, DESY facilities and services now support photon sciences and
biology groups. This presents new use-cases for dCache. Of particular interest is the chaotic
file size distribution with a peak towards small files. This is problematic because tertiary
storage systems, and tape in particular, are optimized for storing large files. Direct storing
of the users files results in unacceptably poor performance.
As dCache bridges the filesystem view with the underlying storage and manages transitions
between media, it is the natural place to solve the poor performance from storing small files
on tape. We achieved this by introducing a new service that reconciles user demand against
tape behavior.
The service is transparent to the users and packs files into containers (currently zip files)
based on configurable policies. These containers are written directly into the same dCache,
which then stores them on tape. Both the small files and the containers file then benefit
from dCache features, such as caching and load-balancing. No additional storage is necessary
and the service itself scales by running multiple instances within the same dCache, sharing
the load.
We describe the design, report on DESY’s experience of running the service over the past
six months, and detail the future plans for making it generally available.
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dCache, Sync-and-Share for Big Data

Abstract
The availability of cheap, easy-to-use sync-and-share cloud services has split the scientific
storage world into the traditional big data management systems and the very attractive
sync-and-share services. With the former, the location of data is well understood while the
latter is mostly operated in the Cloud, resulting in a rather complex legal situation.
Beside legal issues, those two worlds have little overlap in user authentication and access
protocols. While traditional storage technologies, popular in HEP, are based on X509,
cloud services and sync-n-share software technologies are generally based on user/password
authentication or mechanisms like SAML or Open ID Connect. Similarly, data access models
offered by both are somewhat different, with sync-n-share services often using proprietary
protocols.
As both approaches are very attractive, dCache.org developed a hybrid system, providing
the best of both worlds. To avoid reinvent the wheel, dCache.org decided to embed another
Open Source project: OwnCloud. This offers the required modern access capabilities but
does not support the managed data functionality needed for large capacity data storage.
With this hybrid system, scientist can share files and synchronize their data with laptops or
mobile devices as easy as with any other cloud storage service. On top of this, the same
data can be accessed via established mechanisms, like GridFTP to serve the Globus Transfer
Service or the WLCG FTS3 tool, or the data can be made available to worker nodes or HPC
applications via a mounted filesystem. As dCache provides a flexible authentication module,
the same user can access its storage via different authentication mechanisms; e.g., X.509
and SAML. Additionally, users can specify the desired quality of service or trigger media
transitions as necessary, so tuning data access latency to the planned access profile. Such
features are a natural consequence of using dCache.
We will describe the design of the hybrid dCache/OwnCloud system, report on several
months of operations experience running it at DESY, and elucidate on the future road-map.
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Abstract ID : 290

Integration of DD4hep in the Linear Collider
Software Framework

Abstract

The DD4hep detector description toolkit offers a flexible and easy to use solution for
the consistent and complete description of particle physics detectors in one single system.
It provides software components addressing visualisation, simulation, reconstruction and
analysis of high energy physics data. The Linear Collider community has adopted DD4hep
early on in the development phase and actively participated in the design of the toolkit.
The CLICdp and ILD detector working groups have reimplemented their simulation models
in DD4hep, thereby ensuring a well defined hierarchy of the model, an accurate material
description and a flexible scaling behaviour for the purpose of detector optimisation. In
parallel, an interface for reconstruction offering a high level view on the detector geometry
has been developed. It is based on surfaces assigned to detector components, which provide
access to all relevant material properties and allow for fast and efficient navigation during
track and calorimeter reconstruction. In this talk we give a brief introduction to DD4hep,
then focus on the description of the new simulation models and the reconstruction interface
and its application to track reconstruction and particle flow at the ILC and CLIC.

Primary author(s) : GAEDE, Frank-dieter (CERN/DESY)

Co-author(s) : FRANK, Markus (CERN); LU, Shaojun (DESY); NIKIFOROU, Nikiforos
(CERN); PETRIC, Marko (Jozef Stefan Institute (SI)); SAILER, Andre (CERN)

Presenter(s) : GAEDE, Frank-dieter (CERN/DESY)

Track Classification : A03 Simulation; A04 Reconstruction; A05 Data analysis; T02 Event
processing frameworks
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by GAEDE, Frank-dieter on Thursday 23 October 2014

December 6, 2014 Page 46



21st Internatio� . . . / Report of Abstracts Disk storage management for . . .

Abstract ID : 303

Disk storage management for LHCb based on Data
Popularity estimator

Abstract
The amount of data produced by the LHCb experiment every year consists of several
petabytes. This data is kept on disk and tape storage systems. Disks are much faster than
tapes, but are way more expensive and hence disk space is limited. It is impossible to fit
the whole data taken during the experiment’s lifetime on disk, but fortunately fast access
to datasets are no longer needed after the analysis requiring them are over. So it is highly
important to identify which datasets should be kept on disk and which ones should be kept
as archives on tape. The metrics to be used for deprecating datasets’ caching is based on
the “popularity” of this dataset, i.e. whether it is likely to be used in the future or not. We
discuss here the approach and the studies carried out for optimizing such a Data Popularity
estimator.
Input information to the estimator are the dataset usage history and metadata (size, type,
configuration etc). The system is designed to select the datasets which may be used in the
future and thus should remain on disk. Studies have therefore been performed on how to
optimize the usage of dataset information from the past for predicting its future popularity.
In particular, we have carried out a detailed comparison of various time series analysis,
machine learning classifier, clustering and regression algorithms. We demonstrate that our
approach is capable of improving significantly the disk usage efficiency.
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BESIII Physics Data Storing and Processing on
HBase and MapReduce

Abstract

In the past years, we have successfully applied Hadoop to high-energy physics analysis.
Although, we have not only improved the efficiency of data analysis, but also reduced the cost
of cluster building so far, there are still some spaces to be optimized, like static pre-selection,
low-efficient random data reading and I/O bottleneck caused by Fuse which is used to access
HDFS. In order to change this situation, this paper presents a new analysis platform for
high-energy physics data storing and analyzing. The data structure is changed from DST
tree-like files to HBase according to the features of the data itself and analysis processes,
since HBase is more suitable for processing random data reading than DST files and enable
HDFS to be accessed directly. A few of optimization measures are taken for the purpose
of getting a good performance and as well as a customized protocol is defined for data
serializing and desterilizing for the sake of decreasing the storage space in HBase. In order
to make full use of locality of data storing in HBase, utilizing a new MapReduce model and
a new split policy for HBase regions are proposed in the paper. In addition, we establish a
dynamic pluggable easy-to-use tag (event metadata) based pre-selection subsystem. It can
assist physicists even to filter out 999%� uninterested data, if the conditions are set properly.
This means that a lot of I/O resources can be saved, the CPU usage can be improved and
consuming time for data analysis can be reduced. Finally, several use cases are designed, the
test results show that the new platform has an excellent performance with 3.5 times faster
with pre-selection and 20% faster without pre-selection, and the new platform is stable and
scalable as well.
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Abstract ID : 317

Development of tracker alignment software for the
J-PARC E16 experiment

Abstract
The J-PARC E16 experiment will be performed to measure the mass modification of vector
mesons in nuclear matter at J-PARC in order to study the origin of hadron mass. In the
experiment, we will measure invariant mass spectra of vector mesons with the electron and
positron decay channel. We will use 30 GeV proton beam with an intensity of 1 × 1010

protons per pulse at High-momentum beam line, which is to be constructed at J-PARC
Hadron Facility in early 2016.

Figure 1: A schematic view of the J-PARC E16 spectrometer.

The design of the E16 spectrometer is shown as Figure 1. It consists of several modules,
and one module consists of three Gas Electron Multiplier Trackers (GTRs), a Hadron Blind
Detector, which is a gas Cherenkov counter using CsI evaporated GEM, and Lead-Glass
calorimeters. The sizes of GTRs are 100 mm × 100 mm, 200 mm × 200 mm, and 300 mm
× 300 mm, respectively. A full spectrometer consists of 26 modules. Nuclear targets such
as CH2, C, Cu, and Pb, are placed at the center of the spectrometer. The magnitude of
magnetic field is about 1.8 T at the center.
The E16 experiment aims for the mass resolution of 5 MeV/c2 around φ meson peak. In
order to achieve this, the position resolution of 100 µm is required. So we should align GTRs
with the accuracy of better than 100 µm.
Detector R&D has been well performed by the J-PARC E16 collaboration. Our GTR consists
of a drift cathode, a triple GEM, and a readout strip board. We chose a strip pitch of 350
µm to achieve the required position resolution. By several beam tests, the requirement is
shown to be satisfied.
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The photogrammetry system using a CCD camera will be conducted when detectors are
installed, while the aimed precision will be finally achieved by using charged particle track-
based software alignment. We are developing its algorithm. We will acquire calibration
run data in which no magnetic field will be present and two additional wire targets will
be used. In the algorithm, we move tracking detectors to arrange wire target position
and three hit positions of GTRs on a straight line. We evaluate this algorithm using a
Monte Carlo simulation. In the simulation, tracks are generated from wire targets after
misaligning detectors in random directions from designed places. For example, distances
between simulation true and corrected positions of detector centers are estimated.
We will report the R&D progress of the alignment software for the J-PARC E16 experiment.
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Abstract ID : 335

Exploiting CMS data popularity to model the
evolution of data management for Run-2 and beyond

Abstract
During the LHC Run-1 data taking, all experiments collected large data volumes from
proton-proton and heavy-ion collisions. The collisions data, together with massive volumes
of simulated data, were replicated in multiple copies, transferred among various Tier levels,
transformed/slimmed in format/content. These data were then accessed (both locally and
remotely) by large groups of distributed analysis communities exploiting the WorldWide
LHC Computing Grid infrastructure and services. While efficient data placement strategies
- together with optimal data redistribution and deletions on demand - have become the
core of static versus dynamic data management projects, little effort has so far been
invested in understanding the detailed data-access patterns which surfaced in Run-1. These
patterns, if understood, can be used as input to simulation of computing models at the
LHC, to optimise existing systems by tuning their behaviour, and to explore next-generation
CPU/storage/network co-scheduling solutions. This is of great importance, given that the
scale of the computing problem will increase far faster than the resources available to the
experiments, for Run-2 and beyond.
Studying data-access patterns involves the validation of the quality of the monitoring data
collected on the “popularity” of each dataset, the analysis of the frequency and pattern of
accesses to different datasets by analysis end-users, the exploration of different views of the
popularity data (by physics activity, by region, by data type), the study of the evolution of
Run-1 data exploitation over time, the evaluation of the impact of different data placement
and distribution choices on the available network and storage resources and their impact on
the computing operations.
This work presents some insights from studies on the popularity data from the CMS
experiment. We present the properties of a range of physics analysis activities as seen by
the data popularity, and make recommendations for how to tune the initial distribution of
data in anticipation of how it will be used in Run-2 and beyond.
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Please also consider that the topic is being discussed to be extended to other experiments
as well: this may happen before actual CHEP dates, thus further enlarging the scope of
the contribution to be actually given.
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Abstract ID : 345

CMS data distributed analysis with CRAB3

Abstract
The CMS Remote Analysis Builder (CRAB) provides the service for managing analysis tasks
isolating users from the technical details of the distributed Grid infrastructure. Throughout
the LHC Run 1, CRAB has been successfully employed by an average 350 distinct users
every week executing about 200,000 jobs per day.
In order to face the new challenges posed by the LHC Run 2, CRAB has been significantly
re-factored. The pieces of the new system are a lightweight client, a central server exposing
a REST interface accepting user requests, a number of servers dealing with user analysis
tasks and submitting jobs to the CMS resource provisioning system, and a central service
to asynchronously move user data from the execution node to the desired storage location.
The new system improves the robustness, scalability and sustainability of the service.
This contribution will give an overview of the new system, reporting the status, experience
and lessons learnt from the commissioning phase and the production rollout for the initial
data taking. It will address all aspects of the project from development to operations and
support.
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Abstract ID : 347

Geant4 simulation for a study of a possible use of
carbon ion pencil beams for the treatment of ocular

melanomas with the active scanning system at
CNAO.

Abstract
Purpose
The aim of this work is a study of a possible use of carbon ion pencil beams (delivered with
active scanning modality) for the treatment of ocular melanomas at the National Centre for
Oncological Hadrontherapy (CNAO). The promising aspect of carbon ions radiotherapy for
the treatment of this disease lies in its superior relative radiobiological effectiveness (RBE).
The Monte Carlo Geant4 toolkit is used to simulate the complete CNAO extraction beamline,
with the active and passive components along it. A human eye modeled detector, including
a realistic target tumor volume, is used as target. Cross check with previous studies at
CNAO using protons allows comparisons on possible benefits on using such a technique with
respect to proton beams. Experimental data on proton and carbon ion beams transverse
distributions are used to validate the simulation.
Description
The ocular melanoma is nowadays the most common early intraocular tumor in adulthood,
a malignant tumor which tends to grow both inside the bulb, invading and disrupting the
intraocular tissues and outside it, infiltrating the sclera and orbital tissues. Several possible
modalities are available to treat the disease (conventional radiotherapy, brachytherapy,
protontherapy); thanks to the physical properties of hadrons penetrating matter, protons or
heavy ions treatments can improve the visual prognosis, because the energy is delivered to
the target tissue, with very little exposure of surrounding healthy tissues. In the clinical
practice of eye protontherapy, the currently worldwide accepted technique for dose delivery
is represented by the passive scattering modality. However, in the present configuration at
CNAO the dose delivery system adopted and only available to treat patients, is represented
by the full active scanning modality and a commercial general-purpose (not specifically
dedicated to the eye’s treatment), image-based treatment planning system (TPS) is used.
Methods
The CNAO synchrotron is able to produce carbon ion beams with a FWHM ranging from
a minimum of 4 ± 0.04 mm to a maximum of 10 ± 0.1 mm at the standard target center
(isocenter), inversely depending on the beam energy. For protons, the FWHM ranges from
7.0 ± 0.7 mm to 22.3 ± 0.2 mm. The CNAO beam’s energy ranges from 120 MeV/u to 400
MeV/u, for carbon ions and from 63 MeV to 250 MeV for protons, with an uncertainty of
0.05%. The final part of the CNAO transport beamline, with all its elements, is simulated
using the Geant4 toolkit. Projectile charged particles, accelerated in the CNAO synchrotron
ring, travel in a long extraction vacuum beam pipe (about 6 m), crossing the magnetic field
generated by two orthogonal deflecting magnets. The vacuum beam pipe is sealed by a
carbon fiber exit window, after which the accelerated beam reaches the treatment room
and travels for several centimeters in air. In the treatment room the beam crosses a fixed
structure called nozzle, inside of which two beam-monitoring chambers are embedded to
measure in real-time the beam fluence and position. The standard target center (isocenter)
is located at a distance of 64 cm from the downstream edge of the nozzle. As a first step of
the simulation, a detailed description of the human eye with its internal components is used
to build an eye-detector; a realistic tumor is also included inside, near the optic nerve. The
eye is placed in a water box simulating the human brain, protruding from it as well as in a
real human head. Each eye’s element is made sensitive in Geant4 simulation to evaluate
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the dose deposition in each of the biological structures of the eye. Subsequently, an image
of an eye from a Computed Tomography (CT) is implemented as a realistic detector, by
importing in Geant4 the CT data. The image’s information is stored in a series of DICOM
(Digital Imaging and Communication in Medicine) files containing the image of a specific
CT slice. The DICOM-detector is built by superimposing 10 contiguous CT files.
Results
Before the eye-detector irradiation a validation of the Geant4 simulation with CNAO
experimental data is carried out with both carbon ions and protons. Important beam
parameters such as the transverse FWHM and scanned radiation field ‘s uniformity are
tested within the simulation and compared with experimental measurements at CNAO
Centre. The physical processes involved in secondary particles generation by carbon ions
and protons in the eye-detector are reproduced to take into account the additional dose to
the primary beam given to irradiated eye’s tissues. A study of beam shaping is carried out
to produce a uniform 3D dose distribution (shaped on the tumor) by the use of a spread
out Bragg peak. The eye-detector is then irradiated through a two dimensional transverse
beam scan at different depths. In the use case the eye-detector is rotated of an angle of
40◦ in the vertical direction, in order to misalign the tumor from healthy tissues in front
of it. The treatment uniformity on the tumor in the eye-detector is tested. For a more
quantitative description of the deposited dose in the eye-detector and for the evaluation of
the ratio between the dose deposited in the tumor and the other eye components, proton
and carbon DVHs (Dose Volume Histograms) are compared. A high statistics simulated
sample is used to minimize statistical errors. In the simulation a new particle generation
method is developed in order to reproduce the experimental treatment plan by importing
the DICOM RT-PLAN file, which contains all the information on the irradiation geometries
and sequences (treatment plan parameters).
Conclusions
Even further validations must be done, the good results so far obtained by this work point
out and confirm the possibility of using carbon ions delivered with active scanning beams to
treat the ocular melanoma.
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Abstract ID : 349

Fast and deep machine learning for HEP

Abstract
The extraction of rare physics signals in the HEP community has for some time benefited from
machine learning approaches. However these have not widely made use of recent progress
in algorithms from the ‘data science’ community, and can also hampered by considerable
computation times. Efficient use of such techniques has the potential for considerable impact
both in the HEP community and in industry.
We apply various machine learning approaches to real HEP analyses including the areas of
‘jet substructure’ and searches for new particles. We compare the use of the current methods
of supervised neural nets and boosted decision trees with ‘deep learning’: multi-layer, neural
nets. We implement our own many-core implementations and compare with existing libraries,
as well as widely used current packages such as TMVA and python scikit-learn. We also
provide performance measurements on a range of GPU and many-core devices.
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Abstract ID : 352

Data-analysis scheme and infrastructure at the
X-ray free electron laser facility, SACLA

Abstract
An X-ray free electron laser (XFEL) facility, SACLA, is generating ultra-short, high peak
brightness, and full-spatial-coherent X-ray pulses 1. The unique characteristics of the X-ray
pulses, which have never been obtained with conventional synchrotron orbital radiation, are
now opening new opportunities in a wide range of scientific fields such as atom, molecular
and optical physics, ultrafast science, material science, and life science. More than 100
experiments have been performed since the first X-ray delivery to experimental users in
March 2012. In this paper, we present an overview of SACLA data acquisition (DAQ) and
analysis system with a special emphasis on the analysis scheme and its infrastructure. In
the case of serial femotosecond protein crystallography experiments 1, a typical experiment
collects diffraction image patterns of order of 106, which demands heavy load to the data
analysis system. Each pattern is recorded by a 2000 × 2000 pixel detector that consists of
eight Multiport Charge-Coupled Device (MPCCD) sensors 1. The resolution of the single
MPCCD sensor is 1024 × 512 pixel and data depth of each pixel is 16 bits. The DAQ
system consists of detector front-ends [4], data-handling servers, hardware-based event-tag
distribution system [5], event-synchronized database [6], two cache storages, tape archive
system, and physically-segregated two network system [7]. The DAQ has data bandwidth of
maximum 6 Gbps to support other experiment setups with various detector configuration of
up to twelve MPCCD sensors. In addition to the currently operational beamline BL3, BL2
will operate concurrently through a fast-switching operation mode in 2015. To support this
operation mode, the cache storage with capacities of 200 TB (250 TB) is assigned to the
beamline BL2 (BL3) respectively [8]. These capacities correspond to the accumulated data
size for one week operation. Experimental data are periodically moved into the tape archive
system. The tape archive system has a capacity of 7 PB, and extendable up to 26 PB by
installing additional tape cartridges.
The analysis section has two functions: one is run-by-run analysis to monitor the experimental
conditions, and the other is off-line analysis. To implement these functions, the analysis
system consists of a PC cluster and a supercomputer. The PC cluster is based on x86_64
processors and has a computing power of 14 TFLOPS. A 160 TB storage is connected to
the PC cluster via Infiniband QDR network. To pick up raw image data, the PC cluster
is connected to the cache storages and the tape archive system via 10 Gigabit Ethernet.
The run-by-run analysis is performed using the PC cluster. The results are saved on the
storage in HDF5 format [9]. The PC cluster is also used for off-line analysis, using analysis
code developed by the scientific community, such as CrystFEL [10] and SITENNO [11]. The
supercomputer with 90 TFLOPS SPARC-based processors (Fujitsu FX10) was installed for
the data analysis that requires higher computing power. Storage of the supercomputer is
100+500 TB Lustre-based file system (Fujitsu FEFS). Another 1 PB Lustre file system is also
connected to both the supercomputer and the PC cluster to interaccess the experimental data
from the two systems. Data analysis that requires much higher computing power is foreseen.
For these cases, we are developing a joint analysis mode using both the supercomputer and
the 10-PFLOPS K computer [12]. The results of the feasibility study on data transfer and
quasi-realtime job submission to the K computer will also be discussed.
1 T. Ishikawa et al., “A compact X-ray free-electron laser emitting in the sub-angstrom
region”, Nature Photonics 6, 540-544 (2012).
2 M. Sugahara et al., Nature Methods submitted.
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3 T. Kameshima et al., “Development of an X-ray pixel detector with multi-port charge-
coupled device for X-ray free-electron laser experiments”, Rev. Sci. Instrum. 85, 033110
(2014).
[4] A. Kiyomichi, A. Amselem, et al., “Development of Image Data Acquisition System for
2D Detector at SACLA”, Proceedings of ICALEPCS2011, WEPMN028 (2011).
[5] T. Abe et al., “DEVELOPMENT OF NEW TAG SUPPLY SYSTEM FOR DAQ FOR
SACLA USER EXPERIMENTS”, Proceedings of IPAC2014, TUPRI108 (2013).
[6] M. Yamaga et al., “Event-Synchronized Data Acquisition System of 5 Giga-bps Data
Rate for User Experiment at the XFEL Facility, SACLA”, Proceedings of ICALEPCS2011,
TUCAUST06 (2011).
[7] T. Sugimoto et al., “Large-bandwidth Data-acquisition Network for XFEL Facility,
SACLA”, Proceedings of ICALEPCS2011, WEBHAUST03 (2011).
[8] K. Okada, et al., “UPGRADE OF SACLA DAQ SYSTEM ADAPTS TO MULTI-
BEAMLINE OPERATION”, Proceedings of PCaPAC2014, WCO205 (2014).
[9] The HDF Group, http://www.hdfgroup.org/HDF5/.
[10] T. A. White, et al.. “CrystFEL: a software suite for snapshot serial crystallography”. J.
Appl. Cryst. 45, pp.335–341 (2012).
[11] Y. Sekiguchi et al., “Data processing software suite SITENNO for coherent X-ray
diffraction imaging using X-ray free electron laser SACLA”, Journal of Synchrotron Radiation
21/ 4, 600-612 (2014).
[12] M. Yokokawa, et al., “The K computer: Japanese next-generation supercomputer
development project”, ISLPED ‘11 Proceedings of the 17th IEEE/ACM international
symposium on Low-power electronics and design, pp.371-372 (2011).
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Abstract ID : 353

Efficient time frame building for online data
reconstruction in ALICE experiment

Abstract

After Long Shutdown 2, the upgraded ALICE detector at the LHC will produce more than
a terabyte of data per second. The data, constituted from a continuous un-triggered stream
data, have to be distributed from about 250 First Level Processor nodes (FLPs) to O(1000)
Event Processing Nodes (EPNs). Each FLP receives a small subset of the detector data
that is chopped in sub-timeframes. One EPN needs all the fragments from the 250 FLPs
to build a full timeframe. An algorithm is being implemented on the FLPs with the aim
of optimizing the usage of the network connecting the FLPs and EPNs. The algorithm
minimizes contention when several FLPs are sending to the same EPN. An adequate traffic
shaping is implemented by delaying the sending time of each FLP by a unique offset. The
payloads are stored in a buffer large enough to accommodate the delay provoked by the
maximum number of FLPs. As the buffers are queued for sending, the FLPs can operate
with the highest efficiency. Using the time information embedded in the data any further
FLP synchronization can be avoided. Moreover, “zero-copy” and multipart messages of
ZeroMQ are used to create full timeframes on the EPNs without the overhead of copying
the payloads. The concept and the performance measurement of the implementation on a
computing cluster are presented.
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Kalman Filter based algorithms for PANDA @ FAIR

Abstract
PANDA at the future FAIR facility at Darmstadt, Germany, is an experiment with a cooled
antiproton beam in a range between 1.5 and 15 GeV/c, allowing a wide physics program in
nuclear and particle physics. High average reaction rates up to 2 * 10ˆ7 interactions/s are
expected. Panda is the only experiment worldwide, which combines a solenoid field and a
dipole field in an experiment with a fixed target topology. As a consequence, the tracking
system must be able to reconstruct high momenta in the laboratory frame, up to several
GeV/c.
The tracking system of PANDA involves the presence of a high performance silicon vertex
detector, a GEM detector, a Straw-Tubes central tracker, a forward tracking system, and
a luminosity monitor. The first three of those, are inserted in a solenoid homogeneous
magnetic field (B=2T), the latter two are inside a dipole magnetic field (B=2Tm),
The offline tracking algorithm is developed within the PandaRoot framework, which is a
part of the FAIRROOT project. The algorithm is based on a tool containing the Kalman-
Filter-equations and a deterministic annealing filter [GENFIT]. The Kalman-Filter-based
routines can perform extrapolations of track parameters and covariance matrices.
We present first results of an implementation of GENFIT2 in PandaRoot. In GENFIT2,
different track representations are available, such as a helix representation for the solenoid
field and a parabola representation for the dipole field. In the intermediate field region,
Runge-Kutta-equations are used to take into account B field inhomogeneities. Resolutions
and efficiencies for different beam momenta and different track hypotheses will be shown.
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Abstract ID : 364

Analysis Traceability and Provenance for HEP

Abstract
In complex data analyses it is increasingly important to capture information about the usage
of data sets in addition to their preservation over time in order to ensure reproducibility
of results, to verify the work of others and to ensure appropriate conditions data have
been used for specific analyses. This so-called provenance data in the computer science
world is defined as the history or derivation of a data (or process) artifact. Many scientific
workflow based studies are beginning to realise the benefit of capturing the provenance
of their data and the activities used to process, transform and carry out studies on that
data. This is especially true in scientific disciplines where the collection of data through
experiment is costly and/or difficult to reproduce and where that data needs to be preserved
over time. With the increase in importance of provenance data many different models have
emerged to capture provenance such as PROV or the OPM models. However, these are
more for interoperability of provenance information and do not focus on the capture of
provenance related data. There is a clear and emerging requirement for systems to handle
the provenance of data over extended timescales with a emphasis on preserving the analysis
procedures themselves and the environment in which the analyses were conducted alongside
the processed data sets.
A provenance data system that has been built in house at CERN since early 2000 is called
CRISTAL. CRISTAL was used to capture the provenance resulting from the design and
construction of the CMS ECAL detector over the period 2002-2010. The CRISTAL Kernel
(V3.0) has now been launched as open source under the LGPL (V3) licencing scheme and it
is available for use by the wider communities including teams involved in the offline analysis
of physics data, whether at CMS or other experiments. In addition, in the EC funded
neuGRID and N4U projects the original developers have been using CRISTAL to capture
the provenance of analyses for neuroscientists running complex pipelines of algorithms in
the study of biomarkers for the onset of Alzheimer’s disease. In this paper this application
is presented with a focus on how its approach can be customised for use in the high energy
physics data analysis community at large. The main focus of this is a set of analysis tools
(persistency, browsing/querying, visualising and analysis tracking services) which together
with a generic analysis model backend can be used to capture the information required to
support complex analyses. The Analysis Tools comprise the following interfaces :

• The Analysis Web Serivce – Which is for advanced users, these users are able to
programmatically create analyses on the fly.

• The Analysis Command-line Interface – This is for users that are intermedi-
ate/advanced. It allows users to create analysis using a shell like interface.

• The Analysis Web Portlet Interface – This is for novice users, it is a visual
interface which is portlet based and allows users to browse datasets and pipelines. It
also allows users to create and deploy their analyses in a visual manner.

• The Analysis Core – These are a core set of objects used by the above interfaces.
These objects connect directly to a customised analysis aware CRISTAL instance
which is provenance aware.

During the provenance capture phase the Analysis tools are able to capture :

• who ran an analysis, this is a user name,

• for what purpose, what their analysis is supposed to achieve,
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• when they ran it this is a timestamp which denotes when it started and when it
finished,

• where it was run this is GRID and Cloud related information,

• which datasets and algorithms were used to create and run their analyses,

• how it was executed, this more detailed infrastructure information

• and lastly why the analysis was run, this is a justification from the user.

Also in this paper, we present the case for using the Analysis Services developed using
CRISTAL as an avenue for long timescale data preservation. The tools are able to store
the provenance metadata surrounding the analyses in a human readable form (XML). This
is a light-weight and queryable manner of storing provenance as well as analysis results.
In CRISTAL everything is recorded and nothing is thrown away. So another user would
be able to replicate the experiment at a later date and time. Besides reproducibility of
experiments, users can also share their experiments with other users using the provenance
related information.
The analysis tools run currently in a GRID and a Cloud infrastructure. As well as collecting
analysis provenance information, they are able to provenance of the infrastructure. There is
strong novelty in this work which facilitates allows more precise reproducibility of experiments.
This information is known as infrastructure provenance. It is currently being collected in
the course of the N4U project. This infrastructure provenance can also be applied to HEP
to aid in the reproducibility of results. For example, if performance is a factor it can be sent
to the same compute node.
Concerning the future of the analysis tools there is currently an emerging standard known
as PROV which is used for provenance interoperability. In the near future, the analysis
provenance information that we have collected with be exported to PROV. This work has
already begun, we are looking for mapping patterns to aid in our cause. The reasoning for
this is so that people can study and use provenance information in a standard and commonly
understood format. This will also allow users to publish the provenance generated from
their analyses onto the ever growing linked data cloud as well.
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Abstract ID : 366

Judith: A Software Package for Synchronised
Analysis of Test-beam Data

Abstract

The Judith software performs pixel detector analysis tasks utilising two different data streams
such as those produced by the reference and tested devices typically found in a testbeam.
This software addresses and fixes problems arising from the desynchronization of the two
simultaneously triggered heterogeneous data streams by detecting missed triggers in either
of the streams. The software can perform all tasks required to generate particle tracks using
multiple detector planes: it can align the planes, cluster hits and generate tracks from these
clusters. This information can then be used to measure the properties of a particle detector
with very fine spatial resolution. It was successfully used by the authors at DESY in a
KarTel telescope with an ATLAS Diamond Beam Monitor module as a DUT as well as more
recently by other groups testing pixel detectors at CERN PS and SPS.

Primary author(s) : GORISEK, Andrej (Jozef Stefan Institute (SI))

Co-author(s) : MCGOLDRICK, Garrin (University of Toronto (CA)); CERV, Matevz
(CERN)

Presenter(s) : GORISEK, Andrej (Jozef Stefan Institute (SI)); MCGOLDRICK, Garrin
(University of Toronto (CA)); CERV, Matevz (CERN)

Track Classification : A01 DAQ; A05 Data analysis; T02 Event processing frameworks
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by GORISEK, Andrej on Friday 24 October 2014

December 6, 2014 Page 63



21st Internatio� . . . / Report of Abstracts Large-Scale Merging of Histogr� . . .

Abstract ID : 376

Large-Scale Merging of Histograms using
Distributed In-Memory Computing

Abstract

Most high-energy physics analysis jobs are embarrassingly parallel except for the final
merging of the output objects, which are typically histograms. Currently, the merging of
output histograms scales badly. The running time for distributed merging depends not only
on the overall number of bins but also on the number partial histogram output files. That
means, while the time to analyze data decreases linearly with the number of worker nodes,
the time to merge the histograms in fact increases with the number of worker nodes. On the
grid, merging jobs that take a few hours are not unusual. In order to improve the situation,
we present a distributed and decentral merging algorithm whose running time is independent
of the number of worker nodes. We exploit full bisection bandwidth of local networks and
we keep all intermediate results in memory. We present benchmarks from an implementation
using the parallel ROOT facility (PROOF) and RAMCloud, a distributed key-value store
that keeps all data in DRAM. Our results show that a real-world collection of ten thousand
histograms with overall ten million non-zero bins can be merged in less than one minute.
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Abstract ID : 381

ROOT6: a quest for performance

Abstract

The sixth release cycle of ROOT is characterised by a radical modernisation in the core
software technologies the tookit relies on: language standard, interpreter, hardware exploita-
tion mechanisms. If on the one hand, the change offered the opportunity of consolidating
the existing codebase, in presence of such innovations, maintaing the balance between full
backward compatibility and software performance was not easy. In this contribution we
review the challenges and the solutions identified and implemented in the area of CPU
and memory consumption as well as I/O capabilities in terms of patterns. Moreover, we
present some of the new ROOT components which are offered to the users to improve the
performance of third party applications.

Primary author(s) : PIPARO, Danilo (CERN)

Presenter(s) : PIPARO, Danilo (CERN)

Track Classification : A05 Data analysis; T03 Data structures and algorithms; T08
Software design
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by PIPARO, Danilo on Friday 24 October 2014

December 6, 2014 Page 65



21st Internatio� . . . / Report of Abstracts A flexible and modular data fo� . . .

Abstract ID : 390

A flexible and modular data format ROOT-based
implementation for HEP

Abstract

A flexible and modular data format implementation for HEP applications is presented.
Designed to face HEP data issues, the implementation is based on the CERN ROOT
toolkit. The design is aimed to create a data format as much as possible modular and easily
upgradable and extendable. Event informations are split into different files, that may contain
different parts of the event (i.e. different sub-detectors) or different levels of abstraction (i.e.
from raw information to high level quantities), in a fully transparent way for the final user.
Fully exploiting the ROOT “Friend” concept and the C++ inheritance, it has been possible
to achieve the desired modularity and flexibility: the possibility to upgrade and extend
without a full reprocessing, but also the simplicity of a standard ROOT-ple functionality
(i.e. TTree::Draw()). The file splitting in self-consistent TFile friends allows also a much
more efficient distribution and upgrade of the data to the regional centers of a typical HEP
experiment. It also gives the possibility to download and process only a small section of the
event information, for example for subdetector studies or specific analyses, even on the user
laptop.
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Abstract ID : 392

Acceleration of ensemble machine learning methods
using many-core devices

Abstract
Multivariate training and classification methods using machine learning techniques are
commonly applied in data analysis at HEP experiments. Despite their success in looking
for signatures of new physics beyond the standard model it is known that some of these
techniques are computationally bound when input sample size and model complexity are
increased. Investigating opportunities for potential performance improvements is therefore
of great importance if these techniques are to be used with the much larger data volumes
expected from Run 2 operations at the Large Hadron Collider.
It has been previously shown that a large degree of algorithm parallelisation was possible
for MLP-based artificial neural networks by the use of many-core devices such as GPUs.
Improved scaling was observed in network complexity and qualitative performance gains
were attainable through the simultaneous processing of multiple neural networks. Here we
investigate how many-core devices can be used to accelerate ensemble machine learning
methods that are gaining traction in HEP data analysis.
We present a case study into the acceleration of decision forests using many-core devices
in collaboration with Toshiba Medical Visualisation Systems Europe (TMVSE). TMVSE
have developed software to process three-dimensional medical imaging data (such as CT or
MRI scans), using automatic detection of anatomical landmarks defined on the skeleton,
vasculature and major organs. Landmark detection underpins a semantic understanding of
the medical data and thus has many diverse applications, for example, it facilitates rapid
navigation to a named organ. TMVSE have applied ensemble machine learning methods
such as classification by random decision forests to efficiently compute the bounding boxes
of organs in processed image data volumes. It is important that their applications using
this algorithm runs efficiently and quickly. After data preparation and optimisation the
execution time is on average 4.5 seconds per volume with a sub-second processing time being
desirable.
Using representative medical image data as input and pre-trained decision trees we will
demonstrate how the decision forest classification method maps onto the GPU data process-
ing model. It was found that a GPU-based version of the classification method resulted in
over 130 times speed-up over a single-threaded CPU implementation with further improve-
ments possible. We will outline the main optimisation steps undertaken to maximise GPU
performance and detail how this was implemented using device profiling to evaluate thread
occupancy and execution efficiency.
As this solution was developed to be context independent we will demonstrate how this
work can be applied to a suitably formed HEP dataset to determine potential gains in event
throughput and classifier discrimination. We will also explore how the advanced analysis
techniques applied to automatic landmark detection in medical data can be applied to HEP
dataset to achieve further increases in performance.
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Abstract ID : 394

Interpolation between multi-dimensional histograms
using a new non-linear moment morphing method

Abstract
In particle physics experiments data analyses generally use Monte Carlo (MC) simulation
templates to interpret the observed data. These simulated samples may depend on one or
multiple model parameters, such as a shifting mass parameter, and a set of such samples
may be required to scan over the various parameter values. Since detailed detector MC
simulation can be time-consuming, there is often a need to interpolate between the limited
number of available MC simulation templates. Only several interpolation techniques exist for
this. For example, the statistical tests widely used in particle physics, e.g. for the discovery
of Higgs boson, rely critically on continuous and smooth parametric models that describe
the physics processes in the data.
We present a new template morphing technique, moment morphing, for the interpolation
between multi-dimensional distribution templates based on one or multiple model parameters.
Moment morphing is fast, numerically stable, and is not restricted in the number of input
templates, the number of model parameters or the number of input observables. For the
first time, statistical tests may include the impact of a non-factorizable response between
different model parameters, where varying one model parameter at a time is insufficient to
capture the full response function.
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Towards Reproducible Experiment Platform

Abstract

Data analysis in fundamental sciences nowadays is essential process that pushes frontiers of
our knowledge and leads to new discoveries. At the same time we can see that complexity
of those analysis increases exponentially due to a) enormous volumes of datasets being
analyzed, b) variety of techniques and algorithms one have to check inside a single analysis,
c) distributed nature of research teams that requires special communication media for
knowledge and information exchange between individual researchers. There is a lot of
resemblance between techniques and problems arising in the areas of industrial information
retrieval and particle physics. To address those problems we propose a Reproducible
Experiment Platform (REP) - a software infrastructure to support a collaborative ecosystem
for computational science. It is a Python-based solution for research teams that allows
running computational experiments on big shared datasets, obtaining reproducible and
repeatable results, and consistent comparisons of the obtained results. REP supports many
data formats including ROOT, allowing for easy integration with existing HEP software and
analyses. We present some key features of REP based on case studies which include trigger
optimization and physics analysis studies at the LHCb experiment, as well as an example
case of applying the prototype of such a system in Information Retrieval research that led
to a performance increase of two orders of magnitude.
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Recent advancements in user-job management with
Ganga

Abstract

The Ganga project (http://cern.ch/ganga) has long been used by several experimental
communities within HEP, most notably Atlas and LHCb. This talk describes the most
recent developments in job submission and management within Ganga with a focus on
newly developed tools and features. Ganga offers a powerful unified interface for submitting
complex user-jobs to many different backends, this allows the user to exploit their available
computing resources without the need to worry about implementation details. The release
of Ganga 6.1 in 2014/2015 will offer a new unified approach to file management within
distributed analyses. One of the benefits of this is that it will allow for a user’s data to be
transferred directly between worker nodes and various storage solutions without the need
for a centrally managed instance of Ganga. In addition to this, Ganga now also supports a
powerful new job queuing system. This system allows for users to perform job manipulation
in a more automated way, providing them with more freedom over their job management.
Working closely with recent developments in DIRAC, Ganga will soon support bulk job
submission to the grid allowing users to more easily exploit the currently available distributed
resources. Alongside this, and with recent GridPP developments at Imperial College, Ganga
offers an out of the box solution for experiments looking to work with vanilla DIRAC. Ganga
offers a modular codebase allowing for smaller experiments to easily adopt it with the ability
to readily expand and develop additional modules to suit their particular requirements.
Offering support for multiple HEP experiments Ganga development follows a “release early,
release often” mantra. This allows for the development of new features whilst still focusing
on stability and support for the existing user-base. Recent Ganga developments have also
added a new Jenkins based unit-testing system to provide more comprehensive testing and
debugging.
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Abstract ID : 411

ROOT 6 and beyond: TObject, C++14 and many
cores.

Abstract
Following the release of version 6, ROOT has entered a new area of development. It will
leverage the industrial strength compiler library shipping in ROOT 6 and its support of the
C++11/14 standard, to significantly simplify and harden ROOT’s interfaces and to clarify
and substantially improve ROOT’s support for multi-threaded environments.
This talk will also recap the most important new features and enhancements in ROOT in
general, focusing on those allowed by the improved interpreter and better compiler support,
including I/O for smart pointers, easier type safe access to the content of TTrees and
enhanced multi processor support.

Primary author(s) : CANAL, Philippe (Fermi National Accelerator Lab. (US))

Co-author(s) : NAUMANN, Axel (CERN); VASILEV, Vasil Georgiev (CERN); PIPARO,
Danilo (CERN)

Presenter(s) : CANAL, Philippe (Fermi National Accelerator Lab. (US))

Track Classification : A05 Data analysis; A06 Data stores; A10 Multi-discipline / multi-
experiment topic; T02 Event processing frameworks; T03 Data structures and algorithms;
T06 Storage systems; T08 Software design; T12 Parallel programming; T17 High performance
computing
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by CANAL, Philippe on Friday 24 October 2014

December 6, 2014 Page 72



21st Internatio� . . . / Report of Abstracts Data-driven estimation of neut� . . .

Abstract ID : 412

Data-driven estimation of neutral pileup particle
multiplicity in high-luminosity hadron collider

environments

Abstract

The contamination from low-energy strong interactions is a major issue for data analysis
at the Large Hadron Collider, particularly with reference to pileup, i.e. to proton-proton
collisions from other bunch crossings. With a view to improving on the performance of
pileup subtraction in higher-luminosity regimes, particle weighting methods have recently
been proposed whereby the weights are used to rescale the particle four-momentum vectors.
We describe an algorithm based on a different approach that instead employs the weights to
reshape the particle-level kinematic distributions in the data. We have applied the algorithm
to the task of estimating the number of neutral pileup particles in different kinematic regions
inside individual simulated events. Because of the simplicity and parallelisation potential of
this technique, we foresee the possibility of using it in conjunction with existing methods at
the reconstruction level in future high-luminosity hadron collider environments.
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GPU Accelerated Event-by-event Reweighting for a
T2K Neutrino Oscillation Analysis

Abstract

The Tokai-to-Kamioka (T2K) experiment is a second generation long baseline neutrino
experiment, which uses a near detector to constrain systematic uncertainties for oscillation
measurements with its far detector. Event-by-event reweighting of Monte Carlo (MC)
events is applied to model systematic effects and construct PDFs describing predicted event
distributions. However when analysing simultaneously several data samples from both near
and far detectors, the computational overhead can become a limiting factor in an oscillation
analysis. Because reweighting each MC event is an independent process, it can be parallelized
using graphics processing units (GPUs). For a recent T2K analysis, several bottlenecking
calculations were offloaded onto NVIDIA GPUs using CUDA: the calculation of oscillation
probabilities with matter effects and the evaluation of non-linear parameter responses
with cubic splines. Individually, these methods achieved 40-180x speed-ups in standalone
benchmarks. When implemented into the analysis software suite, an improvement of ˜20x
was seen to the overall analysis. This talk will discuss the motivation and implementation of
GPU reweighting into the T2K oscillation analysis, and prospects for further improvements
using GPUs.
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Abstract ID : 417

CosmoSIS: a system for MC parameter estimation

Abstract
CosmoSIS [http://arxiv.org/abs/1409.3409] is a modular system for cosmological parameter
estimation, based on Markov Chain Monte Carlo (MCMC) and related techniques. It
provides a series of samplers, which drive the exploration of the parameter space, and a series
of modules, which calculate the likelihood of the observed data for a given physical model,
determined by the location of a sample in the parameter space. While CosmoSIS ships
with a set of modules that calculate quantities of interest to cosmologists, there is nothing
about the framework itself, nor in the MCMC technique, that is specific to cosmology. Thus
CosmoSIS could be used for parameter estimation problems in other fields, including HEP.
This presentation will describe the features of CosmoSIS and show an example of its use
outside of cosmology. It will also discuss how collaborative development strategies differ
between two different communities: that of HEP physicists, accustomed to working in large
collaborations, and that of cosmologists, who have traditionally not worked in large groups.
For example, because there is no collaboration to enforce a language choice, the framework
supports programming in multiple languages. Additionally, since scientists in the cosmology
community are used to working independently, a system was needed for helping ensure that
proper attribution is given to authors of contributed algorithms.
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Scientific Workflows Using Science Gateway
Technology

Abstract
The scientific discovery process can be advanced by the integration of independently-
developed programs run on disparate computing facilities into coherent workflows usable
by scientists who are not experts in computing. For such advancement, we need a system
which scientists can use to formulate analysis workflows, to integrate new components to
these workflows, and to execute different components on resources that are best suited
to run those components. In addition, we need to monitor the status of the workflow as
components get scheduled and executed, and to access the intermediate and final output for
visual exploration and analysis. Finally, it is important for scientists to be able to share
their workflows with collaborators.
We are involved with two projects using web-based science gateway technology to enable cos-
mological research, using Galaxy, an “open web-based platform for data intensive biomedical
to enable cosmological research”. One is a Portal for Data Analysis Services for Cosmological
Simulations (PDACS). The main purpose of the PDACS project is to maximize the science
output from large simulated cosmological datasets. The main simulation data that will be
available is the Hybrid/Hardware Accelerated Cosmology Code (HACC) simulation sample
currently stored at the National Energy Research Scientific Computing Center (NERSC). The
initial thrust of PDACS is to permit the running of complex scientist-contributed analysis
tools that operate on this large dataset, without specialized knowledge of the underlying
systems that are required to operate those tools on such a dataset. The second project is
the production of a demonstration analysis portal for the Large Synoptic Survey Telescope
(LSST) Dark Energy Science Collaboration (DESC). Following upon the development of
several detailed use cases, we have begun to use Galaxy to implement an analysis portal
that would allow scientists to run complicated workflows that involve the use of a variety
of computational resources (including grid resources, supercomputing resources at NERSC,
and local compute nodes) for the execution of workflows on simulations of LSST images.
In this paper, we present a brief description of the Galaxy framework, describe the kinds of
extensions to the system we have found necessary in order to support the wide variety of
scientific analysis in the cosmology community, and discuss how similar efforts might be of
benefit to the HEP community.
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ALFA: The new ALICE-FAIR software framework

Abstract
The commonalities between the ALICE and FAIR experiments and their computing re-
quirements lead to the development of large parts of a common software framework in an
experiment independent way. The FairRoot project has already shown the feasibility of such
an approach for the FAIR experiments and extending it beyond FAIR to experiments at
other facilities. The ALFA framework is a joint development between ALICE Online-Offline
(O2) and FairRoot teams.
ALFA is designed as a flexible, elastic system, which balances reliability and ease of devel-
opment with performance using multi-processing and multi-threading. A message-based
approach has been adopted; such an approach will support the use of the software on different
hardware platforms, including heterogeneous systems. Each process in ALFA assumes limited
communication and reliance on other processes. Such a design will add horizontal scaling
(multiple processes) to “vertical scaling” provided by multiple threads to meet computing
and throughput demands. ALFA does not dictate any application protocols. Potentially, any
content-based processor or any source can change the application protocol. The framework
supports different serialization standards for data exchange between different hardware and
software languages. The concept and design of this new framework as well as the already
implemented set of utilities and interfaces will be presented.
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Abstract ID : 425

Online/Offline reconstruction of trigger-less readout
in the R3B experiment at FAIR

Abstract

The R3B (Reactions with Rare Radioactive Beams) experiment is one of the planned
experiments at the future FAIR facility at GSI Darmstadt. R3B will cover experimental
reaction studies with exotic nuclei far off stability, thus enabling a broad physics programs
with rare-isotope beams with emphasis on nuclear structure and dynamics. Several different
detection subsystems as well as sophisticated DAQ system and data-analysis software are
being developed for this purpose. The data analysis software for R3B is based on FairRoot
framework and called R3BRoot. R3BRoot is being used for simulation and detector design
studies for the last few years. Recently, it was successfully used directly with the data
acquisition and for the analysis of the R3B test beam-time in April 2014. For the future
beam times the framework has to deal with the free streaming readout of the detectors. The
implementation within R3BRoot to fulfill this trigger-less run mode will be presented as
well as the set of tools developed for the online reconstruction and quality assurance of the
data during the run.
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MiniAOD: A new analysis data format for CMS

Abstract

The CMS experiment has developed a new analysis object format (the “mini-AOD") targeted
to be less than 10% of the size of the Run 1 AOD format. The motivation for the Mini-AOD
format is to have a small and quickly derived data format from which the majority of
CMS analysis users can perform their analysis work. This format is targeted at having
sufficient information to serve about 80% of CMS analysis, while dramatically simplifying
the disk and I/O resources needed for analysis. This improvement should bring substantial
improvements in resource needs and turn-around time for analysis applications. Such large
reductions were achieved using a number of techniques, including defining light-weight
physics object candidate representations, increasing transverse momentum thresholds for
storing physics-object candidates, and reduced numerical precision when it is not required at
the analysis level. In this contribution we discuss the critical components of the mini-AOD
format, our experience with its deployment and the planned physics analysis model for Run
2 based on the mini-AOD.
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Abstract ID : 437

Redundant Web Services Infrastructure for Data
Intensive and Interactive Applications

Abstract
RESTful web services are popular solution for distributed data access and information
management. Performance, scalability and reliability of such services is critical for the
success of data production and analysis in High Energy Physics as well as other areas of
science.
At FNAL, we have been successfully using HTTP/REST-based data access architecture to
provide access to various types of data, in particular, access to scientific databases. We have
built a simple yet versatile infrastructure which allows us to use redundant copies of web
application servers to increase service performance, scalability and availability. It is designed
to handle both state-less and state-full data access methods using distributed web server.
The redundant infrastructure allows us to add or remove individual application servers at any
time without a visible interruption of the service. This infrastructure has been successfully
used for several years now with data web services as well as with interactive web applications.
We will present components of our infrastructure and several examples of how it can be
used.
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Abstract ID : 446

org.lcsim: A Java-based tracking toolkit

Abstract

We describe a software toolkit for full event simulation and reconstruction in silicon tracking
detectors. It features modular packages providing sophisticated simulations of the response
of silicon detectors to the passage of charged particles. Sensor classes allow very detailed
descriptions of charge carrier movement in silicon detectors: one can list the collecting,
absorbing and reflecting regions, properties of silicon (doping, mobility, diffusion length,
etc.), and electric and magnetic fields (including TCAD maps). After the charge carriers
are generated and collected, the electronics simulation processes this into digital signals.
We have defined an interface to specify how any such simulation should communicate with
other parts of the package. Since details of signal processing are very sensor specific, it is
anticipated that any sensor option will have its own class handling such processing, but
we have implemented a number of readout technologies of interest to HEP detectors, such
as CCDs and active pixel devices. Common to all the specific electronics simulation are
the addition of electronics noise, propagation of the signal to readout, thresholding, and
digitization of the signal. The final output is then a list of electronics channels with their
corresponding ADC counts, and optionally the time for the signal, replicating the readout
from a real detector. We also provide code for cluster finding, pattern recognition, track-
finding and fitting, and analysis. The detector is defined by the same xml input files used
for the Geant4 detector response simulation, ensuring that simulation and reconstruction
geometries are always commensurate by construction. We describe an easy-to-use software
toolkit used to fully simulate all aspects of silicon trackers, from signal development in
pixels and microstrips, through pattern recognition and track fitting, to analysis. Originally
developed within the context of collider detector development for the ILC, it is being used
by the Heavy Photon Search Detector, a fixed-target experiment at the Thomas Jefferson
National Laboratory. We will describe its use and performance in a running experiment.
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Abstract ID : 453

A Data Summary File Structure and Analysis Tools
for Neutrino Oscillation Analysis at the NOvA

Experiment

Abstract

The NuMI Off-axis Neutrino Experiment (NOvA) is designed to study neutrino oscillations
in the NuMI beam at Fermilab. Neutrinos at the Main Injector (NuMI) is currently being
upgraded to provide 700 kW for NOvA. A 14 kt Far Detector in Ash River, MN and a
functionally identical 0.3 kt Near Detector at Fermilab are positioned 810 km apart in
the NuMI beam line. The fine granularity of the NOvA detectors provides a detailed
representation of particle trajectories. The data volume associated with such granularity,
however, poses problems for analyzing data with ease and speed. NOvA has developed
a data summary file structure which discards the full event record in favor of higher-
level reconstructed information. A general-purpose framework for neutrino oscillation
measurements has been developed for analysis of these data summary files. We present the
design methodology for this new file format as well as the analysis framework and the role it
plays in producing NOvA physics results.
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The Linear Collider Software Framework

Abstract

Detectors at future electron-positron linear colliders such as ILC or CLIC will require
unprecedentedly precise tracking, vertexing, and calorimetry in order to meet the ambitious
physics goals of the experimental program. The physics performance of different detector
geometries and technologies has to be realistically estimated. These assessments require
sophisticated and flexible full detector simulation and reconstruction software. At the
heart of the linear collider detectors lies the particle flow reconstruction. The goal of
unambiguously associating tracks and showers to individual particles requires the combination
of precise, lightweight trackers combined with fine-grained “imaging” calorimeters and
advanced clustering software. Detailed physics and detector optimization studies are taking
place in the CLICdp, ILD, and SiD groups. The similarities between the different detector
concepts allow for the use of common software tools. All the concepts share an event data
model and persistency format which enables the sharing of files and applications across
the concepts. Particle flow clustering, vertexing and flavor tagging is already provided by
standalone packages via lightweight interfaces. In the near future the geometry information for
all detector layouts will be provided by a common source for the simulation and reconstruction
programs, providing further re-use of software between the collaborations. In addition, a
track reconstruction package is currently under development. The sharing and development
of flexible software tools not only saves precious time and resources, the use of common tools
for different detectors also helps to uncover bugs or inefficiencies that would be harder to
spot without multiple users. The concept of generic software tools and some of the programs
themselves can be beneficial to experiments beyond the linear collider community.
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Rate-Equation -based model for describing the
resonance laser ionization process

Abstract
The nucleus perturbs the atomic energy levels of atoms and ions at the ppm level and
although this is a small absolute effect it is readily probed and measured by modern laser
spectroscopic methods. These methods are particularly suitable for the study of short-lived
radionuclides with lifetimes as short as a few milliseconds and production rates often only
a few isotopes/isomers per second in the case of resonance laser ionization spectroscopy
(RIS)1. This ionization technique, which utilizes stepwise excitation of the unique atomic
state of different elements, has been demonstrated to be a powerful tool for probing nuclei
far from stability[2, 3].
The analysis of the RIS hyperfine spectra is typically performed with the help of relative
intensities calculated using angular momentum coupling. The analysis yields the nuclear
magnetic dipole and electric quadrupole moments and changes in mean-square charge radii
in a model-independent manner. However, recent studies have observed that the relative
intensities of the measured hyperfine transitions do not necessarily follow the calculated
intensities. This has partially been attributed to optical pumping effects which are not
addressed by the typical procedures. Due to this new methods, based on modeling the
complete ionization process [4], are required to restrict the number of free parameters during
analysis.
Here we present a model for resonance ionization process based on rate-equations as a
stepping stone towards a density matrix -based model. The software is written in C++
utilizing Boost Odeint, Eigen and Sundials -libraries. In addition, the software facilitates
parallel solving capabilities through the OpenMP library.
1 T. Cocolios et al., Phys. Rev. Lett. 103,(2009), 102501
2 R. Ferrer et al., Phys.Lett. B 728, (2014), 191
3 S. Rothe et al., Nat.Commun.4, (2013), 1835.
[4] S. Gheysen et al., Phys Rev C 69, (2004), 064310
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Using R in ROOT with the ROOT-R package

Abstract

ROOT is a C++ data analysis framework, providing advanced statistical methods needed by
the HEP experiments for analysing their data. R is a free software framework for statistical
computing, which complements the functionality of ROOT, by including some of the latest
tools developed by statistics and computing research groups. We will present the ROOT-R
package, a module in ROOT, which allows to use from the ROOT environment R functions
using the low-level R C++ API provided by R. This interface opens the possibility to use in
ROOT and with data stored in ROOT objects, the very large set of statistical tools present
in R. We will describe how this interface works, by converting ROOT C++ objects in R’s
objects, which can be passed to the R functions and then by converting the result back in
ROOT objects. We will show as well examples how the R tools can be used inside ROOT,
in particular by presenting a ROOT plug-in module based on the R optimization package,
which can be used to minimise functions in ROOT and also for fitting.
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Abstract ID : 475

New developments in the ROOT function and
fitting classes

Abstract

Several improvements have been introduced in the new version 6 of ROOT in the Math
work package. We will report on the improvements in the ROOT function classes used for
fitting data objects like histograms or trees. These include the usage of a new TFormula
class, based on the capabilities Cling, which makes easier for the user to build complex
expressions, which can be compiled on-the fly using the JIT provided by Cling. We will
present also how the ROOT function classes have been now extended with the capabilities
to auto-normalise, making them usable as probability density functions in fitting. We will
show how the functions can be added together, to perform an extended likelihood fit of
several normalised components, and also how it is possible to perform function convolution
using the Fourier transforms, provided in ROOT by the FFTW package. Finally, we will
present the changes in the function interfaces needed to use SIMD vectorisation to speed-up
the function evaluation in fitting.
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Clad - Automatic Differentiation Using Cling in
ROOT

Abstract

Differentiation is ubiquitous in high energy physics, for instance for minimization algorithms
used for fitting and statistical analysis, detector alignment and calibration, and for theoretical
physics. Automatic differentiation (AD) avoids well-known limitations in round-offs and
speed, which symbolic and numerical differentiation suffer from, by transforming the source
code of functions. We will present how AD can be used to compute the gradient of multi-
variate functions and functor objects. We will explain approaches to implement an AD
tool. We will show how LLVM, Clang and Cling (ROOT’s C++11 interpreter) simplifies
the creation of such a tool. We describe how the tool will be integrated within ROOT to
be used by statistical tools such as RooFit and RooStats. We will demonstrate a simple
proof-of-concept prototype, called clad, which is able to generate n-th order derivatives of
C++ functions and other language constructs. We also demonstrate how clad can offload
laborious computations from the CPU using OpenCL.
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High performance data analysis via coordinated
caches

Abstract
With the second run period of the LHC, high energy physics collaborations will have to face
increasing computing infrastructural needs. Opportunistic resources are expected to absorb
many computationally expensive tasks, such as Monte Carlo event simulation. This leaves
dedicated HEP infrastructure with an increased load of analysis tasks that in turn will need
to process an increased volume of data. In addition to storage capacities, a key factor for
future computing infrastructure is therefore input bandwidth available per core.
Modern data analysis infrastructure relies on one of two paradigms: data is kept on dedicated
storage and accessed via network or distributed over all compute nodes and accessed locally.
Dedicated storage allows data volume to grow independently of processing capacities, whereas
local access allows processing capacities to scale linearly. However, with the growing data
volume and processing requirements, HEP will require both of these features.
For enabling adequate user analyses in the future, the KIT CMS group is merging both
paradigms: High-throughput data is spread over a local disk layer on compute nodes,
while any data is available from an arbitrarily sized background storage. This concept is
implemented as a pool of distributed caches, which are loosely coordinated by a central
service. A Tier 3 prototype cluster is currently being set up for performant user analyses of
both local and remote data.
The contribution will discuss the current topology of computing resources available for HEP
user analyses. Based on this, an overview on the KIT CMS analysis cluster design and
implementation is presented. Finally, operational experience in terms of performance and
reliability is presented.
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Background decomposition of the GERDA data with
BAT

Abstract
GERDA is an ultra-low background experiment, designed to search for the neutrinoless
double beta decay of Ge-76. The main background sources of such an experiment are minute
radioactive ontaminations of the experimental setup itself. Gaining a good understanding of
the individual contributions to this radioactive background is vital not only for data analysis,
but also guides the design of the next stage of the experiment.
The Bayesian Analysis Toolkit (BAT) was used to perform a full background decomposition
of the GERDA Phase-I data. The Bayesian approach allowed the implementation of prior
knowledge and the ability to handle competing models in a consistent way. It also yields a
straightforward uncertainty propagation, taking the correlations between model components
into account.
We describe the formulation of the analysis problem and the technical realization. The
techniques described here are of general validity and interest, and have proven to be very
successful.
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Processing of data from innovative parabolic strip
telescope.

Abstract
This paper presents innovative telescope design based on usage of parabolic strip as objective.
Isaac Newton was the first one to solve problem of chromatic aberration, which is caused
by difference in refractive index in lens. This problem was solved by new kind of telescope
with mirror used as objective. There are many different kind of telescopes. The most basic
one is lens telescope. This kind of telescope uses set of lenses. The next type is mirror
telescope. Objective of such telescope can be concave mirror, spherical parabolic mirror or
hyperbolically shaped mirror. Lens speed is depending directly on surface of the mirror.
Both kinds can be combined. Such telescope composes of at least two mirrors and set of
lenses. Light is bounced of the primary mirror to the secondary one and then to the lens
system. This type has smaller sizes, but also smaller lens speed.
The telescope design presented in this paper have parabolic strip as objective. Observed
objects are projected as line in picture plane. Each line, which size is equal to size of
strip, corresponds to sum of intensities of light coming perpendicular to objective from
observed object. Series of pictures taken with different rotation and processed by special
reconstruction algorithm is needed to get 2D pictures. The telescope can be also used for
fast detection of objects. The rotation and multiple pictures are not need in this mode, just
one picture of mirror is needed.
The greatest advantage of the parabolic strip telescope is its simpler and cheaper construction.
Just two holders with cut-out for parabolic strip and strip from reflective flexible material are
needed to create the objective. Tension in the strip material guarantees stability and precision
of the reflective surface shape. Main idea of reconstruction is based on the same principle as
CT (Computer Tomography); reconstruction of 2D image by usage of Radon transformation
principle from 1D samples. Four algorithms were implemented and tested. The most basic
one is summation algorithm. It is based on sequential summation of projections (adjusted
pictures taken during rotation of the telescope). It algorithm is very fast and very useful for
verification of basic functionality of the whole setup. Multiplicative algorithm is improved
version of summation algorithm. It is based on mutual multiplication of picture matrixes.
Main advantage of this algorithm is primarily in ability to easily clean dark point from final
matrix and thus suppress noise in the reconstructed 2D picture. Disadvantage is complicated
weighting of matrixes during multiplication. The third one is iterative algorithm. This
approach is base on multiplication in steps. Pictures are divided into subsets. These subsets
are multiplicated and until the reconstructed image is created. Idea of subsets came from
CT image processing. The last algorithm, for processing of pictures from parabolic strip
telescope, is Filtered Back Projection method. It is not possible to directly use inverse radon
transformation despite the fact that telescope is based on principle of Radon transformation.
It is mainly because radon transformation does not have guaranteed analytic solution, thus
approximation of this algorithm is used. This approximation is known as Filtered Back
Projection and was originally used for reconstruction of the picture from CT. Final picture
processed by this method is usually of very good quality and algorithm itself is very well
adjustable for particular problem thanks to wide variety of filters.
Construction of whole telescope is relatively simple. It composes of four parts. The base is
multi-axis astronomical tripod with automatic Earth movement corrections. The second part
is firm holder for servomotor. This servomotor is responsible for rotation of the objective of
telescope. Furthermore the CDD camera is attached to the telescope in focal point. Image
from objective is projected directly on the CCD chip without any other optical elements.
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The support elements are made of aluminum and duralaluminum. Whole surface is anodized
to black color to minimize light reflection. Mirror holders are made of hardened plastic.
The building of many observatories all around the world is possible thanks to low cost of this
design. Observation of large part of the sky would be possible by such system of telescopes
with big objective and angular freedom of about 15 degrees. This system is also fit for usage
in satellite construction, thanks to the low weight. Best place for such telescope, is an orbit
of the Earth, where all the adverse effects of the atmosphere are absent and construction
of hundreds meters large objective can be made. Telescope of this magnitude can make
observation of distant stars and search for exoplanets more precise and easier. Resolution of
the 120 cm large parabolic strip telescope based on preliminary calculation, equal those of
parabolic telescope with 150 cm diameter. This design has yet another very unique usage.
Telescope can be used for observation outside of visible spectrum, more precisely wavelength
of X-Ray and gama, by exchange of parabolic strip material.
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Discovering matter-antimatter asymmetries with
GPUs

Abstract

The LHCb experiment has recorded the world’s largest sample of charmed meson decays.
The search for matter-antimatter asymmetries in charm sector requires high precision
analysis and thus intensive computing. This contribution will present a powerful method to
measure matter-antimatter asymmetries in multi-body decays where GPU systems have been
successfully exploited. In this method, local asymmetries in phase-space distributions were
explored with an unbinned approach, and the parallelisation of GPU makes this approach
feasible for the first time. The performance including on GPUs on the grid will be discussed
in detail. With this new method, the world’s best sensitivities to particular decay channels
have been achieved.
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The Heavy Photon Search Experiment Software
Environment

Abstract

The Heavy Photon Search (HPS) is an experiment at the Thomas Jefferson National
Accelerator Facility (JLab) designed to search for a hidden sector photon (A’) in fixed target
electroproduction. It uses a silicon microstrip tracking and vertexing detector inside a dipole
magnet to measure charged particle trajectories and a fast electromagnetic calorimeter
just downstream of the magnet to provide a trigger and identify electrons. As the first
stage of this project, the HPS Test Run apparatus was constructed and operated in 2012
to demonstrate the experiment’s technical feasibility and to confirm that the trigger rates
and occupancies were as expected. The full detector is currently being installed and will
be commissioned starting in November, 2014. Data taking is expected to commence in
the spring of 2015. The HPS experiment uses both invariant mass and secondary vertex
signatures to search for the A’. The overall design of the detector follows from the kinematics
of A’ production which typically results in a final state particle within a few degrees of the
incoming beam. The occupancies of sensors near the beam plane are high, so high-rate
detectors, a fast trigger, and excellent time tagging are required to minimize their impact.
The trigger comes from a highly-segmented lead-tungstate crystal calorimeter located just
downstream of the dipole magnet. The detector was fully simulated using the flexible and
performant Geant4-based program slic (abstract 445, this conference). Simulation of the
readout and the event reconstruction itself were performed with the Java-based software
package org.lcsim (abstract 445, this conference).. The simulation of the detector readout
includes full charge deposition, drift and diffusion in the silicon wafers, followed by a detailed
simulation of the readout chip and associated electronics. Full accounting of the occupancies
was performed by overlaying the expected number of beam backgrounds. Track, cluster and
vertex reconstruction for both simulated and real data will be described and preliminary
comparisons of the expected and measured detector performance will be presented. We will
begin with an overview of the physics goals of the experiment followed by a short description
of the detector design. We will then describe the software tools used to design the detector
layout and simulate the expected detector performance. Finally, the event reconstruction
chain will be presented.
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Abstract ID : 521

The ROOT 6 Runtime: Interpreter and Type
Information

Abstract
ROOT 6 can do all of C++ - thanks to its interpreter cling which in turn is based on the
industrial strength compiler llvm / clang. With the transition from CINT to cling, all the
runtime type information infrastructure (the well known “dictionaries") had to be adapted,
too.
This contribution will explain how the binding of user and experiment classes to ROOT
currently happens and how this binding is migrated to C++ modules. These same modules
are also considered for inclusion in the upcoming C++ standards, where they are seen
as a way to accelerate compilation time by factors. The presentation will showcase the
advantages of using a compiler as an interpreter back-end and introduce the current areas of
development for the interpreter.
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Abstract ID : 538

4-Dimensional Event Building in the First-Level
Event Selection of the CBM Experiment.

Abstract
The future heavy-ion experiment CBM (FAIR/GSI, Darmstadt, Germany) will focus on the
measurement of very rare probes at interaction rates up to 10 MHz with data flow of up to
1 TB/s. The beam will provide free stream of beam particles without bunch structure. That
requires full online event reconstruction and selection not only in space, but also in time,
so-called 4D event building and selection. This is a task of the First-Level Event Selection
(FLES).
The FLES reconstruction and selection package consists of several modules: track finding,
track fitting, short-lived particles finding, event building and event selection. Since all
detector measurements contain also time information, the event building is done at all stages
of the reconstruction process. The input data are distributed within the FLES farm in
a form of so-called time-slices, which time length is proportional to a compute power of
a processing node. A time-slice is reconstructed in parallel between cores within a CPU,
thus minimizing communication between CPUs. After all tracks of the whole time-slice are
found and fitted in 4D, they are collected into clusters of tracks originated from common
primary vertices, which then are fitted, thus identifying 4D interaction points registered
within the time-slice. Secondary tracks are associated with primary vertices according to
their estimated production time. After that short-lived particles are found and the full e
vent building process is finished. The last stage of the FLES package is a selection of events
according to the requested trigger signatures.
We describe in details all stages of the FLES package and present results of tests on many-
core computer farms with up to 3000 cores, focusing mainly on parallel implementations of
the track finding and the event building stages as the most complicated and time consuming
parts of the package. The track finding efficiency remains stable and the processing time
grows as a polynomial of second order with respect to the number of events in the time-slice.
The first results of J/psi selection are presented and discussed.
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