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Abstract ID : 8

Modular and scalable RESTful API to sustain STAR
collaboration’s record keeping

Abstract
STAR collaboration’s record system is a collection of heterogeneous and sparse information
associated to each members and institutions. In its original incarnation, only flat information
were stored revealing many restrictions such as the lack of historical change information, the
inability to keep track of members leaving and re-joining or the ability to easily extend the
saved information as new requirements appear.
In mid-2013, a new project was launched covering for an extensive set of revisited requirements.
The requirements led us to a design based on a RESTful API, back-end storage engine
relying on key/value pair data representation model coupled with a tiered architecture design.
This design was motivated by the fact that unifying many STAR tools, relying on the same
business logic and storage engine, was a key and central feature for the maintainability
of records. This central service API would leave no ambiguities and provide easy service
integration between STAR tools.
The new design stores the changes in records dynamically and allows tracking the changes
chronologically. The storage engine is extensible as new field of information emerges (member
specific or general) without affecting the presentation or the business logic layers. The
new record system features a convenient administrative interface, fuzzy algorithms for data
entry and search and provides basic statistics and graphs. Finally, this modular approach
is supplemented with access control, allowing sensitive information and administrative
operations away from public users.
In this contribution, we will review the requirements, present our design and its benefits as
well as illustrate the power of the approach using practical examples for record keeping in a
large collaboration like STAR.

Primary author(s) : SHANMUGANATHAN, Prashanth (Kent State University, USA); Dr.
LAURET, Jerome (BROOKHAVEN NATIONAL LABORATORY); ARKHIPKIN, Dmitry
(Brookhaven National Laboratory)
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Abstract ID : 56

ALDIRAC, a commercial extension to DIRAC

Abstract
We provide a report on ALDIRAC, the first DIRAC extension for a commercial application.
DIRAC is a complete distributed computing solution, initially implemented for the LHCb
experiment but now used by a wider community. The ALDIRAC extension is designed for
the Alpes Lasers SA company in Neuchatel, Switzerland, to perform the simulation of the
properties of Quantum Cascade Lasers on a Cloud system, namely Amazon EC2.
In this report, we will demonstrate that DIRAC is well suited to be used as a commercial
solution. We will put an emphasis on the software developments required to use it in such
a context. In particular, the resources used will be detailed. Moreover, as the Intellectual
Property is an essential aspect of the business, a special treatment of the simulation software
installation was implemented. Additional developments were necessary: due to the limited
in-house computing resources, in particular network bandwidth, a system was designed to
automatically deploy a complete DIRAC server on Amazon EC2 based on external signals.
The machines provided by Amazon EC2 give the ability to quickly scale up and down the
capabilities of the service. We will show the challenges faced and the solutions provided to
allow agility with controlled costs. Finally the chosen data model will be presented: it is
based on a postgresql database, where the every simulation result is stored individually. A
set of meta data is used to select interesting simulation results.

Primary author(s) : Dr. POSS, Stephane Guillaume (Alpes Lasers SA)

Co-author(s) : GRACIANI DIAZ, Ricardo (University of Barcelona (ES)); Dr. TSARE-
GORODTSEV, Andrei (CPPM, Aix-Marseille Université, CNRS/IN2P3, Marseille, France)
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Abstract ID : 82

Towards a production volunteer computing
infrastructure for HEP

Abstract

Using virtualisation with CernVM has emerged as a de-facto standard among HEP experi-
ments; it allows for running of HEP analysis and simulation programs in cloud environments.
Following the integration of virtualisation with BOINC and CernVM(link is external), first
pioneered for simulation of event generation in the Theory group at CERN, the LHC ex-
periments ATLAS, CMS and LHCb have all adopted volunteer computing as part of their
strategy to benefit from opportunistic computing resources. This presentation will describe
the current technology for volunteer computing and the evolution of the BOINC service at
CERN from project support for LHC@home(link sends e-mail) towards a general service. It
will also provide some recommendations for teams and experiments wishing to benefit from
volunteer computing resources.

Primary author(s) : Dr. MARQUINA, Miguel (CERN); HOIMYR, Nils (CERN)

Co-author(s) : ASP, Tomi Juhani (University of Jyvaskyla (FI)); JONES, Pete (CERN); GON-
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Abstract ID : 104

CMS@Home: Enabling Volunteer Computing Usage
for CMS

Abstract

Volunteer computing remains an untapped opportunistic resource for the LHC experiments.
The use of virtualization in this domain was pioneered by the Test4theory project and
enabled the running of high-energy particle physics simulations on home computers. This
paper describes the model for CMS to run workloads using a similar volunteer computing
platform. It is shown how the original approach is explored to map onto the existing CMS
workflow and identifies missing functionality along with the components and changes that are
required. The final implementation of the prototype is detailed along with the identification
of areas that would benefit from further development.

Primary author(s) : FIELD, Laurence (CERN)

Co-author(s) : Mr. BORRAS, Hendrik (Heidelberg University); SPIGA, Daniele (CERN); RI-
AHI, Hassen (CERN)

Presenter(s) : FIELD, Laurence (CERN)
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Abstract ID : 118

Open access to high-level data and analysis tools in
the CMS experiment at the LHC

Abstract

The CMS experiment, in recognition of its commitment to data preservation and open access
as well as to education and outreach, has made its first public release of high-level data: up
to half of the proton-proton collision data at 7 TeV from 2010 in CMS Analysis Object Data
format. CMS has prepared, in collaboration with CERN and the other LHC experiments,
an open data web portal based on Invenio. The portal provides access to CMS public data
as well as to analysis tools and documentation for the public. The tools include an event
display and histogram application that run in the browser. In addition a virtual machine is
available which contains a CMS software environment along with XRootD access to the data.
Within the virtual machine the public can analyse CMS data; example code is provided. We
describe the accompanying tools and documentation and discuss the first experience of data
use.

Primary author(s) : Dr. MC CAULEY, Thomas (University of Notre Dame (US))

Presenter(s) : Dr. MC CAULEY, Thomas (University of Notre Dame (US))
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Abstract ID : 125

Multimedia Content in the CERN Document Server

Abstract
The talk will focus on the recent developments done by the Multimedia team of the Digital
Library Services to better acquire grand-public content captured at CERN and disseminate
it to the general public.
In collaboration with the CERN communication unit and the Photo & Video Labs, the
team has built new facilities to transfer, disseminate and archive multimedia content on the
CERN Document Server Invenio-based platform. These original user-oriented features will
be introduced for both the owners of multimedia material and the people willing to search
for content.
Explanations on how new technologies have been used behind the scene will follow, together
with the details on how these developments have been carried out within the Invenio Open
Source Digital Library community. The evolution of the front-end into a modern multimedia
service will be explained as well as some on-going research work on automated face & object
recognition, with direct image tagging functionalities. The re-architecture of the back engine
to address the long-term preservation needs and the advantages of a new rich paradigm
supporting images embedded into albums will be described.
Finally, it will be shown the impressive peaks of use observed during major events and the
recent increase in the needs for new collections. The example of the acquisition of 130’000
CERN diapos from the years 1960th and 1970th will give to all attendees the opportunity
to discover not only the technical aspects of the process but also an overview of this unique
content.

Primary author(s) : Mr. LE MEUR, Jean-yves (CERN)

Co-author(s) : MARIAN, Ludmila (CERN); TZOVANAKIS, Charalampos (National
Technical Univ. of Athens (GR))
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Abstract ID : 135

ATLAS@Home : an entry point for ATLAS
Software and Computing outreach

Abstract

The ATLAS collaboration has setup a volunteer computing project called ATLAS@home.
Volunteers running Monte-Carlo simulation on their personal computer provide significant
computing resources, but also belong to a community potentially interested in HEP. Four
types of contributors have been identified, whose questions range from advanced technical
details to the reason why simulation is needed, how Computing is organized and how it relates
to society. The creation of relevant outreach material for simulation, event visualization and
distributed production will be described, as well as lessons learned while interacting with
the BOINC volunteers community.

Primary author(s) : ADAM BOURDARIOS, Claire (Laboratoire de l’Accelerateur Lineaire
(FR))

Co-author(s) : CAMERON, David (University of Oslo (NO)); FILIPCIC, Andrej (Jozef Stefan
Institute (SI)); LANCON, Eric Christian (CEA/IRFU,Centre d’etude de Saclay Gif-sur-Yvette
(FR)); Dr. WU, Wenjing (Institute of High Energy Physics,Chinese Academy of Sciences
(CN)); BIANCHI, Riccardo Maria (University of Pittsburgh (US))
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Abstract ID : 136

ATLAS@Home : an entry point for ATLAS
Software and Computing outreach

Abstract

The ATLAS collaboration has setup a volunteer computing project called ATLAS@home.
Volunteers running Monte-Carlo simulation on their personal computer provide significant
computing resources, but also belong to a community potentially interested in HEP. Four
types of contributors have been identified, whose questions range from advanced technical
details to the reason why simulation is needed, how Computing is organized and how it relates
to society. The creation of relevant outreach material for simulation, event visualization and
distributed production will be described, as well as lessons learned while interacting with
the BOINC volunteers community.

Primary author(s) : ADAM BOURDARIOS, Claire (Laboratoire de l’Accelerateur Lineaire
(FR))

Co-author(s) : CAMERON, David (University of Oslo (NO)); FILIPCIC, Andrej (Jozef Stefan
Institute (SI)); LANCON, Eric Christian (CEA/IRFU,Centre d’etude de Saclay Gif-sur-Yvette
(FR)); Dr. WU, Wenjing (Institute of High Energy Physics,Chinese Academy of Sciences
(CN)); BIANCHI, Riccardo Maria (University of Pittsburgh (US))
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Abstract ID : 150

The ATLAS Higgs Machine Learning Challenge

Abstract
High Energy Physics has been using Machine Learning techniques (commonly known as
Multivariate Analysis) since the 1990s with Artificial Neural Net and more recently with
Boosted Decision Trees, Random Forest etc. Meanwhile, Machine Learning has become a
full blown field of computer science. With the emergence of Big Data, data scientists are
developing new Machine Learning algorithms to extract meaning from large heterogeneous
data.
HEP has exciting and difficult problems like the extraction of the Higgs boson signal, and at
the same time data scientists have advanced algorithms: the goal of the HiggsML project
was to bring the two together by a “challenge”: participants from all over the world and
any scientific background could compete online to obtain the best Higgs to tau tau signal
significance on a set of ATLAS fully simulated Monte Carlo signal and background.
Instead of HEP physicists browsing through machine learning papers and trying to infer
which new algorithms might be useful for HEP, then coding and tuning them, the challenge
has brought realistic HEP data to the data scientists on the Kaggle platform, which is
well known in the Machine Learning community. The challenge has been organized by the
ATLAS collaboration associated to data scientists, in partnership with the Paris Saclay
Center for Data Science, CERN and Google. The challenge ran from May to September
2014, drawing considerable attention. 1785 teams participated, making it the most popular
challenge ever on the Kaggle platform. New Machine Learning techniques have been used
by the participants with significantly better results than usual HEP tools. This presentation
has two parts: the first one describes how a HEP problem was simplified (not too much!)
and wrapped up into an online challenge, the second what was learned from the challenge,
in terms of new Machine Learning algorithms and techniques which could have an impact
on future HEP analysis.

Primary author(s) : ROUSSEAU, David (LAL-Orsay, FR)

Co-author(s) : COWAN, Glen (Royal Holloway, University of London); ADAM BOUR-
DARIOS, Claire (Laboratoire de l’Accelerateur Lineaire (FR)); KÉGL, Balázs (LAL-Orsay,
FR); GERMAIN-RENAUD, Cecile (Laboratoire de Recherche en Informatique); GUYON,
Isabelle (Chalearn)
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Abstract ID : 170

ATLAS@Home: Harnessing Volunteer Computing
for HEP

Abstract

A recent common theme among HEP computing is exploitation of opportunistic resources
in order to provide the maximum statistics possible for Monte-Carlo simulation. Volunteer
computing has been used over the last few years in many other scientific fields and by CERN
itself to run simulations of the LHC beams. The ATLAS@Home project was started to allow
volunteers to run simulations of collisions in the ATLAS detector. So far many thousands
of members of the public have signed up to contribute their spare CPU cycles for ATLAS,
and there is potential for volunteer computing to provide a significant fraction of ATLAS
computing resources. Here we describe the design of the project, the lessons learned so far
and the future plans.

Primary author(s) : CAMERON, David (University of Oslo (NO))

Co-author(s) : ADAM BOURDARIOS, Claire (Laboratoire de l’Accelerateur Lineaire
(FR)); FILIPCIC, Andrej (Jozef Stefan Institute (SI)); LANCON, Eric Christian (CEA/IRFU,Centre
d’etude de Saclay Gif-sur-Yvette (FR)); Dr. WU,Wenjing (Institute of High Energy Physics,Chinese
Academy of Sciences (CN))
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Abstract ID : 248

Open access for ALICE analysis based on
virtualisation technology

Abstract

Open access is one of the prerequisites for long term data preservation for a HEP experiment.
To guarantee the usability of data analysis tools over long periods of time it is crucial that
third party users from the scientific community have access to the data and associated
software. The ALICE Collaboration has developed a layer of lightweight components built
on top of virtualisation technology to hide the complexity and details of the experiment-
specific software. Users can perform basic analysis tasks within CernVM, a lightweight
generic virtual machine, paired with an ALICE specific contextualisation. Once the virtual
machine is launched, a graphics user interface is automatically started without any additional
configuration. This interface allows to download the base ALICE analysis software and run
a set of ALICE analysis modules. Currently the available tools include fully documented
tutorials for ALICE analysis, such as the measurement of strange particle production or
the nuclear modification factor in Pb-Pb collisions. The interface can be easily extended to
include an arbitrary number of additional analysis modules. We will present the current
status of the tools used by ALICE through the CERN open access portal, our first user
experience and the plans for future extensions of this system.

Primary author(s) : GHEATA, Mihaela (ISS - Institute of Space Science (RO))

Co-author(s) : BUNCIC, Predrag (CERN); SCHUTZ, Yves (IN2P3 (FR) and CERN)
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Abstract ID : 249

Analysis of Public CMS Data on the VISPA Internet
Platform

Abstract

Within CERN’s new open data portal, the CMS collaboration provides a substantial fraction
of its recorded data to the public. To explore and analyse the data, computing resources, an
analysis framework, and documentation are required as well. While scientists can use C++
and the experiment software CMSSW in virtual machines, a simpler approach is needed, e.g.
for university students who are in the process of becoming familiar with data analyses in
particle physics. The VISPA Internet platform provides interactive access to CMS public
data together with analysis examples. Here, the Python programming language requires only
moderate programming skills. Computing resources are offered, such that CMS analyses can
be developed and executed from any device with a standard web browser. We report on the
concept of the Internet platform, and present experience gained on the worldwide usage of
the public CMS data.

Primary author(s) : FISCHER, Robert (Rheinisch-Westfaelische Tech. Hoch. (DE))

Co-author(s) : VAN ASSELDONK, Daniel (Rheinisch-Westfaelische Tech. Hoch. (DE)); FIS-
CHER, Benjamin (Rheinisch-Westfaelische Tech. Hoch. (DE)); GLASER, Christian (RWTH
Aachen); HEIDEMANN, Fabian (Rheinisch-Westfaelische Tech. Hoch. (DE)); MÜLLER, Gero
(Rheinisch-Westfaelische Tech. Hoch. (DE)); QUAST, Thorben (Rheinisch-Westfaelische Tech.
Hoch. (DE)); RIEGER, Marcel (Rheinisch-Westfaelische Tech. Hoch. (DE)); URBAN, Martin
(Rheinisch-Westfaelische Tech. Hoch. (DE)); WELLING, Christoph (Rheinisch-Westfaelische
Tech. Hoch. (DE))
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LHCb EventIndex

Abstract
The LHCb experiment routinely generates up to 10ˆ10 events per year. Organizing such an
amount of data in a convenient manner for interactive analysis is non-trivial. It becomes even
more complicated as every event undergoes several versions of reconstructions, and users
have to be able to navigate through many different versions of the same event. This paper
presents the LHCb EventIndex: an event search system designed for organizing LHCb events.
Its primary goal is to allow a fast selection of subsets of events fulfilling a combination of
high-level conditions, such as which trigger has fired, or how many muons were found in the
event.
The system is designed with scalability and extensibility in mind. We describe the part
of the system that deals with Grid scanning, event storage and user interface. Events are
stored by modern open-source NoSQL solutions, with row keys being organized so that
certain searches can be run with only a partial table scan. Such embarrassingly parallel
organization makes search time upper bound equal to a full scan of a regional server, a
constant independent of the total amount of data stored. User interaction is handled by a
master-slave python middleware.
We demonstrate the scalability of the system by performance evaluation on the real LHCb
datasets. This system is also being evaluated by the LHC ATLAS experiment.

Primary author(s) : ARTEMOV, Alexey (Yandex)

Co-author(s) : USTYUZHANIN, Andrey (Moscow Institute of Physics and Technology,
Moscow); Dr. CATTANEO, Marco (CERN); CHARPENTIER, Philippe (CERN); CLEMEN-
CIC, Marco (CERN); STAGNI, Federico (CERN); KAZEEV, Nikita (Moscow Institute of
Physics and Technology, Moscow)
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Abstract ID : 305

CernVM WebAPI - Controling Virtual Machines
from the Web

Abstract
Lately there is a trend in scientific projects to look for computing resources in the volunteering
community. In addition, to reduce the development effort required to port the scientific soft-
ware stack to all the known platforms, the use of Virtual Machines (VMs) as end-projects
is becoming increasingly popular. Unfortunately, the installation and the interfacing with
the existing volunteering computing infrastructure (such as BOINC) is left to the end-user,
therefore restricting even more the audience to only sufficiently software-capable people.
CernVM WebAPI is a software solution addressing this specific case in a way that opens wide
new application opportunities. It offers a very simple API for setting-up, controlling and
interfacing with a VM instance in the user’s computer, while in the same time offloading the
user from all the burden of downloading, installing and configuring the hypervisor. WebAPI
comes with a lightweight javascript library that guides the user through the application
installation process. Malicious usage is prohibited by offering a per-domain PKI validation
mechanism.
In this contribution we will overview this new technology, discuss its security features and
examine some test cases where it is already in use.

Primary author(s) : CHARALAMPIDIS, Ioannis (CERN)

Co-author(s) : SKANDS, Peter (CERN); GANIS, Gerardo (CERN); BLOMER, Jakob
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Abstract ID : 339

Public Outreach at RAL: Engaging the Next
Generation of Scientists and Engineers

Abstract
Rutherford Appleton Laboratory (RAL) is part of the UK’s Science and Technology Facilities
Council (STFC). The Royal Charter that established the STFC requires us to generate
public awareness and encourage public engagement and dialogue in relation to the science
we undertake. We firmly support this activity as it is important to encourage the next
generation of students to consider studying STEM (Science, Technology, Engineering, and
Mathematics) subjects, providing the UK with a highly skilled work-force in the future.
To this end, we undertake a variety of outreach activities. We will describe the outreach
activities undertaken by RAL, particularly focussing on those of the Scientific Computing
Department. These activities include: an Arduino based activity day for 12-14 year olds
to celebrate Ada Lovelace day; running a centre as part of the Young Rewired State –
encouraging 11-18 year olds to created web applications with open data; sponsoring a team
in the Engineering Education Scheme – supporting a small team of 16/17 year olds to solve
a real world engineering problem we set them; as well as the more traditional tours of our
facilities. We believe these activities could serve as an example for other sites involved in
scientific computing around the globe.

Primary author(s) : RYALL, George (STFC); Dr. PALMER, Sophy (STFC); COLLIER,
Ian Peter (STFC - Rutherford Appleton Lab. (GB)); ADAMS, James (STFC RAL)

Co-author(s) : APPLEYARD, Rob (STFC); CORBETT, Greg (STFC)
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Abstract ID : 355

Scientometrics of Monte Carlo simulation: lessons
learned and how HEP can profit from them

Abstract
An extensive scientometric assessment of the literature is presented, which documents the
prominent role achieved by Monte Carlo methods, and simulation in general, in particle
physics and related fields (nuclear physics, astrophysics, medical physics etc.). As an
example of their pervasiveness, one can remark that currently approximately 50% of the
papers published in major, multi-disciplinary nuclear technology journals mention simulation
methods. Scientometric data objectively evidence their use not only in traditional academic
research domains, but also in industry, hospitals and other disciplines not directly related to
high energy physics.
The analysis of scientometric data identifies some relevant features related to Monte Carlo
methods and codes: it quantifies their impact on HEP itself, on scientific communities
other than HEP, on industry and on social aspects of life sciences. Both widely used,
general purpose Monte Carlo codes and specialized codes that address specific needs or user
communities are examined.
The presentation highlights the contribution of HEP to this scientific domain, and discusses
how the HEP community could profit from these achievements by improved communication
methods addressed to the civil society, to funding agencies and to government bodies.

Primary author(s) : Dr. PIA, Maria Grazia (Universita e INFN (IT)); Mr. BASAGLIA,
Tullio (CERN)

Co-author(s) : BELL, Zane (ORNL); DRESSENDORFER, Paul (IEEE)

Presenter(s) : Dr. PIA, Maria Grazia (Universita e INFN (IT))
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Abstract ID : 392

Acceleration of ensemble machine learning methods
using many-core devices

Abstract
Multivariate training and classification methods using machine learning techniques are
commonly applied in data analysis at HEP experiments. Despite their success in looking
for signatures of new physics beyond the standard model it is known that some of these
techniques are computationally bound when input sample size and model complexity are
increased. Investigating opportunities for potential performance improvements is therefore
of great importance if these techniques are to be used with the much larger data volumes
expected from Run 2 operations at the Large Hadron Collider.
It has been previously shown that a large degree of algorithm parallelisation was possible
for MLP-based artificial neural networks by the use of many-core devices such as GPUs.
Improved scaling was observed in network complexity and qualitative performance gains
were attainable through the simultaneous processing of multiple neural networks. Here we
investigate how many-core devices can be used to accelerate ensemble machine learning
methods that are gaining traction in HEP data analysis.
We present a case study into the acceleration of decision forests using many-core devices
in collaboration with Toshiba Medical Visualisation Systems Europe (TMVSE). TMVSE
have developed software to process three-dimensional medical imaging data (such as CT or
MRI scans), using automatic detection of anatomical landmarks defined on the skeleton,
vasculature and major organs. Landmark detection underpins a semantic understanding of
the medical data and thus has many diverse applications, for example, it facilitates rapid
navigation to a named organ. TMVSE have applied ensemble machine learning methods
such as classification by random decision forests to efficiently compute the bounding boxes
of organs in processed image data volumes. It is important that their applications using
this algorithm runs efficiently and quickly. After data preparation and optimisation the
execution time is on average 4.5 seconds per volume with a sub-second processing time being
desirable.
Using representative medical image data as input and pre-trained decision trees we will
demonstrate how the decision forest classification method maps onto the GPU data process-
ing model. It was found that a GPU-based version of the classification method resulted in
over 130 times speed-up over a single-threaded CPU implementation with further improve-
ments possible. We will outline the main optimisation steps undertaken to maximise GPU
performance and detail how this was implemented using device profiling to evaluate thread
occupancy and execution efficiency.
As this solution was developed to be context independent we will demonstrate how this
work can be applied to a suitably formed HEP dataset to determine potential gains in event
throughput and classifier discrimination. We will also explore how the advanced analysis
techniques applied to automatic landmark detection in medical data can be applied to HEP
dataset to achieve further increases in performance.
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Abstract ID : 395

Towards Reproducible Experiment Platform

Abstract

Data analysis in fundamental sciences nowadays is essential process that pushes frontiers of
our knowledge and leads to new discoveries. At the same time we can see that complexity
of those analysis increases exponentially due to a) enormous volumes of datasets being
analyzed, b) variety of techniques and algorithms one have to check inside a single analysis,
c) distributed nature of research teams that requires special communication media for
knowledge and information exchange between individual researchers. There is a lot of
resemblance between techniques and problems arising in the areas of industrial information
retrieval and particle physics. To address those problems we propose a Reproducible
Experiment Platform (REP) - a software infrastructure to support a collaborative ecosystem
for computational science. It is a Python-based solution for research teams that allows
running computational experiments on big shared datasets, obtaining reproducible and
repeatable results, and consistent comparisons of the obtained results. REP supports many
data formats including ROOT, allowing for easy integration with existing HEP software and
analyses. We present some key features of REP based on case studies which include trigger
optimization and physics analysis studies at the LHCb experiment, as well as an example
case of applying the prototype of such a system in Information Retrieval research that led
to a performance increase of two orders of magnitude.
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Abstract ID : 405

Open Data and Data Analysis Preservation Services
for LHC Experiments

Abstract
In this paper we present newly launched services for open data and for long-term preservation
and reuse of high-energy-physics data analyses. We follow the “data continuum” practices
through several progressive data analysis phases up to the final publication. The aim is to
capture all digital assets and associated knowledge inherent in the data analysis process for
subsequent generations, and to make a subset available rapidly to the public.
A data analysis preservation pilot study was launched in order to assess the usual workflow
practices in LHC collaborations. Leveraging on synergies between ALICE, ATLAS, CMS and
LHCb experiments, the analysed data was followed through various “analysis train” steps,
from the initial capture and pre-selection of primary data, through several intermediate
selection steps yielding more greatly reduced datasets, up to the final selection of N-tuples
used for producing high-level plots appearing in scientific journal publications. Most of the
analysis chain is kept strictly restricted within a given collaboration; only the final plots,
presentations and papers are usually made public. It is therefore essential to handle access
rights and embargo periods as part of the data life cycle.
The study revealed many similarities between collaborations, even though the variety of
different practices existing in different groups within the collaborations make it hard to
reproduce an analysis at a later time in a uniform way. One recurring problem underlined
by the study was to ensure an efficient “knowledge capture” related to user code when the
principal author of an analysis (e.g. a PhD student) leaves the collaboration later.
The pilot solution has been prototyped using the Invenio digital library platform which
was extended with several data-handling capabilities. The aim was to preserve information
about datasets, the underlying OS platform and the user software used to study it. The
configuration parameters, the high-level physics information such as physics object selection,
and any necessary documentation and discussions are optionally being recorded alongside the
process as well. The metadata representation of captured assets uses the MARC bibliographic
standard which had to be customised and extended in relation to specific analysis-related
fields. The captured digital assets are being minted with Digital Object Identifiers, ensuring
later referencability and citability of preserved data and software. Connectors were built in
the platform to large-scale data storage systems (CASTOR, EOS, Ceph). In addition, to
facilitate information exchange among concerned services, further connectors were built to
the internal information management systems of LHC experiments (e.g. CMS CADI), to
the discussion platforms (e.g. TWiki, SharePoint), and to the final publication servers (e.g.
CDS, INSPIRE) used in the process. Finally, the platform draws inspiration from the Open
Archival Information System (OAIS) recommended practices in order to ensure long-term
preservation of captured assets.
The ultimate goal of the analysis preservation platform is to capture enough information
about the process in order to facilitate reproduction of an analysis even many years after its
initial publication, permitting to extend the impact of preserved analyses through future
revalidation and recasting services.
A related “open data” service was launched for the benefit of the general public. The LHC
experimental collaborations are committed to make their data open after a certain embargo
period. Moreover, the collaborations also release simplified datasets for the general public
within the framework of the international particle physics masterclass program. The primary
and reduced datasets that the collaborations release for public use are being collected within
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the CERN Open Data portal service, allowing any physicist or general data scientist to
access, explore, and further study the data on their own.
The CERN Open Data portal offers several high-level tools which help to visualise and work
with the data, such as an interactive event display permitting to visualise CMS detector
events on portal web pages, or a basic histogram plotting interface permitting to create live
plots out of CMS reduced datasets. The platform guides high-school teachers and students
to online masterclasses to further explore the data and improve their knowledge of particle
physics. A considerable part of the CERN Open Data portal was therefore devoted to
attractive presentation and ease-of-use of captured data and associated information.
The CERN Open Data platform not only offers datasets and live tools to explore them, but
it also preserves the software tools used to analyse the data. It notably offers the download
of Virtual Machine images permitting users to start their own working environment in order
to further explore the data; for this the platform uses CernVM based images prepared by
the collaborations. Moreover, the CERN Open Data platform preserves examples of user
analysis code, illustrating how the general public could write their own code to perform
further analyses.
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Abstract ID : 435

ATLAS Public Web Pages: Online Management of
HEP External Communication Content

Abstract
The ATLAS Education and Outreach Group is in the process of migrating its public online
content to a professionally designed set of web pages built on a Drupal-based content
management system. Development of the front-end design passed through several key stages,
including audience surveys, stakeholder interviews, usage analytics, and a series of fast design
iterations, called sprints. Implementation of the web site involved application of the html
design using Drupal templates, refined development iterations, and the overall population of
the site with content.
We present the design and development processes and share the lessons learnt along the
way, including the results of the data-driven discovery studies. We also demonstrate the
advantages of selecting a back-end supported by content management, with a focus on
workflow. Finally, we discuss usage of the new public web pages to implement Outreach
strategy through implementation of clearly presented themes, consistent audience targeting
and messaging, and the enforcement of a well-defined visual identity.
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Abstract ID : 442

The OSG Open Facility: A Sharing Ecosystem Using
Harvested Opportunistic Resources

Abstract

The Open Science Grid (OSG) ties together individual experiments’ computing power, con-
necting their resources to create a large, robust computing grid; this computing infrastructure
started primarily as a collection of sites associated with large HEP experiments such as
ATLAS, CDF, CMS, and DZero. OSG has been funded by the Department of Energy Office
of Science and National Science Foundation since 2006 to meet the US LHC community’s
computational needs. In the years since, the OSG has broadened its focus to also address
the needs of other US researchers and increased delivery of Distributed High Throughput
Computing (DHTC) to users from a wide variety of disciplines via the OSG Open Facility.
Presently, the Open Facility delivers about 100 million computing wall hours per year to
researchers who are not already associated with the owners of the computing sites; this is
primarily accomplished by harvesting and organizing the temporarily unused capacity (i.e.
opportunistic cycles) from the sites in the OSG. We present an overview of the infrastructure
developed to accomplish this from flocking architecture to harvesting opportunistic resources
to providing user support to a diverse set of researchers. We also present our experiences
since becoming a high-throughput computing service provider as part of the NSF’s XD
program. Using these methods, OSG resource providers and scientists share computing
hours with researchers in many other fields to enable their science, striving to make sure
that these computing resources are used with maximal efficiency. We believe that expanded
access to DHTC is an essential tool for scientific innovation and work continues in expanding
this service.
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Abstract ID : 489

A Virtual Geant4 Environment

Abstract
We describe the development of an environment for Geant4 consisting of the application and
data that enables users a faster and easier way to access the Geant4 applications without
having to download and build the software locally. The environment is platform neutral and
offers the users near-real time performance. The environment consists of data and Geant4
libraries built using the LLVM tools which can then result in bitcode that can be embedded
in HTML and accessed via the browser. The bitcode is downloaded to the local machine via
the browser and can then be configured by the user.
This approach provides a way of minimising the risk of leaking potentially sensitive data
used to construct the Geant4 model and has application in the medical domain for treatment
planning.
We describe several applications that have used this approach and describe the performance
of applications built with this approach compared to native applications. We also describe
potential user communities that could benefit from this approach.
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Abstract ID : 504

Processing of data from innovative parabolic strip
telescope.

Abstract
This paper presents innovative telescope design based on usage of parabolic strip as objective.
Isaac Newton was the first one to solve problem of chromatic aberration, which is caused
by difference in refractive index in lens. This problem was solved by new kind of telescope
with mirror used as objective. There are many different kind of telescopes. The most basic
one is lens telescope. This kind of telescope uses set of lenses. The next type is mirror
telescope. Objective of such telescope can be concave mirror, spherical parabolic mirror or
hyperbolically shaped mirror. Lens speed is depending directly on surface of the mirror.
Both kinds can be combined. Such telescope composes of at least two mirrors and set of
lenses. Light is bounced of the primary mirror to the secondary one and then to the lens
system. This type has smaller sizes, but also smaller lens speed.
The telescope design presented in this paper have parabolic strip as objective. Observed
objects are projected as line in picture plane. Each line, which size is equal to size of
strip, corresponds to sum of intensities of light coming perpendicular to objective from
observed object. Series of pictures taken with different rotation and processed by special
reconstruction algorithm is needed to get 2D pictures. The telescope can be also used for
fast detection of objects. The rotation and multiple pictures are not need in this mode, just
one picture of mirror is needed.
The greatest advantage of the parabolic strip telescope is its simpler and cheaper construction.
Just two holders with cut-out for parabolic strip and strip from reflective flexible material are
needed to create the objective. Tension in the strip material guarantees stability and precision
of the reflective surface shape. Main idea of reconstruction is based on the same principle as
CT (Computer Tomography); reconstruction of 2D image by usage of Radon transformation
principle from 1D samples. Four algorithms were implemented and tested. The most basic
one is summation algorithm. It is based on sequential summation of projections (adjusted
pictures taken during rotation of the telescope). It algorithm is very fast and very useful for
verification of basic functionality of the whole setup. Multiplicative algorithm is improved
version of summation algorithm. It is based on mutual multiplication of picture matrixes.
Main advantage of this algorithm is primarily in ability to easily clean dark point from final
matrix and thus suppress noise in the reconstructed 2D picture. Disadvantage is complicated
weighting of matrixes during multiplication. The third one is iterative algorithm. This
approach is base on multiplication in steps. Pictures are divided into subsets. These subsets
are multiplicated and until the reconstructed image is created. Idea of subsets came from
CT image processing. The last algorithm, for processing of pictures from parabolic strip
telescope, is Filtered Back Projection method. It is not possible to directly use inverse radon
transformation despite the fact that telescope is based on principle of Radon transformation.
It is mainly because radon transformation does not have guaranteed analytic solution, thus
approximation of this algorithm is used. This approximation is known as Filtered Back
Projection and was originally used for reconstruction of the picture from CT. Final picture
processed by this method is usually of very good quality and algorithm itself is very well
adjustable for particular problem thanks to wide variety of filters.
Construction of whole telescope is relatively simple. It composes of four parts. The base is
multi-axis astronomical tripod with automatic Earth movement corrections. The second part
is firm holder for servomotor. This servomotor is responsible for rotation of the objective of
telescope. Furthermore the CDD camera is attached to the telescope in focal point. Image
from objective is projected directly on the CCD chip without any other optical elements.
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The support elements are made of aluminum and duralaluminum. Whole surface is anodized
to black color to minimize light reflection. Mirror holders are made of hardened plastic.
The building of many observatories all around the world is possible thanks to low cost of this
design. Observation of large part of the sky would be possible by such system of telescopes
with big objective and angular freedom of about 15 degrees. This system is also fit for usage
in satellite construction, thanks to the low weight. Best place for such telescope, is an orbit
of the Earth, where all the adverse effects of the atmosphere are absent and construction
of hundreds meters large objective can be made. Telescope of this magnitude can make
observation of distant stars and search for exoplanets more precise and easier. Resolution of
the 120 cm large parabolic strip telescope based on preliminary calculation, equal those of
parabolic telescope with 150 cm diameter. This design has yet another very unique usage.
Telescope can be used for observation outside of visible spectrum, more precisely wavelength
of X-Ray and gama, by exchange of parabolic strip material.
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