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Abstract ID : 13

Progress in Multi-Disciplinary Data Life Cycle
Management

Abstract
Modern science is most often driven by data. Improvements in state-of-the-art technologies
and methods in many scientific disciplines lead not only to increasing data rates, but also to
the need to improve or even completely overhaul their data life cycle management.
Communities usually face two kinds of challenges: generic ones like federated authorization
and authentication infrastructures and data preservation, and ones that are specific to their
community and their respective data life cycle. In practice, the specific requirements often
hinder the use of generic tools and methods.
The German Helmholtz Association project “Large-Scale Data Management and Analysis”
(LSDMA) addresses both challenges: its five Data Life Cycle Labs (DLCLs) closely collaborate
with communities in joint research and development to optimize the communities’ data life
cycle management, while its Data Services Integration Team (DSIT) provides generic data
tools and services.
We present most recent developments and results from the DLCLs covering communities
ranging from heavy ion physics and photon science to high-throughput microscopy, and from
DSIT.

Primary author(s) : JUNG, Christopher (KIT - Karlsruhe Institute of Technology (DE)); Mr.
GIESLER, André (FZ Jülich); Dr. SCHWARZ, Kilian (GSI - Helmholtzzentrum fur Schwerionen-
forschung GmbH (DE)); HARDT, Marcus (Kalrsruhe Institute of Technology); Dr. STOTZKA,
Rainer (KIT); Dr. MEYER, Jörg (KIT); Mr. RIGOLL, Fabian (KIT); Mr. GASTHUBER,
Martin (DESY)

Co-author(s) : Prof. STREIT, Achim (KIT)

Presenter(s) : JUNG, Christopher (KIT - Karlsruhe Institute of Technology (DE))

Track Classification : A05 Data analysis; A10 Multi-discipline / multi-experiment topic;
T03 Data structures and algorithms; T04 Data handling/access

Track Status: SUBMITTED

Submitted by JUNG, Christopher on Monday 06 October 2014
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Abstract ID : 47

Computer security: surviving and operating services
despite highly skilled and well-funded organised

crime groups

Abstract

This presentation gives an overview of the current computer security landscape. It describes
the main vectors of compromises in the academic community including lessons learnt, reveals
inner mechanisms of the underground economy to expose how our computing resources
are exploited by organised crime groups, and gives recommendations how to better protect
our computing infrastructures. By showing how these attacks are both sophisticated and
profitable, the presentation concludes that an important mean to adopt an appropriate
response is to build a tight international collaboration and trusted information sharing
mechanisms within the community.

Primary author(s) : Mr. WARTEL, Romain (CERN)

Presenter(s) : Mr. WARTEL, Romain (CERN)

Track Classification : A10 Multi-discipline / multi-experiment topic; T07 Computing
facilities and infrastructures; T13 Networking; T15 Cloud computing
Contribution Type : oral presentation

Comments:
Due to the nature of the material presented, it will not be possible to propose a poster.

Track Status: SUBMITTED

Submitted by Mr. WARTEL, Romain on Friday 10 October 2014
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Abstract ID : 48

Enabling identity federation for the research and
academic communities

Abstract

Federated identity management (FIM) is an arrangement made among multiple organisations
that lets subscribers use the same identification data, e.g. account names & credentials, to
obtain access to the secured resources and computing services of all other organisations in
the group. Specifically in the various research communities there is an increased interest in
a common approach as there is obviously a large potential for synergies. Several research
communities, infrastructures and as well as federations have worked together in this area.
This presentation will give an overview of this ongoing effort, including a common vision
for FIM, a set of requirements and a number of recommendations for ensuring secure and
interoperable operations across multiple administrative domains. In particular, the current
SCI / Sir-T-Fi work will be presented, providing details on a common trust framework
proposing minimal requirements for participants, as well as a common security incident
response policy for federations.

Primary author(s) : Mr. WARTEL, Romain (CERN)

Presenter(s) : Mr. WARTEL, Romain (CERN)

Track Classification : A10 Multi-discipline / multi-experiment topic; T07 Computing
facilities and infrastructures; T15 Cloud computing; T16 Virtualization
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by Mr. WARTEL, Romain on Friday 10 October 2014
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Abstract ID : 82

Towards a production volunteer computing
infrastructure for HEP

Abstract

Using virtualisation with CernVM has emerged as a de-facto standard among HEP experi-
ments; it allows for running of HEP analysis and simulation programs in cloud environments.
Following the integration of virtualisation with BOINC and CernVM(link is external), first
pioneered for simulation of event generation in the Theory group at CERN, the LHC ex-
periments ATLAS, CMS and LHCb have all adopted volunteer computing as part of their
strategy to benefit from opportunistic computing resources. This presentation will describe
the current technology for volunteer computing and the evolution of the BOINC service at
CERN from project support for LHC@home(link sends e-mail) towards a general service. It
will also provide some recommendations for teams and experiments wishing to benefit from
volunteer computing resources.

Primary author(s) : Dr. MARQUINA, Miguel (CERN); HOIMYR, Nils (CERN)

Co-author(s) : ASP, Tomi Juhani (University of Jyvaskyla (FI)); JONES, Pete (CERN); GON-
ZALEZ ALVAREZ, Alvaro (CERN); FIELD, Laurence (CERN)

Presenter(s) : Dr. MARQUINA, Miguel (CERN)

Track Classification : A09 Outreach; A10 Multi-discipline / multi-experiment topic; T15
Cloud computing
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by Dr. MARQUINA, Miguel on Tuesday 14 October 2014

December 6, 2014 Page 4



21st Internatio� . . . / Report of Abstracts Accelerating Scientific Analysis . . .

Abstract ID : 95

Accelerating Scientific Analysis with SciDB

Abstract

SciDB is an open-source analytical database for scalable complex analytics on very large
array or multi-structured data from a variety of sources, programmable from Python and
R. It runs on HPC, commodity hardware grids, or in a cloud and can manage and analyze
terabytes of array-structured data and do complex analytics in-database. We present an
overall description of the SciDB framework and describe its implementation at NERSC at
Lawrence Berkeley National Laboratory. A case study using SciDB to analyze data from
the LUX dark matter detector is described. LUX is a 370 kg liquid xenon time-projection
chamber built to directly detect galactic dark matter in an underground laboratory 1 mile
under the Black Hills in South Dakota, USA. In the 2013 initial data run, LUX collected
86 million events and wrote 32 TB of data of which only 160 events are retained for final
analysis. The data rate for the new dark matter run starting in 2014 is expected to exceed
250 TB / year. We describe how SciDB is used to dramatically streamline the data collection
and analysis, and discuss future plans for a large parallel SciDB array at NERSC.

Primary author(s) : Dr. GERHARDT, Lisa (LBNL)

Co-author(s) : Dr. YAO, Yushu (LBNL); Dr. FAHAM, Carlos (LBNL)

Presenter(s) : Dr. GERHARDT, Lisa (LBNL); Dr. YAO, Yushu (LBNL); Dr. FAHAM,
Carlos (LBNL)

Track Classification : A05 Data analysis; A10 Multi-discipline / multi-experiment topic;
T05 Databases
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by GERHARDT, Lisa on Wednesday 15 October 2014
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Abstract ID : 103

SModelS: a framework to confront theories beyond
the standard model with experimental data

Abstract

We present a general procedure to decompose Beyond the Standard Model (BSM) collider
signatures into Simplified Model Spectrum (SMS) topologies. Our method provides a way to
cast BSM predictions for the LHC in a model independent framework, which can be directly
confronted with the relevant experimental constraints. Our python implementation currently
focusses on supersymmetry searches with missing energy, for which a large variety of SMS
results from ATLAS and CMS are available. We have collected these results into a database,
enabling us to quickly confront any BSM theory with about 200 simplified models results.
Originating in the LHC world we wish to extend beyond hadron colliders, exploiting also
the information about BSM physics contained in precision measurements, or dark matter
searches. As show-case examples we will discuss application of our procedure to one specific
supersymmetric model, show how the limits constrain the model, and point out regions in
parameter space still unchallenged by the current SMS results. Given experimental hints at
new physics, it is our ultimate goal to build the next standard model in a bottom-up fashion
from the experimental SMS results from several experiments.

Primary author(s) : WALTENBERGER,Wolfgang (Austrian Academy of Sciences (AT)); KULKA-
RNI, Suchita (Austrian Academy of Sciences (AT)); KRAML, Sabine (Centre National de la
Recherche Scientifique (FR)); LAA, Ursula (Austrian Academy of Sciences (AT)); Mr. LESSA,
Andre (IFGW - UNICAMP); MAGERL, Wolfgang; MAGERL, Veronika (Austrian Academy of
Sciences (AT)); Mr. TRAUB, Michael (HEPHY Vienna)

Presenter(s) : WALTENBERGER, Wolfgang (Austrian Academy of Sciences (AT))

Track Classification : A03 Simulation; A05 Data analysis; A10 Multi-discipline / multi-
experiment topic
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by WALTENBERGER, Wolfgang on Thursday 16 October 2014
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Abstract ID : 107

Investigating machine learning to classify events in
CMS

Abstract

High energy physics experiments are experiencing a growth in the number of collected and
processed events that exceeds the rate of growth in computing resources sustainable by
technology improvements at a flat yearly cost. This trend is expected to continue into the
foreseeable future, and as the field is not expecting a big increase in support, innovative
approaches are needed. In areas of science as diverse as biology and cosmology groups are
deploying advanced machine learning techniques to learn to classify events based on rules
and trained outcomes. High energy physics has used similar decision techniques at the
analysis step, and has tried a few specific demonstrations as challenges. In this presentation
we present the early exploratory work in CMS to utilize machine learning techniques for
real-time event classification for triggering and analysis. The early performance and next
steps will be outlined.

Primary author(s) : Dr. GIRONE, Maria (CERN)

Presenter(s) : Dr. GIRONE, Maria (CERN)

Track Classification : A10 Multi-discipline / multi-experiment topic; T17 High performance
computing
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by FISK, Ian on Thursday 16 October 2014
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Abstract ID : 149

Improvements of LHC data analysis techniques at
italian WLCG sites. Case-study of the transfer of

this technology to other research areas

Abstract

In 2012, 14 Italian Institutions participating in all major LHC Experiments won a grant
from the ITALIAN MINISTRY OF RESEARCH (MIUR), to optimise Analysis activities
and in general the Tier2/Tier3 infrastructure. We report on the activities being researched
upon, on the considerable improvement in the ease of access to resources by physicists, also
those with no specific computing interests. We focused on items like distributed storage
federations, access to batch-like facilities, provisioning of user interfaces on demand and
cloud systems. R&D on next-generation databases, distributed analysis interfaces, and new
computing architectures was also carried on. The project, ending in the first months of
2016, will produce a white paper with recommendations on best practices for data-analysis
support by computing centers.

Primary author(s) : BOCCALI, Tommaso (Sezione di Pisa (IT)); PERINI, Laura (Univer-
sità degli Studi e INFN Milano (IT)); DE SALVO, Alessandro (Universita e INFN, Roma I
(IT)); ELIA, Domenico (INFN Bari)

Presenter(s) : BOCCALI, Tommaso (Sezione di Pisa (IT)); PERINI, Laura (Università degli
Studi e INFN Milano (IT)); DE SALVO, Alessandro (Universita e INFN, Roma I (IT)); ELIA,
Domenico (INFN Bari)

Track Classification : A05 Data analysis; A10 Multi-discipline / multi-experiment topic;
T07 Computing facilities and infrastructures
Contribution Type : poster presentation

Track Status: SUBMITTED

Submitted by BOCCALI, Tommaso on Saturday 18 October 2014

December 6, 2014 Page 8



21st Internatio� . . . / Report of Abstracts The ATLAS Higgs Machine Le� . . .

Abstract ID : 150

The ATLAS Higgs Machine Learning Challenge

Abstract
High Energy Physics has been using Machine Learning techniques (commonly known as
Multivariate Analysis) since the 1990s with Artificial Neural Net and more recently with
Boosted Decision Trees, Random Forest etc. Meanwhile, Machine Learning has become a
full blown field of computer science. With the emergence of Big Data, data scientists are
developing new Machine Learning algorithms to extract meaning from large heterogeneous
data.
HEP has exciting and difficult problems like the extraction of the Higgs boson signal, and at
the same time data scientists have advanced algorithms: the goal of the HiggsML project
was to bring the two together by a “challenge”: participants from all over the world and
any scientific background could compete online to obtain the best Higgs to tau tau signal
significance on a set of ATLAS fully simulated Monte Carlo signal and background.
Instead of HEP physicists browsing through machine learning papers and trying to infer
which new algorithms might be useful for HEP, then coding and tuning them, the challenge
has brought realistic HEP data to the data scientists on the Kaggle platform, which is
well known in the Machine Learning community. The challenge has been organized by the
ATLAS collaboration associated to data scientists, in partnership with the Paris Saclay
Center for Data Science, CERN and Google. The challenge ran from May to September
2014, drawing considerable attention. 1785 teams participated, making it the most popular
challenge ever on the Kaggle platform. New Machine Learning techniques have been used
by the participants with significantly better results than usual HEP tools. This presentation
has two parts: the first one describes how a HEP problem was simplified (not too much!)
and wrapped up into an online challenge, the second what was learned from the challenge,
in terms of new Machine Learning algorithms and techniques which could have an impact
on future HEP analysis.

Primary author(s) : ROUSSEAU, David (LAL-Orsay, FR)

Co-author(s) : COWAN, Glen (Royal Holloway, University of London); ADAM BOUR-
DARIOS, Claire (Laboratoire de l’Accelerateur Lineaire (FR)); KÉGL, Balázs (LAL-Orsay,
FR); GERMAIN-RENAUD, Cecile (Laboratoire de Recherche en Informatique); GUYON,
Isabelle (Chalearn)

Presenter(s) : ROUSSEAU, David (LAL-Orsay, FR)

Track Classification : A05 Data analysis; A09 Outreach; A10 Multi-discipline / multi-
experiment topic; A12 Data preservation
Contribution Type : oral presentation

Comments:
On behalf of the ATLAS Collaboration

Track Status: SUBMITTED

Submitted by OULD-SAADA, Farid on Saturday 18 October 2014

December 6, 2014 Page 9



21st Internatio� . . . / Report of Abstracts Integration of Russian Tier-1 G� . . .

Abstract ID : 184

Integration of Russian Tier-1 Grid Center with High
Performance Computers at NRC-KI for LHC

experiments and beyond HENP

Abstract
During LHC Run1 ATLAS and ALICE produced more than 30 Petabytes of data, That rate
outstripped any other scientific effort going on, even in data-rich fields such as genomics
and climate science. To address an unprecedented multi-petabyte data processing challenge,
the experiments are relying on the computational grid infrastructure deployed by the
Worldwide LHC Computing Grid (WLCG). LHC experiments preparing for the precision
measurements and further discoveries that will be made possible by much higher LHC
collision rates from early 2015 (Run2). The need for simulation, data processing and analysis
and would overwhelm the expected capacity of WLCG computing facilities unless the range
and precision of physics studies were to be curtailed. To meet this challenge the integration
of the opportunistic resources into LHC computing model is highly important.
Tier-1 facility at Kurchatov Institute (NRC-KI) in Moscow is a part of WLCG and it
will process and store up to 10% of total data obtained from ALICE, ATLAS and LHCb
experiments. In addition Kurchatov Institute has supercomputers with peak performance
0.12 PFLOPS. Delegation of even a fraction of super-computing resources to the LHC
Computing will notably increase total capacity.
In 2014, we have started a pioneer work to develop a portal combining a Tier-1 and a
supercomputer in Kurchatov Institute. This portal is aimed to provide interfaces to run
Monte-Carlo simulation at the Tier-1 Grid and supercomputer, using common portal and
storage. PanDA (Production and Distributed Analysis) workload management system having
great results at the ATLAS was chosen as underlying technology. In the nearest future
we are planning to evolve the portal to fullscale data- and task- management system for
federative heterogeneous resources.
The portal will be used not only for HEP, but also for other data-intensive sciences like
biology with genome sequencing analysis; astrophysics with cosmic rays analysis, antimatter
and dark matter search, etc. At this moment we have developed portal architecture, deployed
prototype and run the first HENP and biology applications. Also we have deployed the
local independent PanDA WMS instance in Kurchatov Institute adapted for the local
supercomputer.
We want to present our current accomplishments with running PanDA WMS at NRC-
KI super-computers and use PanDA as a portal independent to the computing facilities
infrastructure for High-Energy and Nuclear Physics as well as other data-intensive science
applications.

Primary author(s) : Dr. POYDA, Alexey (NATIONAL RESEARCH CENTRE "KURCHA-
TOV INSTITUTE"); RYABINKIN, Eygene (National Research Centre Kurchatov Institute
(RU); Moscow Institute for Physics and Technology, Applied computational geophysics lab); Dr.
MASHINISTOV, Ruslan (NATIONAL RESEARCH CENTRE "KURCHATOV INSTITUTE";
P.N. Lebedev Institute of Physics (Russian Academy of Sciences)); Dr. KLIMENTOV, Alexei
(Brookhaven National Laboratory (US))

Co-author(s) : Ms. BEREZHNAYA, Alexandra (National Research Centre "Kurchatov Insti-
tute"); Dr. BETEV, Latchezar (CERN); Dr. BUNCIC, Predrag (CERN); Prof. DE, Kaushik
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(University of Texas at Arlington (US)); Mr. DRIZHUK, Daniel (NATIONAL RESEARCH
CENTRE "KURCHATOV INSTITUTE"); Mr. LAZIN, Yury (NATIONAL RESEARCH CEN-
TRE "KURCHATOV INSTITUTE"); Mr. LYALIN, Ilya (NATIONAL RESEARCH CENTRE
"KURCHATOV INSTITUTE"); Mr. NOVIKOV, Alexander (NATIONAL RESEARCH CEN-
TRE "KURCHATOV INSTITUTE"); Mr. OLEYNIK, Danila (University of Texas at Arlington
(Texas, US); Joint Institute of Nuclear Research (Dubna, Russia)); Dr. POLYAKOV, Andrey
(NATIONAL RESEARCH CENTRE "KURCHATOV INSTITUTE"); Mr. TESLYUK, Anton
(RRC Kurchatov Institute); Mr. TKACHENKO, Igor (NATIONAL RESEARCH CENTRE
"KURCHATOV INSTITUTE"); Mr. YASNOPOLSKIY, Leonid (NATIONAL RESEARCH CEN-
TRE "KURCHATOV INSTITUTE"); Mr. BELYAEV, Alexander (NATIONAL RESEARCH
CENTRE "KURCHATOV INSTITUTE")

Presenter(s) : Dr. POYDA, Alexey (NATIONAL RESEARCH CENTRE "KURCHATOV
INSTITUTE"); RYABINKIN, Eygene (National Research Centre Kurchatov Institute (RU);
Moscow Institute for Physics and Technology, Applied computational geophysics lab); Dr.
MASHINISTOV, Ruslan (NATIONAL RESEARCH CENTRE "KURCHATOV INSTITUTE";
P.N. Lebedev Institute of Physics (Russian Academy of Sciences))

Track Classification : A07 Experiment frameworks for WAN distributed computing;
A08 Middleware and services for production-quality infrastructures; A10 Multi-discipline /
multi-experiment topic; T07 Computing facilities and infrastructures; T17 High performance
computing
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by POYDA, Alexey on Monday 20 October 2014
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Abstract ID : 186

Overview of Different Exciting Technologies Being
Researched in CERN openlab V

Abstract

CERN openlab is a unique public-private partnership between CERN and leading ICT
companies. Its mission is to accelerate the development of cutting-edge solutions to be used
by the worldwide HEP community. Since January 2015 openlab phase V has started. To
bring the openlab conducted research closer to the experiments, phase V has been changed
to a project based structure which allows research being done not only in CERN IT but also
directly in the different experiments or even in different research institutes. In this talk I will
give an overview of the different exciting technologies being researched by CERN openlab V.

Primary author(s) : RADEMAKERS, Fons (CERN)

Presenter(s) : RADEMAKERS, Fons (CERN)

Track Classification : A10 Multi-discipline / multi-experiment topic
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by RADEMAKERS, Fons on Monday 20 October 2014
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Abstract ID : 188

Protocol benchmarking for HEP data access using
HTTP and Xrootd

Abstract
The DPM project offers an excellent opportunity for comparative testing of the HTTP and
xroot protocols for data analysis.

• The DPM storage itself is multi-protocol, allowing comparisons to be performed on
the same hardware

• The DPM has been instrumented to produce an i/o monitoring stream, familiar from
the xrootd project, regardless of the protocol being used for access

• The continuous builds of DPM have been instrumented in 2013 with automated testing
procedures that regularly produce, and collect metadata stress test information

• The DPM Collaboration involves a number of active grid sites who have made testing
resources available. These sites are continuously exercised by a ROOT analysis
benchmark several times per day, and comparisons can be conducted in a variety of
environments, also involving access through Wide Area Network.

We present the results of our performance analyses of realistic use cases, and discuss their
implications for the use of HTTP as a data and metadata access protocol for HEP.

Primary author(s) : FURANO, Fabrizio (CERN); KEEBLE, Oliver (CERN); DEVRESSE,
Adrien (CERN)

Presenter(s) : FURANO, Fabrizio (CERN)

Track Classification : A07 Experiment frameworks for WAN distributed computing; A10
Multi-discipline / multi-experiment topic; T04 Data handling/access; T06 Storage systems;
T10 Performance and validation tools; T17 High performance computing
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by FURANO, Fabrizio on Monday 20 October 2014
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Abstract ID : 238

The evolution of CERN EDMS

Abstract
Large-scale long-term projects such as the LHC require the ability to store, manage, organize
and distribute large amounts of engineering information, covering a wide spectrum of fields.
This information is a living material, evolving in time, following various lifecycles. It has to
reach the next generations of engineers so they understand how their predecessors designed,
crafted, operated and maintained the most complex machines ever built.
This is the role of CERN EDMS. The Engineering and Equipment Data Management
Service has served the High Energy Physics Community for over 15 years. It is the CERN’s
official PLM (Product Lifecycle Management), supporting engineering communities in
their collaborations inside and outside the laboratory. EDMS is integrated with the CAD
(Computer-aided Design) and CMMS (Computerized Maintenance Management) systems
used at CERN providing tools for engineers who work in different domains and who are not
PLM specialists.
Over the years, human collaborations and machines grew in size and complexity. So did
the EDMS: it is currently home to more than 2 million files and documents, and has over 6
thousand active users. In April 2014 we released a new major version of EDMS, featuring a
complete makeover of the web interface, improved responsiveness and enhanced functionality.
Following the results of user surveys and building upon feedback received from key users
group, we brought what we think is a system that is more attractive and makes it easy to
perform complex tasks.
In this paper we will describe the main functions and the architecture of EDMS. We will
discuss the available integration options, which enable further evolution and automation of
engineering data management. We will also present our plans for the future development of
EDMS.

Primary author(s) : WARDZINSKA, Aleksandra (CERN); Mr. PETIT, Stephan (CERN)

Presenter(s) : WARDZINSKA, Aleksandra (CERN)

Track Classification : A10 Multi-discipline / multi-experiment topic; A12 Data preservation;
T04 Data handling/access; T05 Databases; T08 Software design; T09 Software development
process; T14 Collaborative tools
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by WARDZINSKA, Aleksandra on Tuesday 21 October 2014
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Abstract ID : 256

The VISPA Internet Platform for Scientific
Research, Outreach and Education

Abstract

VISPA provides a graphical front-end to computing infrastructures giving its users all
functionality needed for working conditions comparable to a personal computer. It is a
framework that can be extended with custom applications to support individual needs,
e.g. graphical interfaces for experiment-specific software. By design, VISPA serves as
a multi-purpose platform for many disciplines and experiments as demonstrated in the
following different use-cases. A GUI to the analysis framework OFFLINE of the Pierre
Auger collaboration, submission and monitoring of computing jobs, university teaching
of hundreds of students, and outreach activity, especially in CERN’s open data initiative.
Serving heterogeneous user groups and applications gave us lots of experience. This helps
us in maturing the system, i.e. improving the robustness and responsiveness, and the
interplay of the components. Among the lessons learned are the choice of a file system,
the implementation of websockets, efficient load balancing, and the fine-tuning of existing
technologies like the RPC over SSH. We present in detail the improved server setup and
report on the performance, the user acceptance and the realized applications of the system.

Primary author(s) : URBAN, Martin (Rheinisch-Westfaelische Tech. Hoch. (DE))

Co-author(s) : VAN ASSELDONK, Daniel (Rheinisch-Westfaelische Tech. Hoch. (DE)); ERD-
MANN, Martin (Rheinisch-Westfaelische Tech. Hoch. (DE)); Mr. FISCHER, Benjamin (Rheinis-
ch-Westfaelische Tech. Hoch. (DE)); FISCHER, Robert (Rheinisch-Westfaelische Tech. Hoch.
(DE)); GLASER, Christian (Rheinisch-Westfaelische Tech. Hoch. (DE)); Mr. HEIDEMANN,
Fabian (Rheinisch-Westfaelische Tech. Hoch. (DE)); Mr. MUELLER, Gero (Rheinisch-West-
faelische Tech. Hoch. (DE)); Mr. QUAST, Thorben (Rheinisch-Westfaelische Tech. Hoch.
(DE)); RIEGER, Marcel (Rheinisch-Westfaelische Tech. Hoch. (DE)); Mr. WELLING,
Christoph (Rheinisch-Westfaelische Tech. Hoch. (DE))

Presenter(s) : URBAN, Martin (Rheinisch-Westfaelische Tech. Hoch. (DE))

Track Classification : A10 Multi-discipline / multi-experiment topic
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by URBAN, Martin on Wednesday 22 October 2014

December 6, 2014 Page 15



21st Internatio� . . . / Report of Abstracts New developments in the FairR� . . .

Abstract ID : 258

New developments in the FairRoot framework

Abstract
The FairRoot framework is the standard framework for simulation, reconstruction and data
analysis developed at GSI for the future experiments at the FAIR facility.
The framework delivers base functionality for simulation, i.e.: Infrastructure to easily
implement a set of detectors, fields, and event generators. Moreover, the framework decouples
the user code (e.g.: Geometry description, detector response, etc.) completely from the
used MC engine. The framework also handles the Input/Output (IO). The output of single
detectors (tasks) can be switched on (made persistence) or off (transient) in a simple and
flexible way.
For reconstruction and/or data analysis the user code is organized in modular tasks that
implement the different states of a state machine. The order in which these tasks are executed
is defined via a so-called steering macro. This scheme allows a very flexible handling of the
reconstruction and data analysis configurations, it also allow for mixing of simulation and
data reconstruction. Reconstruction tasks can run separately after simulation or directly on
the fly within the simulation.
The modular design of the framework has allowed a smooth transition to a message queue
based system, which makes it possible to parallelize the execution of the tasks without
re-designing or re-writing the existing user code. The new design also allows implementing
the processes in different programming languages or on different hardware platforms. For
the communication between the different processes modern technologies like protocol buffers
and Boost serialization are also used.
The framework with a focus on the basic building blocks and the transition to the message
queue based system will be presented.

Primary author(s) : Dr. UHLIG, Florian (GSI Darmstadt)

Co-author(s) : Dr. AL-TURANY, Mohammad (GSI Darmstadt); Dr. KARABOWICZ,
Radoslaw (GSI Darmstadt); Mr. RYBALCHENKO, Alexey (GSI Darmstadt); Dr. LEBEDEV,
Andrey (GSI Darmstadt); MANAFOV, Anar (GSI Darmstadt); Dr. KRESAN, Dmytro (GSI
Darmstadt); Dr. WINKLER, Nicolas (GSI Darmstadt); Dr. BERTINI, Denis (GSI Darmstadt)

Presenter(s) : Dr. UHLIG, Florian (GSI Darmstadt)

Track Classification : A03 Simulation; A04 Reconstruction; A05 Data analysis; A10
Multi-discipline / multi-experiment topic; T02 Event processing frameworks
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by UHLIG, Florian on Wednesday 22 October 2014
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Abstract ID : 281

Scheduling multicore workload on shared
multipurpose clusters

Abstract
With the advent of workloads containing explicit requests for multiple cores in a single grid
job, grid sites faced a new set of challenges in workload scheduling. The most common batch
schedulers deployed at HEP computing sites do a poor job at multicore scheduling when using
only the native capabilities of those schedulers. This talk describes how efficient multicore
scheduling was achieved at the three sites represented in the author list, by implementing
dynamically-sized multicore partitions via a minimalistic addition to the Torque/Maui batch
system already in use at those sites.
The first part of the talk covers the theory related to this particular problem, which is
also applicable to e.g. the scheduling of large-memory jobs or data-aware jobs similarly
comprising part of a highly heterogenous workload. The system design is also presented,
linking it to previous work at Nikhef on grid-cluster scheduling. The second part of the talk
presents an evaluation of several months of production operation at the three sites.
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Abstract ID : 295

Updating the LISE++ software and future upgrade
plans

Abstract
Production of new isotopes is one of the opportunities at the intensity frontier of nuclear
physics. The associated science ranges from tests of the Standard Model to exploration of
the origin and evolution of the chemical elements in the universe. Leading facilities in this
effort are RIBF at RIKEN, TRIUMF in Canada, and ISOLDE at CERN. New large scale
facilities under development at the nuclear intensity frontier include FAIR in Europe, FRIB
in the United States, and others in countries including China, France, Korea, and Italy.
This talk will describe capabilities and future upgrade plans for the isotope production and
simulation software that is used at many of these facilities, namely LISE++ [1]. For reference
of its wide-scale use, the LISE++ website had approximately 3000 unique visitors in 2013,
with Japan, USA, Germany, France, and China as the top five countries in terms of visitors.
LISE++ is software used to predict beam intensity and purity of rare isotope beams produced
in-flight by magnetic and electric separators. The primary use of LISE++ at most facilities
is to predict and identify the composition of Radioactive Nuclear Beams [1]. Intensity
and purity of a desired beam can be predicted, along with the separator magnet settings.
Included in the LISE++ package are models of isotope production mechanisms, ion optical
transport through magnetic and electric systems, and ion interactions in matter. The suite
includes a full set of utilities for simulation of experiments.
The talk will highlight the process and methods of updating the software while retaining the
computational integrity of the code. To accommodate the diversity of our users, we extend
the software from Windows to a cross platform application. In addition, the C++ standard
will be updated from Borland to C++11. The calculations of beam transport and isotope
production are becoming more computationally intense with the new large scale facilities.
For example, the 90 m long FRIB separator will have around fifty magnetic elements and ten
points of beam interactions with matter. In order to perform the calculations in acceptable
time, numerical optimization and parallel methods are applied. Computational improvements
as well as the process of updating this large code will be discussed.
[1] LISE++: Radioactive beam production with in-flight separators. O.B. Tarasov, D. Bazin
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Abstract ID : 305

CernVM WebAPI - Controling Virtual Machines
from the Web

Abstract
Lately there is a trend in scientific projects to look for computing resources in the volunteering
community. In addition, to reduce the development effort required to port the scientific soft-
ware stack to all the known platforms, the use of Virtual Machines (VMs) as end-projects
is becoming increasingly popular. Unfortunately, the installation and the interfacing with
the existing volunteering computing infrastructure (such as BOINC) is left to the end-user,
therefore restricting even more the audience to only sufficiently software-capable people.
CernVM WebAPI is a software solution addressing this specific case in a way that opens wide
new application opportunities. It offers a very simple API for setting-up, controlling and
interfacing with a VM instance in the user’s computer, while in the same time offloading the
user from all the burden of downloading, installing and configuring the hypervisor. WebAPI
comes with a lightweight javascript library that guides the user through the application
installation process. Malicious usage is prohibited by offering a per-domain PKI validation
mechanism.
In this contribution we will overview this new technology, discuss its security features and
examine some test cases where it is already in use.
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Abstract ID : 332

Using HPC for data-intensive HEP workflows

Abstract
The data requirements of LHC experiments are set to grow beyond their expected resource
allocation. Meanwhile ‘Big Data’ is no longer the preserve of High Energy Physics, with
various communities also requiring and deploying significant resource to meet their needs.
There has been substantial activity in the HEP community to make opportunistic use of
compute resource including large-scale HPC resources, but this has largely avoided tackling
data-intensive workloads or opportunistic storage resource. At the same time, there have
been considerable recent developments on the data and storage side of HEP, which allow for
more flexible use of varied storage resources, and in distributed data access mechanisms to
allow seamless access and management of data regardless of actual location. HPC resources
can have additional constraints in making use of this however including restricted network
access and limited storage capacity on compute nodes, making use instead of a shared
file-system and gateway servers for access to off-site data.
We develop a lightweight data management approach that exploits HEP data federation
developments within HPC constraints, to allow for flexible, and dynamic, utilisation by
different communities of diverse storage and data resources. This is demonstrated with
production HEP workloads, such as those for the ATLAS experiment, run on a range of
compute resources accessing data from diverse locations. This includes HPC resources
at Archer, the UK national supercomputer, as well as commercial cloud and WLCG grid
resources accessing data stored on the Research Data Facility (a national, shared, multi-
petabyte data store) as well as commercial cloud storage and WLCG storage resources.
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Abstract ID : 334

The GridPP DIRAC project - DIRAC for non-LHC
communities

Abstract
The GridPP consortium in the UK is currently testing a multi-VO DIRAC service aimed
at non-LHC VOs. These VOs are typically small (fewer than two hundred members) and
generally do not have a dedicated computing support post. The majority of these represent
particle physics experiments (e.g. T2K, NA62 and COMET), although the scope of the
DIRAC service is not limited to this field. A few VOs have designed bespoke tools around the
EMI-WMS & LFC, while others have so far eschewed distributed resources as they perceive
the overhead for accessing them to be too high. The aim of the GridPP DIRAC project is to
provide an easily adaptable toolkit for such VOs in order to lower the threshold for access to
distributed resources such as grid and cloud computing. As well as hosting a centrally run
DIRAC service, we will also publish our changes and additions to the base DIRAC codebase
under an open-source license. We started by taking a survey of the existing VO specific
solutions using the feedback to determine the user requirements that were driving these
implementations. These details were then used to map the base requirements to available
DIRAC features, implementing any additional common functionality that was needed. Once
the groundwork was complete, this knowledge was shared with the existing VOs and we
worked with them to adapt their grid model to use the new DIRAC service. The experience
gained from this process was then used to recommend sensible approaches to the new VOs
and assist them in getting started with distributed computing. We investigated different
support models and found that a mailing list was the most accessible option for the target
audience, while GGUS is used for tracking service issues.
We report on the current status of this project and show increasing adoption of DIRAC
within the non-LHC communities.
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Abstract ID : 335

Exploiting CMS data popularity to model the
evolution of data management for Run-2 and beyond

Abstract
During the LHC Run-1 data taking, all experiments collected large data volumes from
proton-proton and heavy-ion collisions. The collisions data, together with massive volumes
of simulated data, were replicated in multiple copies, transferred among various Tier levels,
transformed/slimmed in format/content. These data were then accessed (both locally and
remotely) by large groups of distributed analysis communities exploiting the WorldWide
LHC Computing Grid infrastructure and services. While efficient data placement strategies
- together with optimal data redistribution and deletions on demand - have become the
core of static versus dynamic data management projects, little effort has so far been
invested in understanding the detailed data-access patterns which surfaced in Run-1. These
patterns, if understood, can be used as input to simulation of computing models at the
LHC, to optimise existing systems by tuning their behaviour, and to explore next-generation
CPU/storage/network co-scheduling solutions. This is of great importance, given that the
scale of the computing problem will increase far faster than the resources available to the
experiments, for Run-2 and beyond.
Studying data-access patterns involves the validation of the quality of the monitoring data
collected on the “popularity” of each dataset, the analysis of the frequency and pattern of
accesses to different datasets by analysis end-users, the exploration of different views of the
popularity data (by physics activity, by region, by data type), the study of the evolution of
Run-1 data exploitation over time, the evaluation of the impact of different data placement
and distribution choices on the available network and storage resources and their impact on
the computing operations.
This work presents some insights from studies on the popularity data from the CMS
experiment. We present the properties of a range of physics analysis activities as seen by
the data popularity, and make recommendations for how to tune the initial distribution of
data in anticipation of how it will be used in Run-2 and beyond.
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Abstract ID : 346

The GridPP DIRAC project - Implementation of a
multi-VO DIRAC service

Abstract

The DIRAC INTERWARE system was originally developed within the LHCb VO as a
common interface to access distributed resources, i.e. grids, clouds and local batch systems.
It has been used successfully in this context by the LHCb VO for a number of years. In
April 2013 the GridPP consortium in the UK decided to offer a DIRAC service to a number
of small VOs. The majority of these had been previously accessing grid resources using
the EMI-WMS system and some of them were also using the EMI-LFC for their data
management. DIRAC provides integrated workload and data management systems, although
these can also be used independently if required. It was decided that the most maintainable
way to deploy the DIRAC server was with one instance shared between all supported VOs
rather than a separate one for each VO. While this deployment model was not without
precedent, this approach greatly deviates from the model for which DIRAC was originally
designed. We set-up a test instance and while using this it was found that a number of
core features needed to be improved so that they could be managed within the scope of
a VO rather than server-wide. The main features that needed this adaptation were the
access controls, the automatic configuration of users & resources and the data management
functions. The DIRAC client toolset is fully-featured and contains analogues to most of
the lcg client commands. For the VOs which already have wrappers around the lcg tools,
just adapting these would be a possibility however this would still leave every VO with
their own solution to maintain. New VOs don’t want to spend valuable computing effort
to develop custom wrappers for their users based on these tools; a better solution is to try
and standardise on a set of common tools. This reduces both the maintenance effort for
any single user as bugs get fixed for everyone at once while also minimising the number of
different configurations the central experts need to be familiar with. The primary tool we
have investigated for this role is Ganga, particularly with its DIRAC backend module. We
report on how we resolved these issues to provide a production grade multi-VO DIRAC
service, including where appropriate the details of changes applied to the DIRAC and user
interface code bases.
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Abstract ID : 347

Geant4 simulation for a study of a possible use of
carbon ion pencil beams for the treatment of ocular

melanomas with the active scanning system at
CNAO.

Abstract
Purpose
The aim of this work is a study of a possible use of carbon ion pencil beams (delivered with
active scanning modality) for the treatment of ocular melanomas at the National Centre for
Oncological Hadrontherapy (CNAO). The promising aspect of carbon ions radiotherapy for
the treatment of this disease lies in its superior relative radiobiological effectiveness (RBE).
The Monte Carlo Geant4 toolkit is used to simulate the complete CNAO extraction beamline,
with the active and passive components along it. A human eye modeled detector, including
a realistic target tumor volume, is used as target. Cross check with previous studies at
CNAO using protons allows comparisons on possible benefits on using such a technique with
respect to proton beams. Experimental data on proton and carbon ion beams transverse
distributions are used to validate the simulation.
Description
The ocular melanoma is nowadays the most common early intraocular tumor in adulthood,
a malignant tumor which tends to grow both inside the bulb, invading and disrupting the
intraocular tissues and outside it, infiltrating the sclera and orbital tissues. Several possible
modalities are available to treat the disease (conventional radiotherapy, brachytherapy,
protontherapy); thanks to the physical properties of hadrons penetrating matter, protons or
heavy ions treatments can improve the visual prognosis, because the energy is delivered to
the target tissue, with very little exposure of surrounding healthy tissues. In the clinical
practice of eye protontherapy, the currently worldwide accepted technique for dose delivery
is represented by the passive scattering modality. However, in the present configuration at
CNAO the dose delivery system adopted and only available to treat patients, is represented
by the full active scanning modality and a commercial general-purpose (not specifically
dedicated to the eye’s treatment), image-based treatment planning system (TPS) is used.
Methods
The CNAO synchrotron is able to produce carbon ion beams with a FWHM ranging from
a minimum of 4 ± 0.04 mm to a maximum of 10 ± 0.1 mm at the standard target center
(isocenter), inversely depending on the beam energy. For protons, the FWHM ranges from
7.0 ± 0.7 mm to 22.3 ± 0.2 mm. The CNAO beam’s energy ranges from 120 MeV/u to 400
MeV/u, for carbon ions and from 63 MeV to 250 MeV for protons, with an uncertainty of
0.05%. The final part of the CNAO transport beamline, with all its elements, is simulated
using the Geant4 toolkit. Projectile charged particles, accelerated in the CNAO synchrotron
ring, travel in a long extraction vacuum beam pipe (about 6 m), crossing the magnetic field
generated by two orthogonal deflecting magnets. The vacuum beam pipe is sealed by a
carbon fiber exit window, after which the accelerated beam reaches the treatment room
and travels for several centimeters in air. In the treatment room the beam crosses a fixed
structure called nozzle, inside of which two beam-monitoring chambers are embedded to
measure in real-time the beam fluence and position. The standard target center (isocenter)
is located at a distance of 64 cm from the downstream edge of the nozzle. As a first step of
the simulation, a detailed description of the human eye with its internal components is used
to build an eye-detector; a realistic tumor is also included inside, near the optic nerve. The
eye is placed in a water box simulating the human brain, protruding from it as well as in a
real human head. Each eye’s element is made sensitive in Geant4 simulation to evaluate
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the dose deposition in each of the biological structures of the eye. Subsequently, an image
of an eye from a Computed Tomography (CT) is implemented as a realistic detector, by
importing in Geant4 the CT data. The image’s information is stored in a series of DICOM
(Digital Imaging and Communication in Medicine) files containing the image of a specific
CT slice. The DICOM-detector is built by superimposing 10 contiguous CT files.
Results
Before the eye-detector irradiation a validation of the Geant4 simulation with CNAO
experimental data is carried out with both carbon ions and protons. Important beam
parameters such as the transverse FWHM and scanned radiation field ‘s uniformity are
tested within the simulation and compared with experimental measurements at CNAO
Centre. The physical processes involved in secondary particles generation by carbon ions
and protons in the eye-detector are reproduced to take into account the additional dose to
the primary beam given to irradiated eye’s tissues. A study of beam shaping is carried out
to produce a uniform 3D dose distribution (shaped on the tumor) by the use of a spread
out Bragg peak. The eye-detector is then irradiated through a two dimensional transverse
beam scan at different depths. In the use case the eye-detector is rotated of an angle of
40◦ in the vertical direction, in order to misalign the tumor from healthy tissues in front
of it. The treatment uniformity on the tumor in the eye-detector is tested. For a more
quantitative description of the deposited dose in the eye-detector and for the evaluation of
the ratio between the dose deposited in the tumor and the other eye components, proton
and carbon DVHs (Dose Volume Histograms) are compared. A high statistics simulated
sample is used to minimize statistical errors. In the simulation a new particle generation
method is developed in order to reproduce the experimental treatment plan by importing
the DICOM RT-PLAN file, which contains all the information on the irradiation geometries
and sequences (treatment plan parameters).
Conclusions
Even further validations must be done, the good results so far obtained by this work point
out and confirm the possibility of using carbon ions delivered with active scanning beams to
treat the ocular melanoma.
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Abstract ID : 388

Development of site-oriented Analytics for Grid
computing centres

Abstract
The field of analytics, the process of analysing data to visualise meaningful patterns and
trends, has become increasingly important to a wide range of scientific applications as
the volume and variety of accessible data available to process (so called Big Data) has
significantly increased. There are a number of scalable analytic platforms and services
which have risen in prominence (such as Elasticsearch) which enable unstructured data from
numerous sources to be gathered, curated and visualised through a single extensible interface.
There is ongoing work in the HEP community evaluating these tools, for example in the
augmentation of system management at regional computing centres. In this context the
provisioning of analytic solutions for computing sites pledging resources to the Worldwide
LHC Computing Grid (WLCG) is an area of considerable interest.
Each Grid computing centre generates a wealth of monitoring data from multiple sources as
part of their ongoing operations. These include system logging, Grid middleware services,
LRMS scheduling information, network and storage utilisation and workload performance.
This rich set of data is available for exploitation using analytics tools to enable post-facto
diagnostics and a more comprehensive understanding of site systems, extending existing
work on site monitoring. A site-oriented analytics portal would allow administrators to
more easily leverage their available logging and monitoring data to determine the causes in
variations in workload performance that may be unclear from a single data source.
In this study we will explore the components necessary for a WLCG site-oriented analytics
platform. A corpus of relevant time-series based monitoring and logging data collected at
two UK Grid computing centres (ECDF and Glasgow) will be categorised and stored. We
will then explore the use of this data as part of a distributed analytics system. A necessary
part of this work will be an examination of the appropriate level of visibility for different
categories of site data. Furthermore, we will explore the extent to which machine learning
techniques could be harnessed to provide predictive capability in error detection by using
curated site data as a continuous training set.
This model is being developed with a particular focus on providing a solution for Grid
computing centres rather than attempting to cover all data sources generated by a Virtual
Organisation (VO). Such an approach is intended to complement analytic development from
larger VOs (such as the LHC experiments) whilst benefiting smaller VOs who may not have
the resources available to develop these types of tools. Based on this work we will look
towards areas of best practice in developing systems of this nature.
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Abstract ID : 392

Acceleration of ensemble machine learning methods
using many-core devices

Abstract
Multivariate training and classification methods using machine learning techniques are
commonly applied in data analysis at HEP experiments. Despite their success in looking
for signatures of new physics beyond the standard model it is known that some of these
techniques are computationally bound when input sample size and model complexity are
increased. Investigating opportunities for potential performance improvements is therefore
of great importance if these techniques are to be used with the much larger data volumes
expected from Run 2 operations at the Large Hadron Collider.
It has been previously shown that a large degree of algorithm parallelisation was possible
for MLP-based artificial neural networks by the use of many-core devices such as GPUs.
Improved scaling was observed in network complexity and qualitative performance gains
were attainable through the simultaneous processing of multiple neural networks. Here we
investigate how many-core devices can be used to accelerate ensemble machine learning
methods that are gaining traction in HEP data analysis.
We present a case study into the acceleration of decision forests using many-core devices
in collaboration with Toshiba Medical Visualisation Systems Europe (TMVSE). TMVSE
have developed software to process three-dimensional medical imaging data (such as CT or
MRI scans), using automatic detection of anatomical landmarks defined on the skeleton,
vasculature and major organs. Landmark detection underpins a semantic understanding of
the medical data and thus has many diverse applications, for example, it facilitates rapid
navigation to a named organ. TMVSE have applied ensemble machine learning methods
such as classification by random decision forests to efficiently compute the bounding boxes
of organs in processed image data volumes. It is important that their applications using
this algorithm runs efficiently and quickly. After data preparation and optimisation the
execution time is on average 4.5 seconds per volume with a sub-second processing time being
desirable.
Using representative medical image data as input and pre-trained decision trees we will
demonstrate how the decision forest classification method maps onto the GPU data process-
ing model. It was found that a GPU-based version of the classification method resulted in
over 130 times speed-up over a single-threaded CPU implementation with further improve-
ments possible. We will outline the main optimisation steps undertaken to maximise GPU
performance and detail how this was implemented using device profiling to evaluate thread
occupancy and execution efficiency.
As this solution was developed to be context independent we will demonstrate how this
work can be applied to a suitably formed HEP dataset to determine potential gains in event
throughput and classifier discrimination. We will also explore how the advanced analysis
techniques applied to automatic landmark detection in medical data can be applied to HEP
dataset to achieve further increases in performance.
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Recent advancements in user-job management with
Ganga

Abstract

The Ganga project (http://cern.ch/ganga) has long been used by several experimental
communities within HEP, most notably Atlas and LHCb. This talk describes the most
recent developments in job submission and management within Ganga with a focus on
newly developed tools and features. Ganga offers a powerful unified interface for submitting
complex user-jobs to many different backends, this allows the user to exploit their available
computing resources without the need to worry about implementation details. The release
of Ganga 6.1 in 2014/2015 will offer a new unified approach to file management within
distributed analyses. One of the benefits of this is that it will allow for a user’s data to be
transferred directly between worker nodes and various storage solutions without the need
for a centrally managed instance of Ganga. In addition to this, Ganga now also supports a
powerful new job queuing system. This system allows for users to perform job manipulation
in a more automated way, providing them with more freedom over their job management.
Working closely with recent developments in DIRAC, Ganga will soon support bulk job
submission to the grid allowing users to more easily exploit the currently available distributed
resources. Alongside this, and with recent GridPP developments at Imperial College, Ganga
offers an out of the box solution for experiments looking to work with vanilla DIRAC. Ganga
offers a modular codebase allowing for smaller experiments to easily adopt it with the ability
to readily expand and develop additional modules to suit their particular requirements.
Offering support for multiple HEP experiments Ganga development follows a “release early,
release often” mantra. This allows for the development of new features whilst still focusing
on stability and support for the existing user-base. Recent Ganga developments have also
added a new Jenkins based unit-testing system to provide more comprehensive testing and
debugging.
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ROOT 6 and beyond: TObject, C++14 and many
cores.

Abstract
Following the release of version 6, ROOT has entered a new area of development. It will
leverage the industrial strength compiler library shipping in ROOT 6 and its support of the
C++11/14 standard, to significantly simplify and harden ROOT’s interfaces and to clarify
and substantially improve ROOT’s support for multi-threaded environments.
This talk will also recap the most important new features and enhancements in ROOT in
general, focusing on those allowed by the improved interpreter and better compiler support,
including I/O for smart pointers, easier type safe access to the content of TTrees and
enhanced multi processor support.
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CosmoSIS: a system for MC parameter estimation

Abstract
CosmoSIS [http://arxiv.org/abs/1409.3409] is a modular system for cosmological parameter
estimation, based on Markov Chain Monte Carlo (MCMC) and related techniques. It
provides a series of samplers, which drive the exploration of the parameter space, and a series
of modules, which calculate the likelihood of the observed data for a given physical model,
determined by the location of a sample in the parameter space. While CosmoSIS ships
with a set of modules that calculate quantities of interest to cosmologists, there is nothing
about the framework itself, nor in the MCMC technique, that is specific to cosmology. Thus
CosmoSIS could be used for parameter estimation problems in other fields, including HEP.
This presentation will describe the features of CosmoSIS and show an example of its use
outside of cosmology. It will also discuss how collaborative development strategies differ
between two different communities: that of HEP physicists, accustomed to working in large
collaborations, and that of cosmologists, who have traditionally not worked in large groups.
For example, because there is no collaboration to enforce a language choice, the framework
supports programming in multiple languages. Additionally, since scientists in the cosmology
community are used to working independently, a system was needed for helping ensure that
proper attribution is given to authors of contributed algorithms.
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ALFA: The new ALICE-FAIR software framework

Abstract
The commonalities between the ALICE and FAIR experiments and their computing re-
quirements lead to the development of large parts of a common software framework in an
experiment independent way. The FairRoot project has already shown the feasibility of such
an approach for the FAIR experiments and extending it beyond FAIR to experiments at
other facilities. The ALFA framework is a joint development between ALICE Online-Offline
(O2) and FairRoot teams.
ALFA is designed as a flexible, elastic system, which balances reliability and ease of devel-
opment with performance using multi-processing and multi-threading. A message-based
approach has been adopted; such an approach will support the use of the software on different
hardware platforms, including heterogeneous systems. Each process in ALFA assumes limited
communication and reliance on other processes. Such a design will add horizontal scaling
(multiple processes) to “vertical scaling” provided by multiple threads to meet computing
and throughput demands. ALFA does not dictate any application protocols. Potentially, any
content-based processor or any source can change the application protocol. The framework
supports different serialization standards for data exchange between different hardware and
software languages. The concept and design of this new framework as well as the already
implemented set of utilities and interfaces will be presented.
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A Comparative Analysis of Event Processing
Frameworks used in HEP

Abstract

Today there are many different experimental event processing frameworks in use by running
or about to be running experiments. This talk will compare and contrast the different
components of these frameworks and highlight the different solutions chosen by different
groups. In the past there have been attempts at shared framework projects for example
the collaborations on the BaBar framework (between BaBar, CDF, and CLEO), on the
Gaudi framework (between LHCb and ATLAS), on AliROOT/FairROOT (between Alice
and GSI/Fair), and in some ways on art (Fermilab based experiments) and CMS’ framework.
However, for reasons that will be discussed, these collaborations did not result in common
frameworks shared among the intended experiments. Though importantly, two of the
resulting projects have succeeded in providing frameworks that are shared among many
customer experiments: Fermilab’s art framework and GSI/Fair’s FairROOT. Interestingly,
several projects are considering remerging their frameworks after many years apart. I’ll report
on an investigation and analysis of these realities. With the advent of the need for multi-
threaded frameworks and the scarce available manpower, it is important to collaborate in the
future; however it is also important to understand why previous attempts at multi-experiment
frameworks either worked or didn’t work.
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The OSG Open Facility: A Sharing Ecosystem Using
Harvested Opportunistic Resources

Abstract

The Open Science Grid (OSG) ties together individual experiments’ computing power, con-
necting their resources to create a large, robust computing grid; this computing infrastructure
started primarily as a collection of sites associated with large HEP experiments such as
ATLAS, CDF, CMS, and DZero. OSG has been funded by the Department of Energy Office
of Science and National Science Foundation since 2006 to meet the US LHC community’s
computational needs. In the years since, the OSG has broadened its focus to also address
the needs of other US researchers and increased delivery of Distributed High Throughput
Computing (DHTC) to users from a wide variety of disciplines via the OSG Open Facility.
Presently, the Open Facility delivers about 100 million computing wall hours per year to
researchers who are not already associated with the owners of the computing sites; this is
primarily accomplished by harvesting and organizing the temporarily unused capacity (i.e.
opportunistic cycles) from the sites in the OSG. We present an overview of the infrastructure
developed to accomplish this from flocking architecture to harvesting opportunistic resources
to providing user support to a diverse set of researchers. We also present our experiences
since becoming a high-throughput computing service provider as part of the NSF’s XD
program. Using these methods, OSG resource providers and scientists share computing
hours with researchers in many other fields to enable their science, striving to make sure
that these computing resources are used with maximal efficiency. We believe that expanded
access to DHTC is an essential tool for scientific innovation and work continues in expanding
this service.
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slic : A full-featured Geant4 simulation program

Abstract

As the complexity and resolution of particle detectors increases, the need for detailed
simulation of the experimental setup also increases. We have developed efficient and flexible
tools for detailed physics and detector response simulations which build on the power of the
Geant4 toolkit but free the end user from any C++ coding. Geant4 is the de facto high-
energy physics standard for simulating the interaction of particles with fields and materials.
However, the end user is required to write their own C++ program, and the learning curve
for setting up the detector geometry and defining sensitive elements and readout can be
quite daunting, especially for those without previous experience or not associated with large
collaborations. We have developed the Geant4-based detector simulation program, slic, which
employs generic IO formats as well as a textual detector description. Extending the pure
geometric capabilities of GDML, LCDD enables fields, regions, sensitive detector readout
elements, etc. to be fully described at runtime using an xml file. We also describe how more
complex geometries, such as those from CAD programs, can be seamlessly incorporated
into the xml files. We have defined generic “hits” which can be used to model sophisticated
tracking and calorimetry readouts, but the native Geant4 scoring functionality can also
be used for simpler applications. Although developed within the context of HEP collider
detectors, the program is completely flexible and can be used to simulate detectors in many
different fields. We present a software toolkit and computing infrastructure which allows
physicists to quickly and easily contribute to detector design by modeling detector elements
without requiring either C++ coding expertise or experience with Geant4. Examples of
its use designing collider detectors for the ILC and CLIC as well as its use in simulating
the detector response and physics performance of a fixed-target experiment at the Thomas
Jefferson National Laboratory will be presented.
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org.lcsim: A Java-based tracking toolkit

Abstract

We describe a software toolkit for full event simulation and reconstruction in silicon tracking
detectors. It features modular packages providing sophisticated simulations of the response
of silicon detectors to the passage of charged particles. Sensor classes allow very detailed
descriptions of charge carrier movement in silicon detectors: one can list the collecting,
absorbing and reflecting regions, properties of silicon (doping, mobility, diffusion length,
etc.), and electric and magnetic fields (including TCAD maps). After the charge carriers
are generated and collected, the electronics simulation processes this into digital signals.
We have defined an interface to specify how any such simulation should communicate with
other parts of the package. Since details of signal processing are very sensor specific, it is
anticipated that any sensor option will have its own class handling such processing, but
we have implemented a number of readout technologies of interest to HEP detectors, such
as CCDs and active pixel devices. Common to all the specific electronics simulation are
the addition of electronics noise, propagation of the signal to readout, thresholding, and
digitization of the signal. The final output is then a list of electronics channels with their
corresponding ADC counts, and optionally the time for the signal, replicating the readout
from a real detector. We also provide code for cluster finding, pattern recognition, track-
finding and fitting, and analysis. The detector is defined by the same xml input files used
for the Geant4 detector response simulation, ensuring that simulation and reconstruction
geometries are always commensurate by construction. We describe an easy-to-use software
toolkit used to fully simulate all aspects of silicon trackers, from signal development in
pixels and microstrips, through pattern recognition and track fitting, to analysis. Originally
developed within the context of collider detector development for the ILC, it is being used
by the Heavy Photon Search Detector, a fixed-target experiment at the Thomas Jefferson
National Laboratory. We will describe its use and performance in a running experiment.
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The Linear Collider Software Framework

Abstract

Detectors at future electron-positron linear colliders such as ILC or CLIC will require
unprecedentedly precise tracking, vertexing, and calorimetry in order to meet the ambitious
physics goals of the experimental program. The physics performance of different detector
geometries and technologies has to be realistically estimated. These assessments require
sophisticated and flexible full detector simulation and reconstruction software. At the
heart of the linear collider detectors lies the particle flow reconstruction. The goal of
unambiguously associating tracks and showers to individual particles requires the combination
of precise, lightweight trackers combined with fine-grained “imaging” calorimeters and
advanced clustering software. Detailed physics and detector optimization studies are taking
place in the CLICdp, ILD, and SiD groups. The similarities between the different detector
concepts allow for the use of common software tools. All the concepts share an event data
model and persistency format which enables the sharing of files and applications across
the concepts. Particle flow clustering, vertexing and flavor tagging is already provided by
standalone packages via lightweight interfaces. In the near future the geometry information for
all detector layouts will be provided by a common source for the simulation and reconstruction
programs, providing further re-use of software between the collaborations. In addition, a
track reconstruction package is currently under development. The sharing and development
of flexible software tools not only saves precious time and resources, the use of common tools
for different detectors also helps to uncover bugs or inefficiencies that would be harder to
spot without multiple users. The concept of generic software tools and some of the programs
themselves can be beneficial to experiments beyond the linear collider community.
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Multi-VO Support in IHEP’s Distributed Computing
Environment

Abstract
For Beijing Spectrometer III (BESIII) experiment located at the Institute of High Energy
Physics (IHEP), China, the distributed computing environment (DCE) has been setup
and been in production status since 2012. The basic framework or middleware is DIRAC
(Distributed Infrastructure with Remote Agent Control) with BES-DIRAC extensions. About
2000 CPU cores and 400 TB storage contributed by BESIII collaboration members are
integrated to serve MC simulation and reconstruction jobs, as well as data transfer between
sites.
Recently, this distributed computing environment has been extended to support other exper-
iments operated by IHEP, such as Jiangmen Underground Neutrino Observatory (JUNO),
Circular Electron Positron Collider (CEPC), Large High Altitude Air Shower Observatory
(LHAASO), Hard X-ray Modulation Telescope (HXMT), etc. Each experiment’s community
naturally forms a virtual organization (VO). They have various heterogeneous computing and
storage resources located at geographically distributed universities or institutions worldwide,
with larger or smaller size. They wish to integrate those resources and supply to their
VO’s users. The already established BES-DIRAC DCE is chosen as platform to serve their
requirements, with considerable multi-VO support technologies implemented.
The advantage of building DIRAC as a service is obvious in our case. First of all, DIRAC
servers need dedicated hardware and expert manpower to maintain, some small VOs are not
willing to afford that. Second, many universities and institutions in China are collaboration
members of several experiments listed above, they would like to contribute resources to
more than one experiment, a single DIRAC setup will be the easiest way to manage these
resources. Therefore, Instead of setting up dedicated DCE for each experiment, operating
a single setup for all the experiments is an effective way to make maximal use of shared
resources and manpower while remaining flexible and open for new experiments to join.
The key point for this single setup is to design and develop a multi-VO support scheme
based on BES-DIRAC framework.
The VO Management System (VOMS) plays a central role in multi-VO members and
resources information management. Other services will retrieve user proxy information and
resource per-VO configurations from VOMS server.
In data management subsystem, DIRAC file catalogs (DFC) with dynamic dataset function-
ality is extended to handle files and datasets belong to users from different VOs. StoRM
SE is employed to manage the storage resources contributed by universities belong to more
than two VOs.
In workload management subsystem, the pilot, job matcher and scheduler should take into
consideration the VO properties of jobs, priorities of VOs in resources configurations, etc.
In frontend subsystem, a task based request submission and management system is developed.
Different VO’s users can specify their own workflows. It allows users from different VOs to
submit jobs, manage data transferring, get monitoring and accounting information of their
requests.
The experience of designing multi-VO support in IHEP’s distributed computing environ-
ment may be interested and useful for other high energy physics center operating several
experiments.
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A Virtual Geant4 Environment

Abstract
We describe the development of an environment for Geant4 consisting of the application and
data that enables users a faster and easier way to access the Geant4 applications without
having to download and build the software locally. The environment is platform neutral and
offers the users near-real time performance. The environment consists of data and Geant4
libraries built using the LLVM tools which can then result in bitcode that can be embedded
in HTML and accessed via the browser. The bitcode is downloaded to the local machine via
the browser and can then be configured by the user.
This approach provides a way of minimising the risk of leaking potentially sensitive data
used to construct the Geant4 model and has application in the medical domain for treatment
planning.
We describe several applications that have used this approach and describe the performance
of applications built with this approach compared to native applications. We also describe
potential user communities that could benefit from this approach.
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Active job monitoring in pilots

Abstract
Recent developments in high energy physics (HEP) including multi-core jobs and multi-core
pilots require data centres to gain a deep understanding of the system to correctly design and
upgrade computing clusters. Especially networking is a critical component as the increased
usage of data federations relies on WAN connectivity and availability as a fallback to access
data. The specific demands of different experiments and communities, but also the need for
identification of misbehaving batch jobs requires an active monitoring.
Existing monitoring tools are not capable of measuring fine-grained information at batch job
level. This complicates network-specific scheduling and optimisations. In addition, pilots
add another layer of abstraction. They behave like batch systems themselves by managing
and executing payloads of jobs internally. As the original batch system has no access to
internal information about the scheduling process inside the pilots, there is an unpredictable
number of jobs being executed. Therefore, the comparability of jobs and pilots cannot be
ensured to predict runtime behaviour or network performance. Hence, the identification of
the actual payload is of interest.
At the GridKa Tier 1 centre a specific monitoring tool is in use, that allows the monitoring
of network traffic information at batch job level. A first analysis using machine learning
algorithms showed the relevance of the measured data, but indicated a possible improvement
by subdividing pilots into separate jobs.
This contribution will present the current monitoring approach and will discuss recent efforts
and importance to identify pilots and their substructures inside the batch system. It will
also show how to determine monitoring data of specific jobs from identified pilots. Finally,
the approach is evaluated and adapted to the former analysis and the results are presented.
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Architecture of a new data taking and analysis
infrastructure and services for the next generation

detectors of Petra3 at DESY

Abstract
Data taking and analysis infrastructures in HEP have evolved during many years to a well
known problem domain. In contrast to HEP, third generations synchrotron light sources,
existing and upcoming free electron laser are confronted an explosion in data rates which is
primarily driven by recent developments in 2D pixel array detectors. The next generation
will produce data in the region upwards of 50 Gbytes per second. At synchrotrons, data
was traditionally taken away by users following data taking using portable media. This will
clearly not scale at all.
We present first experiences of our new architecture and services underlying by results taken
from the resumption of data taking in March 2015. Technology choices were undertaking
over a period of twelve month. The work involved a close collaboration between central IT,
beamline controls, and beamline support staff. In addition a cooperation was established
between DESY IT and IBM to include industrial research and development experience and
skills.
In technological terms the next generation detectors exceeds current generations in order
of magnitudes by data volume, -rate as well as complexity at an exponential growth. We
are challenging unpredictable data access demands, computing platform and OS version
integration (i.e. Windows), but still requiring acceptable bandwidth for DAQ rate at the
final storage system.
Our approach integrates HPC technologies for storage systems and protocols. In particular,
our solution uses a single filesystem instance with a multiple protocol access, while operating
within a single namespace - ubiquitous NFS & SMB access to same repository. We are
targeting a system supporting distributed parity, decent erasure codes - to allow very fast
rebuilds and a high availability level for the capacity disk based resources, multiple cluster,
asynchronous file replication, high speed networking - Infiniband FDR & 10/40GE Ethernets,
storage class memory (SSD & FlashDIMM) to run the high IOPS burst buffering layer
within the architecture.
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Abstract ID : 499

Designing Computing System Architecture and
Models for the HL-LHC era

Abstract
The global distributed computing system (WLCG) used by the Large Hadron Collider (LHC)
is evolving. The treatment of wide-area-networking (WAN) as a scarce resource that needs
to be strictly managed is far less necessary that originally foreseen. Static data placement
and replication, intended to limit interdependencies among computing centers, is giving
way to global data federations building on computing centers whose maturity has increased
significantly over the past decade. Different modalities for provisioning resources, including
commercial clouds, will coexist with computing centers in our labs and universities. Compute
resources may increasingly be shared between HEP and other fields.
By necessity today’s computing system is evolving in an adiabatic fashion due to the need to
support the next LHC run. In the medium and long term, however, a number of questions
arise regarding the appropriate system architecture, for example: What ratio of storage to
compute capabilities will be needed? How should storage be deployed geographically to
maximally exploit owned, opportunistic and cloud distributed compute capabilities? What
is the right mix of placement, WAN reads, and automated caching to optimize performance?
How will the reliability and scalability of the system be impacted by these choices? Can
different computing models or computation techniques (map reduce, etc.) be deployed more
easily with different system architectures?
In this presentation we report results from our work to simulate future distributed computing
system architectures and computing models to answer these questions. When possible we
also report our efforts to validate this simulation using today’s computing system.
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Abstract ID : 500

Building a Tier-3 Based on ARMv8 64-bit
Server-on-Chip for the WLCG

Abstract
Deploying the Worldwide LHC Computing Grid (WLCG) was greatly facilitated by the
convergence, around the year 2000, on Linux and commodity x86 processors as a standard
scientific computing platform. This homogeneity enabled a relatively simple “build once,
run anywhere” model for applications. A number of factors are now driving interest in
alternative platforms. Power limitations at the level of individual processors, and in aggregate
in computer centers, place greater emphasis on power efficiency issues. The rise of mobile
computing, based primarily on ARM processors with a different intellectual property model,
has also created interest in ARM as an potential general purpose architecture for the server
market.
We report our experience building a demonstrator Grid cluster using systems with ARMv8
64-bit processors, capable of running production-style workflows. We present what we have
learned regarding the use of both application and Open Science Grid (OSG) software on
ARMv8 64-bit processors, as well as issues related to the need to manage heterogeneous
mixes of x86_64 and ARMv8 64-bit processors in a Grid environment. We also report the
hardware experience we have gained while building the cluster.
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Abstract ID : 505

Exploiting heterogeneity on the Grid for fun and
profit

Abstract
In recent years large scientific projects such as the Large Hadron Collider (LHC) have
developed extensive distributed computing systems, involving many computer centers around
the globe. At first glance the resulting computing platform appears to be based on a
homogeneous deployment of Linux on commodity x86 processors. In practice, however, many
generations of processors are deployed in the computing centers, typically corresponding to 4
or 5 years worth of purchases. Depending on where an application is run and details of what
it is doing, it will see some variation in achievable compute performance stemming directly
from the processor heterogeneity. In the future, this heterogeneity will increase significantly.
Due to power density limitations in processors, alternate processor architectures are now
being considered, including low power cores (ARM, ATOM) and specialized coprocessors
(GPUs, Xeon Phi). If the distributed computing system evolves to include clusters with
alternate technologies, the resulting heterogeneity will mean that both the performance and
the performance/Watt achievable by any given application will vary significantly.
This heterogeneity and the resulting variations in application performance and energy
efficiency can in principle provide information usable for job scheduling to improve net
throughput or to reduce power consumption or cost. We report our studies into potential
performance and power efficiency/cost gains resulting for inclusion of this kind of information
in scheduling choices.
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Abstract ID : 527

Agile Research - Strengthening Reproducibility in
Collaborative Data Analysis Projects

Abstract

Reproducibility of results is a fundamental quality of scientific research. However, as data
analyses become more and more complex and research is increasingly carried out by larger
and larger teams, it becomes a challenge to keep up this standard. The decomposition of
complex problems into tasks that can be effectively distributed over a team in a reproducible
manner becomes nontrivial. Overcoming these obstacles requires a shift in both management
methodology as well as supporting technology. The LHCb collaboration is experimenting
with different methods and technologies to attack such challenges. In this talk we present a
language and thinking framework for laying out data analysis projects. We show how this
framework can be supported by specific tools and services that allow teams of researchers to
achieve high quality results in a distributed environment. Those methodologies are based on
so called agile development approaches that have been adopted very successfully in industry.
We show how the approach has been adapted to HEP data analysis projects and report on
experiences gathered on a pilot project.
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Abstract ID : 536

Simulation of LHC events on a million threads

Abstract

Demand for Grid resources is expected to double during LHC Run II as compared to Run I;
the capacity of the grid, however, will not double. The HEP community must consider how
to bridge this computing gap. Two approaches to meeting this demand include targeting
larger compute resources, and using the available compute resources as efficiently as possible.
Argonne’s Mira, the fifth fastest supercomputer in the world, can run roughly five times
the number of parallel processes that the ATLAS experiment typically uses on the Grid.
We have ported Alpgen, a serial x86 code, to run as a parallel application under MPI on
the Blue Gene/Q architecture. By analysis of the Alpgen code, we reduced the memory
footprint to allow running 64 threads per node, utilizing the four hardware threads available
per core on the PowerPC A2 processor. Event generation and unweighting, typically run
as independent serial phases, are coupled together in a single job in this scenario, reducing
intermediate writes to the filesystem. By these optimizations, we have successfully run LHC
proton-proton physics event generation at the scale of a million threads, filling two-thirds of
Mira.
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Abstract ID : 537

Achieving production-level use of HEP software at
the Argonne Leadership Computing Facility

Abstract

HEP’s demand for computing resources has grown beyond the capacity of the Grid, and
these demands will accelerate with the higher energy and luminosity planned for Run II.
Mira, the ten petaflops supercomputer at the Argonne Leadership Computing Facility, is a
potentially significant compute resource for HEP research. Through an award of fifty million
hours on Mira, we have delivered millions of events to LHC Experiments by establishing the
means of marshaling jobs through serial stages on local clusters, and parallel stages on Mira.
We are running several HEP applications, including Alpgen, Pythia, Sherpa, and Geant4.
Event generators, such as Sherpa, typically have a split workload: a small scale integration
phase, and a second, more scalable, event-generation phase. To accommodate this workload
on Mira we have developed two Python-based Django applications, Balsam and ARGO.
Balsam is a generalized scheduler interface which uses a plugin system for interacting with
scheduler software such as Condor, Cobalt, and Torque. ARGO is a workflow manager that
submits jobs to instances of Balsam. Through these mechanisms, the serial and parallel tasks
within jobs are executed on the appropriate resources. This approach and its integration
with the PanDA production system will be discussed.
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