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Abstract ID : 4

The LHCb turbo stream

Abstract

The LHCb experiment will record an unprecedented dataset of beauty and charm hadron
decays during Run II of the LHC, set to take place between 2015 and 2018. A key computing
challenge is to store and process this data, which limits the maximum output rate of the
LHCb trigger. So far, LHCb has written out a few kHz of events containing the full raw
sub-detector data, which are passed through a full offline event reconstruction before being
considered for physics analysis. Charm physics in particular is limited by trigger output rate
constraints. A new streaming strategy includes the possibility to perform the physics analysis
with candidates reconstructed in the trigger, thus bypassing the offline reconstruction. In the
“turbo stream” the trigger will write out a compact summary of “physics” objects containing
all information necessary for analyses, and this will allow an increased output rate and thus
higher average efficiencies and smaller selection biases. This idea will be commissioned and
developed during 2015 with a selection of physics analyses. It is anticipated that the turbo
stream will be adopted by an increasing number of analyses during the remainder of LHC
Run-II (2015-2018) and ultimately in Run-III (starting in 2020) with the upgraded LHCb
detector.
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Abstract ID : 27

Optimizing the transport layer of the ALFA
framework for the Intel Xeon Phi co-processor

Abstract
ALFA is the common framework of the next generation software for ALICE and FAIR high
energy physics experiments. It supports both offline and online processing which includes
ALICE DAQ/HLT/Offline and the FairRoot project. The framework is designed based on a
data-flow model with message-oriented middleware (MOM) serving as a transport layer. By
using multiple data-flows concurrently it facilitates parallel processing which maps naturally
to emerging multi-core and many-core computing architectures.
With the introduction of the Intel Xeon Phi co-processor in the industry it is interesting
to investigate whether it can be used by ALFA to increase the processing efficiency. The
co-processor can be used in three main computing modes. These are offload in which portions
of code are accelerated on the device, native where the full program is executed on the device
and symmetric where complete tasks are executed on the device and the host processor. For
acceleration via offloading there are many competitive platforms such as GPUs and FPGAs.
Although Xeon Phi can be used as an accelerator, it is particularly interesting to investigate
the possibility of utilizing the co-processor in the symmetric mode of operation. Since it
is x86_64 compatible it is possible to port complete task processes to the device and take
advantage of the manycore architecture. It is also worth noting that the next generation of
the Xeon Phi codenamed Knights Landing (KNL) will be manufactured in a socket variant
as well. The research of using the co-processor as an independent node as opposed to just
an offload accelerator can serve as a preliminary study for the future KNL servers.
The software components ported to the device will be connected with the rest of the system
via the transport layer therefore there is strong motivation to optimize it for Xeon Phi. The
metrics against which it is optimized are throughput, latency and energy consumption,
with throughput being the primary target. The two core MOM technologies of choice for
ALFA are ZeroMQ and NanoMSG. The out-of-the box versions of these libraries use primarily
TCP as the transport protocol which is known to provide limited performance on Xeon Phi
in terms of data transfer throughput. In this effort these libraries are extended with support
for SCIF, the Xeon Phi native transport protocol over PCIe and additionally with the
Co-processor Communication Link (CCL), an RDMA technology used for efficient internode
communication. By introducing these extensions we will demonstrate improvements in the
data transfer performance by collecting performance monitoring results both in isolation
with micro-benchmarks and integrated in the ALFA framework with the respective transport
layer benchmark. A successful completion of the optimizations of the transport layer will
improve the performance of NanoMSG and ZeroMQ on Xeon Phi. This achievement will
potentially make this architecture a viable choice for certain use cases for ALFA which will
further enrich its heterogeneous computing capabilities.
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The ATLAS Trigger Core Configuration and
Execution System in Light of the ATLAS Upgrade

for LHC Run 2

Abstract
During the 2013/14 shutdown of the Large Hadron Collider (LHC) the ATLAS first level
trigger (L1T) and the data acquisition system (DAQ) were substantially upgraded to cope
with the increase in luminosity and collision multiplicity, expected to be delivered by the
LHC in 2015.
To name a few, the L1T was extended on the calorimeter side (L1Calo) to better cope with
pile-up and apply better-tuned isolation criteria on electron, photon, and jet candidates. The
central trigger (CT) was widened to analyze twice as many inputs, provide more trigger lines,
and serve multiple sub-detectors in parallel during calibration periods. A new FPGA-based
trigger, capable of analyzing event topologies at 40 MHz, was added to provide further
input to forming the level 1 trigger decision (L1Topo). On the DAQ side the dataflow was
completely remodeled, merging the two previously existing stages of the software-based high
level trigger into one.
Partially because of these changes, partially because of the new trigger paradigm to have
more full event analysis, the high level trigger (HLT) execution framework and the trigger
configuration system had to be upgraded, tools and data content had to be adapted to the
new ATLAS analysis model. In this paper we describe this work:
The algorithm execution framework was changed to seamlessly work within the merged HLT,
the data access providers were adapted to the new dataflow. The event building, at which
point all data are retrieved from the readout system, can now dynamically change with
progressing event feature extraction, allowing a more flexible adjustment to dataflow con-
straints. The cost monitoring framework which analyzes data access and CPU consumption,
even prior to data taking, was extended to work within the merged system, several other
improvements followed.
The HLT execution was moved to a memory-saving multi-process application, in which many
event processors are forked after the system configuration. They thus share common data
such as geometry and conditions information, leading to a dramatic reduction in the overall
memory consumption. Compared to Run 1 many more event processors can run on each
machine.
Upon request from the ATLAS physics groups a new kind of data stream was implement, in
which only a small subset of the reconstructed trigger objects and no detector data is stored.
Since the trigger reconstruction in Run 2 almost compares to the offline in resolution, these
data make search analyses that require high statistics feasible.
As a consequence of these changes, the new ATLAS data model, and the new dual environment
analysis approach, the tools that are provided for trigger aware analysis had to be completely
restructured. In particular the reduction and specialization of data content in derived data
sets was posing a challenge for the trigger, a new trigger data slimming was invented.
The database driven trigger configuration system, which describes the physics implemented
at L1 and HLT, needs to reflect all changes in the L1 and HLT system. It now incorporates
the configuration for the new L1Topo trigger, has extended the configuration capabilities
of the L1Calo and CT and the describes are merged HLT. A new system for automatically
adjust the trigger prescale factors to the dropping luminosity during a run was devised and
implemented.
We also present measurements of the trigger execution on first data with the new ATLAS
trigger algorithms and selection.
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Abstract ID : 36

A Validation System for the Complex Event
Processing Directives of the ATLAS Shifter

Assistant Tool

Abstract

Complex Event Processing (CEP) is a methodology that combines data from different
sources in order to identify events or patterns that need particular attention. It has gained
a lot of momentum in the computing world in the past few years and is used in ATLAS
to continuously monitor the behaviour of the data acquisition system, to trigger corrective
actions and to guide the experiment’s operators. This technology is very powerful, if experts
regularly insert and update their knowledge about the system’s behaviour into the CEP
engine. Nevertheless, writing or modifying CEP directives is not trivial since the used
programming paradigm is quite different with respect to what developers are normally
familiar with. In order to help experts verify that the directives work as expected, we have
thus developed a complete testing and validation environment. This system consists of three
main parts: the first is the persistent storage of all relevant data streams that are produced
during data taking, the second is a playback tool that allows to re-inject data of specific
data taking sessions from the past into the CEP engine and the third is a reporting tool
that shows the output that the directives loaded into the engine would have produced in the
live system. In this paper we describe the design, implementation and performance of this
validation system, highlight its strengths and short-comings and indicate how such a system
could be re-used in similar projects.
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Abstract ID : 40

gFEX, the ATLAS Calorimeter Level 1 Real Time
Processor

Abstract

The global feature extractor (gFEX) is a component of the Level-1 Calorimeter trigger
Phase-I upgrade for the ATLAS experiment. It is intended to identify patterns of energy
associated with the hadronic decays of high momentum Higgs, W, & Z bosons, topquarks,
and exotic particles in real time at the LHC crossing rate. The single processor board
will be implemented as a fast reconfigurable processor based on four largeFPGAs. The
board will receive coarse-granularity information from all the ATLAS calorimeters on 264
optical fibers with the data transferred at the 40 MHz LHC clock frequency. The gFEX will
be controlled by a single system-on-chip processor, ZYNQ, that will be used to configure
FPGAs, monitor board health, and interface to externalsignals. Although the board is being
designed specifically for the ATLAS experiment, itis sufficiently generic that it could be used
for fast data processing at other HEP or NP experiments. We will present the design of the
gFEX board and discuss how it is beingimplemented.
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Real-time flavour tagging selection in ATLAS

Abstract

In high-energy physics experiments, online selection is crucial to identify the few interesting
collisions from the large data volume processed. In the overall ATLAS trigger strategy, b-jet
triggers are designed to identify heavy-flavor content in real-time and, in particular, provide
the only option to efficiently record events with fully hadronic final states containing b-jets.
In doing so, two different, but related, challenges are faced. The physics goal is to optimise
as far as possible the rejection of light jets from QCD processes, while retaining a high
efficiency on selecting jets from beauty, while maintaining affordable trigger rates without
raising jet energy thresholds. This maps into a challenging computing task, as charged tracks
and their corresponding vertexes must be reconstructed and analysed for each jet above the
desired threshold, regardless of the increasingly harsh pile-up conditions. The performance
of b-jet triggers during the LHC Run 1 data-taking campaigns is presented, together with
an overview of the new online b-tagging strategy and algorithms, designed to face the above
mentioned challenges, which will be adopted during Run 2.
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Abstract ID : 53

The performance and development of the Inner
Detector Trigger at ATLAS for LHC Run 2

Abstract

A description of the design and performance of the newly reimplemented tracking algorithms
for the ATLAS trigger for LHC Run 2, to commence in spring 2015, is provided. The ATLAS
High Level Trigger (HLT) has been restructured to run as a more flexible single stage process,
rather than the two separate Level 2 and Event Filter stages used during Run 1. To make
optimal use of this new scenario, a new tracking strategy has been implemented for Run 2 for
the HLT. This new strategy will use a Fast Track Finder (FTF) algorithm to directly seed
the subsequent Precision Tracking, and will result in improved track parameter resolution
and significantly faster execution times than achieved during Run 1 but with no significant
reduction in efficiency. The performance and timing of the algorithms for numerous physics
signatures in the trigger are presented. The profiling infrastructure, constructed to provide
prompt feedback from the optimisation, is described, including the methods used to monitor
the relative perfor- mance improvements as the code evolves. The online deployment and
commissioning, together with the first measurements with the Run 2 data are also discussed.
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Abstract ID : 60

Automated workflows for critical time-dependent
calibrations at the CMS experiment.

Abstract
Fast and efficient methods for the calibration and the alignment of the detector are a key
asset to exploit the physics potential of the Compact Muon Solenoid (CMS) detector and to
ensure timely preparation of results for conferences and publications.
To achieve this goal, the CMS experiment has set up a powerful framework. This includes
automated workflows in the context of a prompt calibration concept, which allows for a quick
turnaround of the calibration process following as fast as possible any change in running
conditions.
The presentation will review the design and operational experience of these workflows and the
related monitoring system during the LHC RunI and focus on the development, deployment
and commissioning in preparation of RunII.
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Abstract ID : 87

Fast TPC online tracking on GPUs and
asynchronous data-processing in the ALICE HLT to

enable online calibration

Abstract
ALICE (A Large Heavy Ion Experiment) is one of the four major experiments at the Large
Hadron Collider (LHC) at CERN, which is today the most powerful particle accelerator
worldwide. The High Level Trigger (HLT) is an online compute farm of about 200 nodes,
which reconstructs events measured by the ALICE detector in real-time. The HLT uses a
custom online data-transport framework to distribute the data and the workload among the
compute nodes.
ALICE employs several subdetectors that are sensitive to calibration, e.g. the TPC (Time
Projection Chamber). For a precise reconstruction, the HLT has to perform the calibration
online. Online-calibration can make certain offline calibration steps obsolete and can thus
speed up offline analysis. In ALICE Run 3 starting in 2020, online calibration becomes
a necessity. The main detector used for track reconstruction is the TPC. Reconstructing
the trajectories in the TPC is the most compute-intense step during event reconstruction.
Therefore, a fast tracking implementation is of great importance. Reconstructed TPC tracks
build the basis for the calibration making a fast online-tracking mandatory.
We present several components developed for the ALICE High Level Trigger to perform fast
event reconstruction and to provide features required for online calibration.
As first topic, we present our TPC tracker, which employs GPUs to speed up the processing,
and which bases on a Cellular Automaton and on the Kalman filter. Our TPC tracking
algorithm has been successfully used in 2011 and 2012 in the lead-lead and the proton-lead
runs. We have improved it to leverage features of newer GPUs and we have ported it to
support OpenCL, CUDA, and CPUs with a single common source code. This makes us
vendor independent.
As second topic, we present framework extensions, which are required for online calibration.
The extensions, however, are generic and can be used for other purposes as well. We have
extended the framework to allow asynchronous compute chains, which are required for
long-running tasks e.g. for online calibration. And we describe our method to feed in
custom data sources in the data flow. This can be external parameters like environmental
temperature required for calibration and this can also be used to feed back calibration results
in the processing chain.
Overall, the work presented in this contribution makes the ALICE HLT ready for online
reconstruction and calibration for the LHC Run 2 starting in 2015.
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Abstract ID : 90

Evaluation of the flow-based programming (FBP)
paradigm as an alternative to standard programming
practices in physics data processing applications

Abstract

The majority of developed physics data processing applications (PDP) are single, sequential
processes that start at a point in time, and advance one step at a time until they are finished.
In the current era of cloud computing and multi-core hardware architectures this approach
has noticeable limitations. In this paper we present a detailed evaluation of the FBP-based
Clas12 event reconstruction program that was deployed and operated both in cloud and in
batch processing environments. We demonstrate the programming methodology and discuss
some of the issues and optimizations affecting performance. We will also discuss our choice
of using the Petri-Net process modeling formalism for the representation of the Clas12 PDP
application building blocks which exhibit concurrency, parallelism, and synchronization.
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Abstract ID : 98

The PandaRoot Software and Message Queues

Abstract

Panda is one of the main experiments at the future FAIR facility at Darmstadt, featuring
antiproton induced reactions for beam momenta of 1.5-15 GeV/c. The PandaRoot software
provides detector simulations, reconstruction as well as physics analysis. It is based on
the FairRoot framework, developed at GSI, employing standard software for high energy
physics such as ROOT and Virtual Monte-Carlo as well as highly efficient data transport
via message queues. In preparation for data taking and reconstruction at high interaction
rates up to 20 MHz without a dedicated hardware trigger the software is being redesigned to
run on a continuous stream of data with message queues, recently introduced in FairRoot,
instead of the common linear processing chain approach. Efficient online reconstruction as
well as software triggering on physics regions of interest are being developed to sufficiently
reduce the background level sufficiently to store the data for in-depth offline reconstruction
and analysis. This contribution will give an overview on PandaRoot, recent developments
and the perspective to the future with a focus on the new message queue scheme.
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Abstract ID : 120

Using the CMS Threaded Framework In A
Production Environment

Abstract

During 2014, the CMS Offline and Computing Organization completed the necessary changes
to use the CMS threaded framework in the full production environment. Running reconstruc-
tion workflows using the multi-threaded framework is a crucial element of CMS’ 2015 and
beyond production plan. We will briefly discuss the design of the CMS Threaded Framework,
in particular how the design affects scaling performance. We will then cover the effort
involved in getting both the CMSSW application software and the workflow management
system ready for using multiple threads for production. Finally, we will present metrics on
the performance of the application and workflow system as well as the difficulties which were
uncovered. We will end with CMS’ plans for using the threaded framework to do production
for LHC Run 2.
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Abstract ID : 129

DDG4 A Simulation Framework using the DD4hep
Detector Description Toolkit

Abstract

The detector description is an essential component that has to be used to analyse and
simulate data resulting from particle collisions in high energy physics experiments. Based
on the DD4hep detector description toolkit a flexible and data driven simulation framework
was designed using the Geant4 tool-kit. We present this framework and describe the
guiding requirements and the architectural design, which was strongly driven by ease of use.
The goal was, given an existing detector description, to simulate the detector response to
particle collisions in high energy physics experiments with minimal effort, but not impose
restrictions to support enhanced or improved behaviour. Starting from the ROOT based
geometry implementation used by DD4hep an automatic conversion mechanism to Geant4
was developed. The physics response and the mechanism to input particle data from
generators was highly formalized and can be instantiated on demand using using known
factory patterns. A palette of components to model the detector response is provided by
default, but improved or more sophisticated components may easily be added using the
factory pattern. Only the final configuration of the instantiated components has to be
provided by end-users using either C++ or python scripting or an XML based description.
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Abstract ID : 139

The ATLAS fast chain MC production project

Abstract

During the last years ATLAS has successfully deployed a new integrated simulation framework
(ISF) which allows a flexible mixture of full and fast detector simulation techniques within
the processing of one event. With the ISF, the simulation execution speed could be increased
up to a factor 100, which makes subsequent digitisation and reconstruction processing the
dominant contributions to the MC production CPU cost. The slowest components of both
digitisation and reconstruction are within the Inner Detector due to the complex signal
modelling needed in the emulation of the detector readout and in reconstruction due to the
combinatorial nature of the problem to solve, respectively. Alternative fast approaches have
been developed for these components: for the silicon based detectors a simpler geometrical
clustering approach has been deployed replacing the charge drift emulation in the standard
digitisation modules, and achieves a very high accuracy in describing the standard output.
For the Inner Detector track reconstruction, a Monte Carlo truth based trajectory building
has been deployed for bypassing the CPU intensive pattern recognition. All components
have been, together with the ISF, integrated into a new fast MC production chain, aiming
to produce fast MC simulated data with acceptable agreement with fully simulated and
reconstructed data at a processing time of seconds per event.

Primary author(s) : SALZBURGER, Andreas (CERN)

Presenter(s) : SALZBURGER, Andreas (CERN)

Track Classification : A03 Simulation; A04 Reconstruction; T02 Event processing frame-
works; T03 Data structures and algorithms
Contribution Type : oral presentation

Comments:
On behalf of the ATLAS Collaboration

Track Status: SUBMITTED

Submitted by OULD-SAADA, Farid on Friday 17 October 2014

December 6, 2014 Page 17



21st Internatio� . . . / Report of Abstracts Requirements for a Next Gener� . . .

Abstract ID : 151

Requirements for a Next Generation Framework:
ATLAS Experience

Abstract
The challenge faced by HEP experiments from the current and expected architectural
evolution of CPUs and co-processors is how to successfully exploit concurrency and keep
memory consumption within reasonable limits. This is a major change from frameworks
which were designed for serial event processing on single core processors in the 2000s.
ATLAS has recently considered this problem in some detail through its Future Frameworks
Requirements group.
Here we report on the major considerations of the group, which was charged with considering
the best strategies to exploit current and anticipated CPU technologies. The group has
re-examined the basic architecture of event processing and considered how the building
blocks of a framework (algorithms, services, tools and incidents) should evolve. The group
has also had to take special care to ensure that the use cases of the ATLAS high level trigger
are encompassed, which differ in important ways from offline event processing (for example,
99% of events are rejected, which must be done with minimum resource investment). Finally,
the group has considered how best to use the wide variety of concurrency techniques, such
as multi-processing, multi-threading, offloaded accelerator technology, parallel I/O, and how
to exploit resources such as high performance computing sites.
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Abstract ID : 164

A New Petabyte-scale Data Derivation Framework
for ATLAS

Abstract

During the Long shutdown of the LHC, the ATLAS collaboration overhauled its analysis
model based on experience gained during Run 1. A significant component of the model is a
“Derivation Framework” that takes the Petabyte-scale AOD output from ATLAS reconstruc-
tion and produces samples, typically Terabytes in size, targeted at specific analyses. The
framework incorporates all of the functionality of the core reconstruction software, while
producing outputs that are simply configured. Event selections are specified via strings,
including support for logical operations. The output content can be highly optimised to
minimise disk requirements, while maintaining the same C++ interface. The framework
includes an interface to the late-stage physics analysis tools, ensuring that the final outputs
are consistent with tool requirements. Finally, the framework allows several outputs to
be produced for the same input, providing the possibility to optimise configurations to
computing resources.
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Abstract ID : 165

Running ATLAS workloads within massively parallel
distributed applications using Athena Multi-Process

framework (AthenaMP)

Abstract

AthenaMP is a multi-process version of the ATLAS reconstruction and data analysis
framework Athena. By leveraging Linux fork and copy-on-write, it allows the sharing of
memory pages between event processors running on the same compute node with little to
no change in the application code. Originally targeted to optimize the memory footprint of
reconstruction jobs, AthenaMP has demonstrated that it can reduce the memory usage of
certain confugurations of ATLAS production jobs by a factor of 2. AthenaMP has also evolved
to become the parallel event-processing core of the recently developed ATLAS infrastructure
for fine-grained event processing (Event Service) which allows to run AthenaMP inside
massively parallel distributed applications on hundreds of compute nodes simultaneously.
We present the architecture of AthenaMP, various strategies implemented by AthenaMP
for scheduling workload to worker processes (for example: Shared Event Queue and Shared
Distributor of Event Tokens) and the usage of AthenaMP in the diversity of ATLAS event
processing workloads on various computing resources: Grid, opportunistic resources and
HPC.
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Abstract ID : 166

Development of a Next Generation Concurrent
Framework for the ATLAS Experiment

Abstract
The ATLAS experiment has successfully used its Gaudi/Athena software framework for data
taking and analysis during the first LHC run, with billions of events successfully processed.
However, the design of Gaudi/Athena dates from early 2000 and the software and the physics
code has been written using a single threaded, serial design. This programming model
has increasing difficulty in exploiting the potential of current CPUs, which offer their best
performance only through taking full advantage of multiple cores and wide vector registers.
Future CPU evolution will intensify this trend, with core counts increasing and memory per
core falling. With current memory consumption for 64 bit ATLAS reconstruction in a high
luminosity environment approaching 4GB, it will become impossible to fully occupy all cores
in a machine without exhausting available memory. However, since maximising performance
per watt will be a key metric, a mechanism must be found to use all cores as efficiently as
possible.
In this paper we report on our progress with a practical demonstration of the use of multi-
threading in the ATLAS reconstruction software, using the GaudiHive framework. We
have expanded support to Calorimeter, Inner Detector, and Tracking code, discussing what
changes were necessary in order to allow the serially designed ATLAS code to run, both to the
framework and to the tools and algorithms used. We report on both the performance gains,
and what general lessons were learned about the code patterns that had been employed in the
software and which patterns were identified as particularly problematic for multi-threading.
We also present our findings on implementing a hybrid multi-threaded / multi-process
framework, to take advantage of the strengths of each type of concurrency, while avoiding
some of their corresponding limitations.
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Abstract ID : 172

ATLAS Metadata Infrastructure Evolution for Run 2
and Beyond

Abstract
ATLAS developed and employed for Run 1 of the Large Hadron Collider a sophisticated
infrastructure for metadata handling in event processing jobs. This infrastructure profits
from a rich feature set provided by the ATLAS execution control framework, including
standardized interfaces and invocation mechanisms for tools and services, segregation of
transient data stores with concomitant object lifetime management, and mechanisms for
handling occurrences asynchronous to the control framework’s state machine transitions.
This metadata infrastructure is evolving and being extended for Run 2 to allow its use and
reuse in downstream physics analyses, analyses that may or may not utilize the ATLAS
control framework. At the same time, multiprocessing versions of the control framework and
the requirements of future multithreaded frameworks are leading to redesign of components
that use an incident-handling approach to asynchrony. The increased use of scatter-
gather architectures, both local and distributed, requires further enhancement of metadata
infrastructure in order to ensure semantic coherence and robust bookkeeping.
This paper describes the evolution of ATLAS metadata infrastructure for Run 2 and beyond,
including the transition to dual-use tools—tools that can operate inside or outside the ATLAS
control framework—and the implications thereof. It further examines how the design of
this infrastructure is changing to accommodate the requirements of future frameworks and
emerging event processing architectures.
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Abstract ID : 174

ATLAS Tracking Detector Upgrade studies using
the fast simulation engine (FATRAS)

Abstract

The successful physics program of Run-1 of the LHC with the discovery of the higgs boson
in 2012 has put a strong emphasis on design studies for future upgrades of the existing LHC
detectors and for future accelerators. Ideas how to cope with instantaneous luminosities way
beyond the current specifications of the LHC in future tracking detectors are emerging and
need sufficiently accurate Monte Carlo simulation techniques to be evaluated. In ATLAS,
testing alternative layouts through the full simulation and reconstruction chain is a work-
intensive program, which is probably not worth following to full detail for all test layout
configurations. We present a novel technique implemented for ATLAS that allows fast
definitions of realistic detector layouts in the ATLAS TrackingGeometry library and run the
fast simulation program (FATRAS), followed by a fast digitisation and reconstruction chain.
The code is also implemented without dependencies on the ATLAS software in the context
of the Future Collider Collaboration (FCC) framework.
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Abstract ID : 178

ATLAS analysis framework and software tools for
ROOT/C++

Abstract

During ATLAS Run-1, high demand for analysis software useable outside the realm of
Athena (the framework used by the ATLAS offline software) led to the development of
an analysis framework that can be used in a pure ROOT/C++ software environment.
This framework is centrally maintained by the Analysis Software Group and provides an
event loop and software tools for performing analysis jobs. Users construct algorithms and
steering macros which can be run on either local machines or on the grid in a transparent
way. Some of the powerful features of the framework include easy integration with grid
tools, distributed computing with batch systems and PROOF, and management of sample
datasets and meta-data. A lightweight package build and management system is provided
which simplifies the work of the tool developer and analyzer in writing and using analysis
packages. Commonly used packages are organized into lightweight analysis releases which
are distributed on the grid via CVMFS and can also be downloaded and compiled easily on
a local machine or laptop. This presentation will cover the technical details and features of
this framework and discuss how it fits into a typical analysis workflow in ATLAS.
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Abstract ID : 200

Recent Evolution of the Offline Computing Model of
the NOvA Experiment

Abstract

The NOvA experiment at Fermilab is a long-baseline neutrino experiment designed to study
nu-e appearance in a nu-mu beam. Over the last few years there has been intense work to
streamline the computing infrastructure in preparation for data, which started to flow in
from the far detector in Fall 2013. Major accomplishments for this effort include migration
to the use of offsite resources through the use of the Open Science Grid and upgrading the
file handling framework from simple disk storage to a tiered system using a comprehensive
data management and delivery system to find and access files on either disk, dCache, or tape
storage. NOvA has already produced more than 6.5 million files and more than 1 PB of
raw data and Monte Carlo simulation generated files which are managed under this model.
The current system has demonstrated sustained rates of up to 1 TB per hour of file transfer
to permanent storage. NOvA pioneered the use of new tools and this paved the way for
their use by other Intensity Frontier experiments at Fermilab. Most importantly, the new
framework places the experiment’s computing infrastructure on a firm foundation, which is
ready to produce the files required for NOvA’s first physics results. In this talk we discuss
the offline computing model and infrastructure that has been put in place for NOvA and
how we have used it to produce the experiment’s first neutrino oscillation results.
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Abstract ID : 242

Geant4 VMC 3.0

Abstract
Virtual Monte Carlo (VMC) provides an abstract interface into Monte Carlo transport codes.
A user VMC based application, independent from the specific Monte Carlo codes, can be
then run with any of the supported simulation programs. Developed by the ALICE Offline
Project and further included in ROOT, the interface and implementations have reached
stability during the last decade and have become a foundation for other detector simulation
frameworks, the FAIR facility experiments framework being among the first and largest.
Geant4 VMC, which provides the implementation of the VMC interface for Geant4, is in
continuous maintenance and development, driven by the evolution of Geant4 on one side
and requirements from users on the other side. Besides the implementation of the VMC
interface, Geant4 VMC also provides a set of examples that demonstrate the use of VMC
to new users and also serve for testing purposes. Since major release 2.0, it includes the
G4Root navigator package, which implements an interface that allows one to run a Geant4
simulation using a ROOT geometry.
The release of Geant4 version 10.00 with the integration of multi-threading processing has
triggered the development of the next major version of Geant4 VMC (version 3.0), whose
release is planned for this year. A beta version, available for user testing since March, has
helped its consolidation and improvement. We will review the new capabilities introduced in
this major version, in particular the integration of multi-threading into the VMC design, its
impact on the Geant4 VMC and G4Root packages, and the introduction of a new package,
MTRoot, providing utility functions for ROOT parallel output in independent files with
necessary additions for thread-safety. Migration of user applications to multi-threading
that preserves the ease of use of VMC will be also discussed. We will also report on the
introduction of a new CMake based build system, the migration to ROOT major release 6
and the improvement of the testing suites.
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Abstract ID : 258

New developments in the FairRoot framework

Abstract
The FairRoot framework is the standard framework for simulation, reconstruction and data
analysis developed at GSI for the future experiments at the FAIR facility.
The framework delivers base functionality for simulation, i.e.: Infrastructure to easily
implement a set of detectors, fields, and event generators. Moreover, the framework decouples
the user code (e.g.: Geometry description, detector response, etc.) completely from the
used MC engine. The framework also handles the Input/Output (IO). The output of single
detectors (tasks) can be switched on (made persistence) or off (transient) in a simple and
flexible way.
For reconstruction and/or data analysis the user code is organized in modular tasks that
implement the different states of a state machine. The order in which these tasks are executed
is defined via a so-called steering macro. This scheme allows a very flexible handling of the
reconstruction and data analysis configurations, it also allow for mixing of simulation and
data reconstruction. Reconstruction tasks can run separately after simulation or directly on
the fly within the simulation.
The modular design of the framework has allowed a smooth transition to a message queue
based system, which makes it possible to parallelize the execution of the tasks without
re-designing or re-writing the existing user code. The new design also allows implementing
the processes in different programming languages or on different hardware platforms. For
the communication between the different processes modern technologies like protocol buffers
and Boost serialization are also used.
The framework with a focus on the basic building blocks and the transition to the message
queue based system will be presented.
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Abstract ID : 290

Integration of DD4hep in the Linear Collider
Software Framework

Abstract

The DD4hep detector description toolkit offers a flexible and easy to use solution for
the consistent and complete description of particle physics detectors in one single system.
It provides software components addressing visualisation, simulation, reconstruction and
analysis of high energy physics data. The Linear Collider community has adopted DD4hep
early on in the development phase and actively participated in the design of the toolkit.
The CLICdp and ILD detector working groups have reimplemented their simulation models
in DD4hep, thereby ensuring a well defined hierarchy of the model, an accurate material
description and a flexible scaling behaviour for the purpose of detector optimisation. In
parallel, an interface for reconstruction offering a high level view on the detector geometry
has been developed. It is based on surfaces assigned to detector components, which provide
access to all relevant material properties and allow for fast and efficient navigation during
track and calorimeter reconstruction. In this talk we give a brief introduction to DD4hep,
then focus on the description of the new simulation models and the reconstruction interface
and its application to track reconstruction and particle flow at the ILC and CLIC.
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Abstract ID : 308

BESIII Physics Data Storing and Processing on
HBase and MapReduce

Abstract

In the past years, we have successfully applied Hadoop to high-energy physics analysis.
Although, we have not only improved the efficiency of data analysis, but also reduced the cost
of cluster building so far, there are still some spaces to be optimized, like static pre-selection,
low-efficient random data reading and I/O bottleneck caused by Fuse which is used to access
HDFS. In order to change this situation, this paper presents a new analysis platform for
high-energy physics data storing and analyzing. The data structure is changed from DST
tree-like files to HBase according to the features of the data itself and analysis processes,
since HBase is more suitable for processing random data reading than DST files and enable
HDFS to be accessed directly. A few of optimization measures are taken for the purpose
of getting a good performance and as well as a customized protocol is defined for data
serializing and desterilizing for the sake of decreasing the storage space in HBase. In order
to make full use of locality of data storing in HBase, utilizing a new MapReduce model and
a new split policy for HBase regions are proposed in the paper. In addition, we establish a
dynamic pluggable easy-to-use tag (event metadata) based pre-selection subsystem. It can
assist physicists even to filter out 999%� uninterested data, if the conditions are set properly.
This means that a lot of I/O resources can be saved, the CPU usage can be improved and
consuming time for data analysis can be reduced. Finally, several use cases are designed, the
test results show that the new platform has an excellent performance with 3.5 times faster
with pre-selection and 20% faster without pre-selection, and the new platform is stable and
scalable as well.
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Abstract ID : 309

The SNiPER offline software framework for
non-collider physics experiments

Abstract

SNiPER (the abbreviation of Software for Non-collider Physics ExpeRiments) has been
developed based on common requirements from both cosmic ray and nuclear reactor neutrino
experiments. This contribution will introduce the detailed design and implementation of
the SNiPER software. Compared to the existing offline software frameworks in the high
energy physics domain, the design of SNiPER is more focused on efficiency and flexibility. It
contains a compact kernel for software components management, job configuration, event
execution control, input/output data flow, etc. Both event data model and in-memory data
management can be customized by different applications. In SNiPER, a job is composed
of one or more low coupling tasks, and various services and algorithms can be specified
in each task. By using this kind of structure, both multiple I/O streams and conditional
execution of algorithm subsets can be easily realized. In order to facilitate event correlation
analysis (a necessity for non-collider physics experiments), the FIFO buffer is used to
store adjacent events and a sophisticated method of memory updating is applied, so that
accessing to successive events within the user-defined window according to event timestamp
becomes possible. The SNiPER also supports concurrent computing by running multi-threads
concurrently with a single job. Currently a nascent product of SNiPER has been released
and is being used by the JUNO and LHAASO experiments. The practices show that the
software architecture is universal and expandable, and SNiPER can be used by non-collider
physics experiments to build their offline data analysis and processing systems.

Primary author(s) : Dr. ZOU, Jiaheng (IHEP); Prof. LI, Weidong (IHEP); Prof. HUANG,
Xingtao (SDU)

Co-author(s) : Mr. LIN, Tao (IHEP); Mr. LI, Teng (SDU); Mr. ZHANG, Kun (IHEP); Dr.
DENG, Ziyan (IHEP); Dr. CAO, Guofu (IHEP)

Presenter(s) : Dr. ZOU, Jiaheng (IHEP); Prof. LI, Weidong (IHEP); Prof. HUANG,
Xingtao (SDU)

Track Classification : T02 Event processing frameworks; T08 Software design; T09
Software development process
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by Dr. ZOU, Jiaheng on Friday 24 October 2014

December 6, 2014 Page 30



21st Internatio� . . . / Report of Abstracts Continuous Readout Simulatio� . . .

Abstract ID : 319

Continuous Readout Simulation with FairRoot on
the Example of the PANDA Experiment

Abstract
Future particle physics experiments are searching more and more for rare decays which
have similar signatures in the detector as the huge background. For those events usually
simple selection criteria do not exist, which makes it impossible to implement a hardware-
trigger based on a small subset of detector data. Therefore all the detector data is read out
continuously and processed on-the-fly to achieve a data reduction suitable for permanent
storage and detailed analysis.
To cope with these requirements of a triggerless readout also the simulation software has to
be adopted to add a continuous data production with pile-up effects and event overlapping
in addition to the event wise simulation. This simulated data is of utmost importance to get
a realistic detector simulation, to develop event-building algorithms and to determine the
hardware requirements for the DAQ system of the experiments. The possibility to simulate
a continuous data stream was integrated into the FairRoot simulation framework. This
running mode is called time-based simulation and a lot of effort was taken that one can
switch seamlessly between event-based and a time-based simulation mode.
One experiment, which is using this new feature, is the PANDA experiment. It utilizes a
quasi-continuous antiproton beam with a mean time between interactions of 50 ns. Because
of the unbunched structure of the beam the interaction time follows a Poisson statistics with
a high probability of events with short time distances. Depending on the time resolution
of the sub-detectors this leads to an overlap of up to 20 events inside a sub-detector. This
makes it an ideal test candidate for the time-based simulation.
In this talk the way the time-based simulation was implemented into FairRoot will be
presented and examples of time-based simulations done for the PANDA experiment will be
shown.
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Abstract ID : 324

Federating LHCb datasets using the Dirac File
Catalog

Abstract

In the distributed computing model of LHCb the File Catalog (FC) is a central component
that keeps track of each file and replica stored on the Grid. It is federating the LHCb data
files in a logical namespace used by all LHCb applications. As a replica catalog, it is used
for brokering jobs to sites where their input data is meant to be present, but also by jobs for
finding alternative replicas if necessary. The LCG File Catalog (LFC) used originally by
LHCb and other experiments is now being retired and needs to be replaced. The DIRAC File
Catalog (DFC) was developed within the framework of the DIRAC Project and presented
during CHEP 2012. From the technical point of view, the code powering the DFC follows an
Aspect oriented programming (AOP): each type of entity that is manipulated by the DFC
(Users, Files, Replicas, etc) is treated as a separate ‘concern’ in the AOP terminology. Hence,
the database schema can also be adapted to the needs of a Virtual Organization. LHCb
opted for a highly tuned MySQL database, with optimized requests and stored procedures.
This paper will present the improvements brought to the DFC presented at CHEP 2012, its
performance with respect to the LFC, as well as the migration procedure used to migrate
the LHCb data from the LFC to the DFC. Finally it will show how a combination of the
DFC and the LHCb framework Gaudi allow LHCb to build a data federation at low cost.
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Belle II production system

Abstract

In Belle II experiment a large amount of physics data will be continuously taken and the
production rate is equivalent to LHC experiments. Considerable resources of computing,
storage, and network, are necessary to handle not only the taken data but also substantial
simulated data. Therefore Belle II exploits distributed computing system based on DIRAC
interware. DIRAC is a general software framework to provide unified interface among
heterogeneous computing resources. As well as proven DIRAC software stack, Belle II
is developing its own extension called BelleDIRAC. BelleDIRAC gives a transparent user
experience of Belle II analysis framework (basf2) on various environments and access to
file information managed by LFC and AMGA metadata catalog. With unifying DIRAC
and BelleDIRAC functionalities, Belle II plans to operate automated mass data processing
framework named a production system. Belle II production system covers sizable raw data
transfer from experimental site to raw data centers, followed by massive data processing,
and smart output deployment to each remote site. The production system is also utilized
for simulated data production and data analysis. Although development of the production
system is still on-going, recently Belle II has prepared prototype version and evaluated it
with large scale of simulated data production test. In this presentation we will report the
evaluation of the prototype system and future development plan.
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Abstract ID : 353

Efficient time frame building for online data
reconstruction in ALICE experiment

Abstract

After Long Shutdown 2, the upgraded ALICE detector at the LHC will produce more than
a terabyte of data per second. The data, constituted from a continuous un-triggered stream
data, have to be distributed from about 250 First Level Processor nodes (FLPs) to O(1000)
Event Processing Nodes (EPNs). Each FLP receives a small subset of the detector data
that is chopped in sub-timeframes. One EPN needs all the fragments from the 250 FLPs
to build a full timeframe. An algorithm is being implemented on the FLPs with the aim
of optimizing the usage of the network connecting the FLPs and EPNs. The algorithm
minimizes contention when several FLPs are sending to the same EPN. An adequate traffic
shaping is implemented by delaying the sending time of each FLP by a unique offset. The
payloads are stored in a buffer large enough to accommodate the delay provoked by the
maximum number of FLPs. As the buffers are queued for sending, the FLPs can operate
with the highest efficiency. Using the time information embedded in the data any further
FLP synchronization can be avoided. Moreover, “zero-copy” and multipart messages of
ZeroMQ are used to create full timeframes on the EPNs without the overhead of copying
the payloads. The concept and the performance measurement of the implementation on a
computing cluster are presented.
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Abstract ID : 366

Judith: A Software Package for Synchronised
Analysis of Test-beam Data

Abstract

The Judith software performs pixel detector analysis tasks utilising two different data streams
such as those produced by the reference and tested devices typically found in a testbeam.
This software addresses and fixes problems arising from the desynchronization of the two
simultaneously triggered heterogeneous data streams by detecting missed triggers in either
of the streams. The software can perform all tasks required to generate particle tracks using
multiple detector planes: it can align the planes, cluster hits and generate tracks from these
clusters. This information can then be used to measure the properties of a particle detector
with very fine spatial resolution. It was successfully used by the authors at DESY in a
KarTel telescope with an ATLAS Diamond Beam Monitor module as a DUT as well as more
recently by other groups testing pixel detectors at CERN PS and SPS.
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fwk: a go-based concurrent control framework

Abstract

fwk: a go-based concurrent control framework

Current HEP control frameworks have been designed and written in the early 2000’s, when
multi-core architectures were not yet pervasive. As a consequence, an inherently sequential
event processing design emerged. Evolving current frameworks’ APIs and data models
encouraging global states, non-reentrancy and non-thread-safety to a more concurrent
friendly environment, in an adiabatic way, is a major undertaking, even more so when relying
on the building blocks provided by C++.
This paper reports on the development of fwk, a framework investigating and leveraging the
built-in tools of the Go language to enable concurrency at the event- and sub-event-levels.
The concurrency features, code distribution and tooling of Go will be first presented to set
the scene and explain why Go -and its ecosystem at large- is a natural fit for a concurrent
framework. The aim for such a framework is to be usable as a big HEP experiment’s
control framework. fwk is also meant to be a nimble application for analyses which require
quick development/deployment cycles but without paying the price of a VM on the runtime
performances side.
The paper will then discuss the design decisions applied to the various components of fwk,
introduce its current capabilities (I/O, histogramming, dataflow, ...) and highlight how the
design decisions of the Go language adequately paved the way for fwk. Then, fads, a fast
detector simulation toolkit, will be introduced. ‘fads’ is the port of a single-threaded fast
detector simulation toolkit (Delphes) to fwk. The paper will present benchmarks (CPU,
RSS, I/O, scalability) of real Delphes use cases against fads, as well as comparisons of fads
performances with regard to other next-generation concurrent frameworks, using synthetic
data. Performance tools and concurrency debugging tools provided with the Go toolchain
and used for this comparison will also be presented.
Finally, the paper will present prospects and prototypes to fill the gap in the nascent
Go-based HEP ecosystem and landscape - namely: histograms interactive displays and
interactive analysis tools.
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Using DD4Hep through Gaudi for new experiments
and LHCb

Abstract
The LHCb Software Framework Gaudi is a C++ software framework for HEP applications
used by several experiments.
Although Gaudi is extremely flexible and extensible, its adoption is limited by the lack
of certain components that are fundamental for the software framework of an experiment,
in particular a detector description framework, whose implementation is delegated to the
adopters.
To enable future experiments to quickly adopt Gaudi, we integrated the DD4Hep toolkit
in the existing software framework, and, as a proof of concept, we used it with the LHCb
software applications, from simulation to reconstruction and analysis.
We will describe how the DD4Hep toolkit can be used by a new experiment, as well as how
we can migrate an existing detector description framework to the new toolkit.
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Abstract ID : 396

CMS Detector Description for Run II and Beyond

Abstract
CMS Detector Description (DD) is an integral part of the CMSSW software multithreaded
framework. CMS software has evolved to be more flexible and to take advantage of new
techniques, but many of the original concepts remain and are in active use. In this presenta-
tion we will discuss the limitations of the Run I DD model and changes implemented for
the restart of the LHC program in 2015. Responses to Run II challenges and transition to
multithreaded environment are discussed.
The DD is a common source of information for Simulation, Reconstruction, Analysis, and
Visualisation, while allowing for different representations as well as specific information for
each application. The DD model usage for CMS Magnetic field map description allows
seamless access to variable field during the same run. Examples of the integration of DD in
the GEANT4 simulation and in the reconstruction applications are provided.
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ROOT 6 and beyond: TObject, C++14 and many
cores.

Abstract
Following the release of version 6, ROOT has entered a new area of development. It will
leverage the industrial strength compiler library shipping in ROOT 6 and its support of the
C++11/14 standard, to significantly simplify and harden ROOT’s interfaces and to clarify
and substantially improve ROOT’s support for multi-threaded environments.
This talk will also recap the most important new features and enhancements in ROOT in
general, focusing on those allowed by the improved interpreter and better compiler support,
including I/O for smart pointers, easier type safe access to the content of TTrees and
enhanced multi processor support.
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Data-driven estimation of neutral pileup particle
multiplicity in high-luminosity hadron collider

environments

Abstract

The contamination from low-energy strong interactions is a major issue for data analysis
at the Large Hadron Collider, particularly with reference to pileup, i.e. to proton-proton
collisions from other bunch crossings. With a view to improving on the performance of
pileup subtraction in higher-luminosity regimes, particle weighting methods have recently
been proposed whereby the weights are used to rescale the particle four-momentum vectors.
We describe an algorithm based on a different approach that instead employs the weights to
reshape the particle-level kinematic distributions in the data. We have applied the algorithm
to the task of estimating the number of neutral pileup particles in different kinematic regions
inside individual simulated events. Because of the simplicity and parallelisation potential of
this technique, we foresee the possibility of using it in conjunction with existing methods at
the reconstruction level in future high-luminosity hadron collider environments.
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Breaking the Silos: The art Documentation Suite

Abstract

The art event processing framework is used by almost all new experiments at Fermilab, and
by several outside of Fermilab. All use art as an external product in the same sense that
the compiler, ROOT, Geant4, CLHEP and boost are external products. The art team has
embarked on a campaign to document art and develop training materials for new users.
Many new users of art have little or no knowledge of C++, software engineering, build
systems or the many external packages used by art or their experiments, such as ROOT,
CLHEP, HEPPDT, and boost. To effectively teach art requires that the training materials
include appropriate introductions to these topics as they are encountered. Experience has
shown that simply refering readers to the existing native documentation does not work; too
often a simple idea that they need to understand is described in a context that presumes
prerequisites that are unimportant for a beginning user of art. There is the additional
complication that the training materials must be presented in a way that does not presume
knowledge of any of the experiments using art. Finally, new users of art arrive at random
times throughout the year and the training materials must allow them to start to learn art
at any time. This presentation will explain the strategies adopted by the art team to develop
a documentation suite that complies with these boundary conditions. It will also show the
present status of the documentation suite, including feedback we have received from pilot
users.
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ALFA: The new ALICE-FAIR software framework

Abstract
The commonalities between the ALICE and FAIR experiments and their computing re-
quirements lead to the development of large parts of a common software framework in an
experiment independent way. The FairRoot project has already shown the feasibility of such
an approach for the FAIR experiments and extending it beyond FAIR to experiments at
other facilities. The ALFA framework is a joint development between ALICE Online-Offline
(O2) and FairRoot teams.
ALFA is designed as a flexible, elastic system, which balances reliability and ease of devel-
opment with performance using multi-processing and multi-threading. A message-based
approach has been adopted; such an approach will support the use of the software on different
hardware platforms, including heterogeneous systems. Each process in ALFA assumes limited
communication and reliance on other processes. Such a design will add horizontal scaling
(multiple processes) to “vertical scaling” provided by multiple threads to meet computing
and throughput demands. ALFA does not dictate any application protocols. Potentially, any
content-based processor or any source can change the application protocol. The framework
supports different serialization standards for data exchange between different hardware and
software languages. The concept and design of this new framework as well as the already
implemented set of utilities and interfaces will be presented.
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A Comparative Analysis of Event Processing
Frameworks used in HEP

Abstract

Today there are many different experimental event processing frameworks in use by running
or about to be running experiments. This talk will compare and contrast the different
components of these frameworks and highlight the different solutions chosen by different
groups. In the past there have been attempts at shared framework projects for example
the collaborations on the BaBar framework (between BaBar, CDF, and CLEO), on the
Gaudi framework (between LHCb and ATLAS), on AliROOT/FairROOT (between Alice
and GSI/Fair), and in some ways on art (Fermilab based experiments) and CMS’ framework.
However, for reasons that will be discussed, these collaborations did not result in common
frameworks shared among the intended experiments. Though importantly, two of the
resulting projects have succeeded in providing frameworks that are shared among many
customer experiments: Fermilab’s art framework and GSI/Fair’s FairROOT. Interestingly,
several projects are considering remerging their frameworks after many years apart. I’ll report
on an investigation and analysis of these realities. With the advent of the need for multi-
threaded frameworks and the scarce available manpower, it is important to collaborate in the
future; however it is also important to understand why previous attempts at multi-experiment
frameworks either worked or didn’t work.
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Redundant Web Services Infrastructure for Data
Intensive and Interactive Applications

Abstract
RESTful web services are popular solution for distributed data access and information
management. Performance, scalability and reliability of such services is critical for the
success of data production and analysis in High Energy Physics as well as other areas of
science.
At FNAL, we have been successfully using HTTP/REST-based data access architecture to
provide access to various types of data, in particular, access to scientific databases. We have
built a simple yet versatile infrastructure which allows us to use redundant copies of web
application servers to increase service performance, scalability and availability. It is designed
to handle both state-less and state-full data access methods using distributed web server.
The redundant infrastructure allows us to add or remove individual application servers at any
time without a visible interruption of the service. This infrastructure has been successfully
used for several years now with data web services as well as with interactive web applications.
We will present components of our infrastructure and several examples of how it can be
used.
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A design study for the upgraded ALICE O2
computing facility

Abstract
An upgrade of the ALICE detector is currently prepared for the Run 3 period of the Large
Hadron Collider (LHC) at CERN starting in 2020. The physics topics under study by
ALICE during this period will require the inspection of all collisions at a rate of 50 kHz for
minimum bias Pb-Pb and 200 kHz for pp and p-Pb collisions in order to extract physics
signals embedded into a large background.
The upgraded ALICE detector will produce more than 1 TByte/s of data. Both collision
and data rate impose new challenges onto the detector readout and compute system. Some
detectors will not use a triggered readout, which will require a continuous processing of the
detector data.
Although various online systems are existing for event based reconstruction, the application
of a production system for time-based data processing and reconstruction is a novel case
in HEP. The project will benefit from the experience gained with the current ALICE High
Level Trigger online system, which already implements a modular concept combining data
transport, algorithms and heterogeneous hardware. Processing of individual events will
however have to be replaced by the continuous processing of the data stream segmented
according to a time-frame structure.
One challenge is the distribution of data within the compute nodes. Time-correlated data sets
are received by the First Level Processors (FLP) and must be coherently transported to and
aggregated on the Event Processing Nodes (EPN). Several approaches for the distribution
of data are being studied. Aggregated time-frame data is processed on the EPN with
the primary goal to reconstruct particle properties. On-the-fly and short-latency detector
calibration is necessary for the reconstruction. The impact of the calibration strategy to
the reconstruction performance is under study. Based on the partially reconstructed data,
events corresponding to particular collisions can be assembled from the time-based data.
The original raw data are then replaced by these preprocessed data. This transformation
together with the application of lossless data compression algorithms will provide a data
volume reduction of a factor of 20 before data is passed onto the storage system.
Building on messaging solutions, the design and development of a flexible framework for
transparent data flow, online reconstruction, and data compression has started. The system
uses parallel processing on the level of processes and threads within processes in order to
achieve an optimal utilization of CPU cores and memory. Furthermore, the framework
provides the necessary abstraction to run common code on heterogeneous platforms including
various hardware accelerator cards.
We present in this contribution the first results of a prototype with estimates for scalability
and feasibility for a full scale system.
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A Data Summary File Structure and Analysis Tools
for Neutrino Oscillation Analysis at the NOvA

Experiment

Abstract

The NuMI Off-axis Neutrino Experiment (NOvA) is designed to study neutrino oscillations
in the NuMI beam at Fermilab. Neutrinos at the Main Injector (NuMI) is currently being
upgraded to provide 700 kW for NOvA. A 14 kt Far Detector in Ash River, MN and a
functionally identical 0.3 kt Near Detector at Fermilab are positioned 810 km apart in
the NuMI beam line. The fine granularity of the NOvA detectors provides a detailed
representation of particle trajectories. The data volume associated with such granularity,
however, poses problems for analyzing data with ease and speed. NOvA has developed
a data summary file structure which discards the full event record in favor of higher-
level reconstructed information. A general-purpose framework for neutrino oscillation
measurements has been developed for analysis of these data summary files. We present the
design methodology for this new file format as well as the analysis framework and the role it
plays in producing NOvA physics results.
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The Linear Collider Software Framework

Abstract

Detectors at future electron-positron linear colliders such as ILC or CLIC will require
unprecedentedly precise tracking, vertexing, and calorimetry in order to meet the ambitious
physics goals of the experimental program. The physics performance of different detector
geometries and technologies has to be realistically estimated. These assessments require
sophisticated and flexible full detector simulation and reconstruction software. At the
heart of the linear collider detectors lies the particle flow reconstruction. The goal of
unambiguously associating tracks and showers to individual particles requires the combination
of precise, lightweight trackers combined with fine-grained “imaging” calorimeters and
advanced clustering software. Detailed physics and detector optimization studies are taking
place in the CLICdp, ILD, and SiD groups. The similarities between the different detector
concepts allow for the use of common software tools. All the concepts share an event data
model and persistency format which enables the sharing of files and applications across
the concepts. Particle flow clustering, vertexing and flavor tagging is already provided by
standalone packages via lightweight interfaces. In the near future the geometry information for
all detector layouts will be provided by a common source for the simulation and reconstruction
programs, providing further re-use of software between the collaborations. In addition, a
track reconstruction package is currently under development. The sharing and development
of flexible software tools not only saves precious time and resources, the use of common tools
for different detectors also helps to uncover bugs or inefficiencies that would be harder to
spot without multiple users. The concept of generic software tools and some of the programs
themselves can be beneficial to experiments beyond the linear collider community.
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Recent Developments in the Infrastructure and Use
of artdaq

Abstract
The artdaq data acquisition software toolkit has been developed within the Fermilab Scientific
Computing Division, and it is being used by a growing number of high-energy and cosmology
experiments. It currently provides data transfer, event building, run control, and event
analysis functionality. The event analysis functionality is provided by the art framework,
which has also been developed at Fermilab and which is used for offline reconstruction and
simulation by many experiments at Fermilab. The format that is used to store the data is
ROOT.
Recent enhancements to the toolkit include a custom vector class to improve the performance
of buffer allocation, configurable options for dealing with back-pressure, and improved
organization of the software packages that are part of the toolkit. The enhancements that
are currently in development include the addition of web-based control and monitoring
interfaces, improved monitoring of DAQ system performance, and improved handling of
online monitoring data.
Artdaq is successfully being used for the DarkSide-50, LArIAT, LBNE 35 ton prototype,
and Mu2e experiments. In addition, a demo system has been developed so that prospective
and new users can gain experience in using the toolkit to develop their own DAQ system.
We will describe the functionality that is currently available in the toolkit, the advantages
that are gained by its use, our experience in deploying it to experiments, future plans, and
opportunities for integrating with commercial off-the-shelf hardware modules.
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A multi-port 10GbE PCIe NIC featuring UDP
offload and GPUDirect capabilities.

Abstract

NaNet-10 is a four-ports 10GbE PCIe Network Interface Card designed for low-latency
real-time operations with GPU systems. For this purpose the design includes a UDP offload
module, for a fast and deterministic to clock-cyle handling of transport layer protocol, plus
a GPUDirect P2P/RDMA engine for low-latency communication with nVIDIA Tesla GPU
devices. A dedicate module (Merger) can optionally process input UDP streams before
data are delivered through PCIe DMA to their destination devices, e.g. coalescing payload
data from different streams according to a reconfigurable algorithm. NaNet-10 is going to
be integrated in the NA62 CERN experiment in order to assess the suitability of GPGPU
systems as real-time triggers, we will report results and lessons learned in this activity.
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Abstract ID : 502

The ALICE High Level Trigger, status and plans

Abstract

The ALICE High Level Trigger (HLT) is an online reconstruction, triggering and data
compression system used in the ALICE experiment at CERN. Unique among the LHC
experiments, it extensively uses modern coprocessor technologies like general purpose graphic
processing units (GPGPU) and field programmable gate arrays (FPGA) in the data flow.
Real-time data compression is performed using a cluster finder algorithm implemented on
FPGA boards. These data, instead of raw clusters, are used in the subsequent processing
and storage, resulting in a compression factor of around 4. Track finding is performed
using a cellular automaton and a Kalman filter algorithm on GPGPU hardware, where
both CUDA and OpenCL technologies can be used interchangeably. The ALICE upgrade
requires further development of online concepts to include detector calibration and stronger
data compression. The current HLT farm will be used as a test bed for online calibration
and both synchronous and asynchronous processing frameworks already before the upgrade,
during Run 2.
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Event Building Process for Time streamed data

Abstract
The Compressed Baryonic Matter (CBM) experiment at the Facility for Anti-Proton and
Ion Research (FAIR)in Darmstadt, Germany, is going to produce about 1 TByte per second
of raw data at an interaction rate of 10 MHz for the measurement of very rare particles.
Until now, all the HEP experiments are based on traditional hardware trigger approach;
therefore all simulation and reconstruction software frameworks have been working on the
basis of event by event data processing. In contrast, CBM is based on a triggerless DAQ
concept. This introduces a real challenge for the online computing process, which has to
suppress the raw data volume by three orders of magnitude in real-time. In this respect
major work has been going in the direction of changing the software framework such that it
produces a continuous, time-sorted stream of digitized data packed in fixed time intervals
("time slice") which will be similar to the actual raw data output from the different detectors
of the experiment. In this time-sliced data there is no event separation; consequently, the
available simulation and reconstruction software cannot be straightforwardly used.
As a first step towards the reconstruction of such free-streaming data, we introduced an
event-building process which tags physical events based on the time information of the raw
data. The process is based on identifying and analyzing dips in the continuous data stream.
It was developed on the example of the muon detecton system. The process measures
the raw data rate on a nanosecond level; data between two dips indicate event candidates,
which are then further analysed with respect to a number of parameters like minimum and
maximum number of hits per event, event duration etc. After event definiton in software,
all reconstruction algorithms, working on an event-by-event base, can be used without any
modification.
In this paper, we will present and discuss the event selection process and its further
development like the implementation on heterogeneous platforms using different parallel
computing paradigms like OpenMP, MPI, OpenCL and CUDA, as well as its extension to
the other CBM detector systems in order to reach at a global event definition.
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The Heavy Photon Search Experiment Software
Environment

Abstract

The Heavy Photon Search (HPS) is an experiment at the Thomas Jefferson National
Accelerator Facility (JLab) designed to search for a hidden sector photon (A’) in fixed target
electroproduction. It uses a silicon microstrip tracking and vertexing detector inside a dipole
magnet to measure charged particle trajectories and a fast electromagnetic calorimeter
just downstream of the magnet to provide a trigger and identify electrons. As the first
stage of this project, the HPS Test Run apparatus was constructed and operated in 2012
to demonstrate the experiment’s technical feasibility and to confirm that the trigger rates
and occupancies were as expected. The full detector is currently being installed and will
be commissioned starting in November, 2014. Data taking is expected to commence in
the spring of 2015. The HPS experiment uses both invariant mass and secondary vertex
signatures to search for the A’. The overall design of the detector follows from the kinematics
of A’ production which typically results in a final state particle within a few degrees of the
incoming beam. The occupancies of sensors near the beam plane are high, so high-rate
detectors, a fast trigger, and excellent time tagging are required to minimize their impact.
The trigger comes from a highly-segmented lead-tungstate crystal calorimeter located just
downstream of the dipole magnet. The detector was fully simulated using the flexible and
performant Geant4-based program slic (abstract 445, this conference). Simulation of the
readout and the event reconstruction itself were performed with the Java-based software
package org.lcsim (abstract 445, this conference).. The simulation of the detector readout
includes full charge deposition, drift and diffusion in the silicon wafers, followed by a detailed
simulation of the readout chip and associated electronics. Full accounting of the occupancies
was performed by overlaying the expected number of beam backgrounds. Track, cluster and
vertex reconstruction for both simulated and real data will be described and preliminary
comparisons of the expected and measured detector performance will be presented. We will
begin with an overview of the physics goals of the experiment followed by a short description
of the detector design. We will then describe the software tools used to design the detector
layout and simulate the expected detector performance. Finally, the event reconstruction
chain will be presented.
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40-Gbps Data-Acquisition System for NectarCAM

Abstract
The CTA experiment will be the next generation ground-based gamma-ray instrument. It
will be made up of approximately 100 telescopes of at least three different sizes, from 6 to
24 meters in diameter.
The previously presented prototype of a high speed data acquisition (DAQ) system for
the Cherenkov Telescope Array has become concrete within the NectarCAM project, one
of the most challenging camera projects due to his 40-Gbps average output rate on 265
Ethernet 1000baseT links, bundled to 40Gbps on SFP+ links and reduced to 10Gbps after
event-building. Design constraints included procurement of a maximum of components as
COTS products for an operation period of at least 30 years. Hence the results of the generic
hardware characterisation are supposed to serve as a reference for similar setups.
Tests of single components and the whole data acquisition chain have been carried out
with standard network analysing tools as well as a purpose-built SBC cluster providing 320
physical gigabit Ethernet ports. In order to mimic the total synchronicity (some nanoseconds)
of the 265 camera front-end modules, we implemented a light-weight PTP synchronisation
that can synchronise the outputs of all boards to an average of approximately 100ns. A
multi-purpose system with FPGA boards delivering Ethernet packets on 48 ports with the
same characteristics as the real front-end has completed specific aspects of our test. We
will present the results of all tests that could be performed ahead of the delivery of the first
complete real camera hardware foreseen for 2015.
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