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Abstract ID : 8

Modular and scalable RESTful API to sustain STAR
collaboration’s record keeping

Abstract
STAR collaboration’s record system is a collection of heterogeneous and sparse information
associated to each members and institutions. In its original incarnation, only flat information
were stored revealing many restrictions such as the lack of historical change information, the
inability to keep track of members leaving and re-joining or the ability to easily extend the
saved information as new requirements appear.
In mid-2013, a new project was launched covering for an extensive set of revisited requirements.
The requirements led us to a design based on a RESTful API, back-end storage engine
relying on key/value pair data representation model coupled with a tiered architecture design.
This design was motivated by the fact that unifying many STAR tools, relying on the same
business logic and storage engine, was a key and central feature for the maintainability
of records. This central service API would leave no ambiguities and provide easy service
integration between STAR tools.
The new design stores the changes in records dynamically and allows tracking the changes
chronologically. The storage engine is extensible as new field of information emerges (member
specific or general) without affecting the presentation or the business logic layers. The
new record system features a convenient administrative interface, fuzzy algorithms for data
entry and search and provides basic statistics and graphs. Finally, this modular approach
is supplemented with access control, allowing sensitive information and administrative
operations away from public users.
In this contribution, we will review the requirements, present our design and its benefits as
well as illustrate the power of the approach using practical examples for record keeping in a
large collaboration like STAR.
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Abstract ID : 13

Progress in Multi-Disciplinary Data Life Cycle
Management

Abstract
Modern science is most often driven by data. Improvements in state-of-the-art technologies
and methods in many scientific disciplines lead not only to increasing data rates, but also to
the need to improve or even completely overhaul their data life cycle management.
Communities usually face two kinds of challenges: generic ones like federated authorization
and authentication infrastructures and data preservation, and ones that are specific to their
community and their respective data life cycle. In practice, the specific requirements often
hinder the use of generic tools and methods.
The German Helmholtz Association project “Large-Scale Data Management and Analysis”
(LSDMA) addresses both challenges: its five Data Life Cycle Labs (DLCLs) closely collaborate
with communities in joint research and development to optimize the communities’ data life
cycle management, while its Data Services Integration Team (DSIT) provides generic data
tools and services.
We present most recent developments and results from the DLCLs covering communities
ranging from heavy ion physics and photon science to high-throughput microscopy, and from
DSIT.

Primary author(s) : JUNG, Christopher (KIT - Karlsruhe Institute of Technology (DE)); Mr.
GIESLER, André (FZ Jülich); Dr. SCHWARZ, Kilian (GSI - Helmholtzzentrum fur Schwerionen-
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Abstract ID : 33

The ATLAS Trigger Core Configuration and
Execution System in Light of the ATLAS Upgrade

for LHC Run 2

Abstract
During the 2013/14 shutdown of the Large Hadron Collider (LHC) the ATLAS first level
trigger (L1T) and the data acquisition system (DAQ) were substantially upgraded to cope
with the increase in luminosity and collision multiplicity, expected to be delivered by the
LHC in 2015.
To name a few, the L1T was extended on the calorimeter side (L1Calo) to better cope with
pile-up and apply better-tuned isolation criteria on electron, photon, and jet candidates. The
central trigger (CT) was widened to analyze twice as many inputs, provide more trigger lines,
and serve multiple sub-detectors in parallel during calibration periods. A new FPGA-based
trigger, capable of analyzing event topologies at 40 MHz, was added to provide further
input to forming the level 1 trigger decision (L1Topo). On the DAQ side the dataflow was
completely remodeled, merging the two previously existing stages of the software-based high
level trigger into one.
Partially because of these changes, partially because of the new trigger paradigm to have
more full event analysis, the high level trigger (HLT) execution framework and the trigger
configuration system had to be upgraded, tools and data content had to be adapted to the
new ATLAS analysis model. In this paper we describe this work:
The algorithm execution framework was changed to seamlessly work within the merged HLT,
the data access providers were adapted to the new dataflow. The event building, at which
point all data are retrieved from the readout system, can now dynamically change with
progressing event feature extraction, allowing a more flexible adjustment to dataflow con-
straints. The cost monitoring framework which analyzes data access and CPU consumption,
even prior to data taking, was extended to work within the merged system, several other
improvements followed.
The HLT execution was moved to a memory-saving multi-process application, in which many
event processors are forked after the system configuration. They thus share common data
such as geometry and conditions information, leading to a dramatic reduction in the overall
memory consumption. Compared to Run 1 many more event processors can run on each
machine.
Upon request from the ATLAS physics groups a new kind of data stream was implement, in
which only a small subset of the reconstructed trigger objects and no detector data is stored.
Since the trigger reconstruction in Run 2 almost compares to the offline in resolution, these
data make search analyses that require high statistics feasible.
As a consequence of these changes, the new ATLAS data model, and the new dual environment
analysis approach, the tools that are provided for trigger aware analysis had to be completely
restructured. In particular the reduction and specialization of data content in derived data
sets was posing a challenge for the trigger, a new trigger data slimming was invented.
The database driven trigger configuration system, which describes the physics implemented
at L1 and HLT, needs to reflect all changes in the L1 and HLT system. It now incorporates
the configuration for the new L1Topo trigger, has extended the configuration capabilities
of the L1Calo and CT and the describes are merged HLT. A new system for automatically
adjust the trigger prescale factors to the dropping luminosity during a run was devised and
implemented.
We also present measurements of the trigger execution on first data with the new ATLAS
trigger algorithms and selection.
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Upgrade of the ATLAS Level-1 Trigger with event
topology information

Abstract
The Large Hadron Collider (LHC) in 2015 will collide proton beams with increased luminosity
from 1034 up to 3 × 1034 cm−2 s−1. ATLAS is an LHC experiment designed to measure
decay properties of highly energetic particles produced in these proton-collisions. The high
luminosity places stringent physical and operational requirements on the ATLAS Trigger in
order to reduce the 40 MHz collision rate to an event storage rate of 1 kHz, thereby retaining
events with valuable physics content. The hardware-based first ATLAS trigger level (Level-1)
has an output rate of 100 kHz and decision latency of less than 2.5 µs. It is composed of
the Calorimeter Trigger (L1Calo), the Muon Trigger (L1Muon) and the Central Trigger
Processor. In 2014, there will be a new trigger system has been added: the Topological
Processor System (L1Topo system).
The L1Topo system consists of a single AdvancedTCA shelf equipped with three L1Topo
processor blades. It processes detailed information from L1Calo and L1Muon in individual
state-of-the-art FPGA processors to derive desitions based on the topology of each collision
event. Such topologies are the angles between jets and/or leptons or global event variables
based on lists of pre-selected/-sorted objects. The system is designed to receive and process
up to 6 Tb/s of real time data. The talk is about the relevant upgrades of the Level-1 trigger
with focus on the topological processor design and commissioning.

Primary author(s) : GARELLI, Nicoletta (SLAC National Accelerator Laboratory (US))
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Real-time flavour tagging selection in ATLAS

Abstract

In high-energy physics experiments, online selection is crucial to identify the few interesting
collisions from the large data volume processed. In the overall ATLAS trigger strategy, b-jet
triggers are designed to identify heavy-flavor content in real-time and, in particular, provide
the only option to efficiently record events with fully hadronic final states containing b-jets.
In doing so, two different, but related, challenges are faced. The physics goal is to optimise
as far as possible the rejection of light jets from QCD processes, while retaining a high
efficiency on selecting jets from beauty, while maintaining affordable trigger rates without
raising jet energy thresholds. This maps into a challenging computing task, as charged tracks
and their corresponding vertexes must be reconstructed and analysed for each jet above the
desired threshold, regardless of the increasingly harsh pile-up conditions. The performance
of b-jet triggers during the LHC Run 1 data-taking campaigns is presented, together with
an overview of the new online b-tagging strategy and algorithms, designed to face the above
mentioned challenges, which will be adopted during Run 2.
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Presenter(s) : GARELLI, Nicoletta (SLAC National Accelerator Laboratory (US))

Track Classification : A02 Trigger; A04 Reconstruction; A05 Data analysis; T02 Event
processing frameworks; T03 Data structures and algorithms
Contribution Type : oral presentation

Comments:
I am submitting this abstract as a member of the ATLAS TDAQ Speaker Committee,
on behalf of the ATLAS TDAQ community. In case of acceptance, a speaker or poster
presenter will be assigned later.

Track Status: SUBMITTED

Submitted by GARELLI, Nicoletta on Friday 10 October 2014

December 6, 2014 Page 7



21st Internatio� . . . / Report of Abstracts The performance and developm� . . .

Abstract ID : 53

The performance and development of the Inner
Detector Trigger at ATLAS for LHC Run 2

Abstract

A description of the design and performance of the newly reimplemented tracking algorithms
for the ATLAS trigger for LHC Run 2, to commence in spring 2015, is provided. The ATLAS
High Level Trigger (HLT) has been restructured to run as a more flexible single stage process,
rather than the two separate Level 2 and Event Filter stages used during Run 1. To make
optimal use of this new scenario, a new tracking strategy has been implemented for Run 2 for
the HLT. This new strategy will use a Fast Track Finder (FTF) algorithm to directly seed
the subsequent Precision Tracking, and will result in improved track parameter resolution
and significantly faster execution times than achieved during Run 1 but with no significant
reduction in efficiency. The performance and timing of the algorithms for numerous physics
signatures in the trigger are presented. The profiling infrastructure, constructed to provide
prompt feedback from the optimisation, is described, including the methods used to monitor
the relative perfor- mance improvements as the code evolves. The online deployment and
commissioning, together with the first measurements with the Run 2 data are also discussed.
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Performance of the ATLAS Muon Trigger in Run I
and Upgrades for Run II

Abstract
The ATLAS experiment at the Large Hadron Collider (LHC) has taken data at a centre-of-
mass energy between 900 GeV and 8 TeV during Run I (2009-2013). The LHC delivered
an integrated luminosity of about 20 fb−1 in 2012, which required dedicated strategies to
guard the highest possible physics output while reducing effectively the event rate. The
Muon High Level Trigger has successfully adapted to the changing environment of a low
luminosity in 2010 to the luminosities encountered in 2012. The selection strategy has been
optimized for the various physics analyses involving muons in the final state. We will present
the excellent performance achieved during Run I.
In preparation for the next data taking period (Run II) several hardware and software
upgrades to the ATLAS Muon Trigger have been performed to deal with the increased
trigger rate expected at higher center of mass energy and increased instantaneous luminosity.
We will highlight the development of novel algorithms that have been developed to maintain
a highly efficient event selection while reducing the processing time by a factor of three. In
addition, the two stages of the high level trigger that was deployed in Run I will be merged
for Run II. We will discuss novel approaches that are being developed to further improve
the trigger algorithms for Run II and beyond.
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Abstract ID : 66

Kalman Filter Tracking on Parallel Architectures

Abstract
Power density constraints are limiting the performance improvements of modern CPUs. To
address this we have seen the introduction of lower-power, multi-core processors, but the
future will be even more exciting. In order to stay within the power density limits but still
obtain Moore’s Law performance/price gains, it will be necessary to parallelize algorithms to
exploit larger numbers of lightweight cores and specialized functions like large vector units.
Example technologies today include Intel’s Xeon Phi and GPGPUs.
Track finding and fitting is one of the most computationally challenging problems for event
reconstruction in particle physics. At the High Luminosity LHC, for example, this will be
by far the dominant problem. The need for greater parallelism has driven investigations of
very different track finding techniques including Cellular Automata or returning to Hough
Transform. The most common track finding techniques in use today are however those based
on the Kalman Filter. Significant experience has been accumulated with these techniques on
real tracking detector systems, both in the trigger and offline. They are known to provide
high physics performance, are robust and are exactly those being used today for the design
of the tracking system for HL-LHC.
Our previous investigations showed that, using optimized data structures, track fitting with
Kalman Filter can achieve large speedup both with Intel Xeon and Xeon Phi. We report here
our further progress towards an end-to-end track reconstruction algorithm fully exploiting
vectorization and parallelization techniques in a realistic simulation setup.

Primary author(s) : CERATI, Giuseppe (Univ. of California San Diego (US)); MACNEILL,
Ian (Univ. of California San Diego (US)); TADEL, Matevz (Univ. of California San Diego
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Diego (US)); Dr. ELMER, Peter (Princeton University (US)); LANTZ, Steven (Cornell
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(Cornell University (US)); WITTICH, Peter (Cornell University (US))
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Data Science for Improving CERN’s Accelerator
Complex Control Systems

Abstract

Data science is about unlocking valuable insights and obtaining deep knowledge out of
the data. Its application enables more efficient daily-based operations and more intelligent
decision-making processes. CERN has been very successful on developing custom data-
driven control and monitoring systems. Several millions of control devices: sensors, front-end
equipment, etc., make up these critical-mission services and have lead to a significant
investment in terms of data persistency. Exploiting CERN’s historical investment on data
and evolve the controls and monitoring infrastructures to intelligent, predictive and proactive
control and monitoring systems has become an essential task to overcome some the most
important challenges to be faced in the coming years. CERN’s Engineering, Beams and
Information Technology departments have documented this fact. This paper describes
how applied data science: classification, clustering, time series forecasting and information
discovery techniques, allows us to improve the efficiency of CERN’s control and monitoring
systems by performing efficient and intelligent predictive maintenance on control equipment,
detecting potential anomalies and spotting hidden root causes. Future developments and
applications are also discussed.
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The ATLAS fast chain MC production project

Abstract

During the last years ATLAS has successfully deployed a new integrated simulation framework
(ISF) which allows a flexible mixture of full and fast detector simulation techniques within
the processing of one event. With the ISF, the simulation execution speed could be increased
up to a factor 100, which makes subsequent digitisation and reconstruction processing the
dominant contributions to the MC production CPU cost. The slowest components of both
digitisation and reconstruction are within the Inner Detector due to the complex signal
modelling needed in the emulation of the detector readout and in reconstruction due to the
combinatorial nature of the problem to solve, respectively. Alternative fast approaches have
been developed for these components: for the silicon based detectors a simpler geometrical
clustering approach has been deployed replacing the charge drift emulation in the standard
digitisation modules, and achieves a very high accuracy in describing the standard output.
For the Inner Detector track reconstruction, a Monte Carlo truth based trajectory building
has been deployed for bypassing the CPU intensive pattern recognition. All components
have been, together with the ISF, integrated into a new fast MC production chain, aiming
to produce fast MC simulated data with acceptable agreement with fully simulated and
reconstructed data at a processing time of seconds per event.
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Abstract ID : 147

Preparing ATLAS Reconstruction for LHC Run 2

Abstract

In order to maximize the physics potential of the ATLAS detector during LHC’s run 2, the
Reconstruction software has been updated. Flat computing budgets required a factor of three
improved run time, while the new xAOD data format forced changes in the reconstruction
algorithms. Physics performance improvements have been made in the reconstruction of
various objects, using improved techniques like particle flow, multivariate discriminants, etc.
This talk will present an overview of the improvements that have been made.
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Abstract ID : 148

Status and future evolution of the ATLAS offline
software

Abstract

The talk will give a summary of the broad spectrum of software upgrade projects to prepare
ATLAS for the challenges of the soon coming LHC Run-2. Those projects include the
reduction of the CPU required for reconstruction by a factor 3 compared to 2012, which
was required to meet the challenges of the expected increase in pileup and the higher data
taking rate of up to 1 kHz. As well, the new Integrated Simulation Framework (ISF) has
been put into production. By far the most ambitious project is the implementation of a
completely new Analysis Model, based on a new ROOT readable reconstruction format
xAOD, a reduction framework based on the train model to centrally produce skimmed data
samples and an analysis framework. The Data Challenge 2014 has been a first large scale
test of most of the foreseen software upgrades. At the end of the talk an overview will be
given of future software projects and plans that will lead up to the coming Long Shutdown
2 as the next major ATLAS software upgrade phase.

Primary author(s) : TSULAIA, Vakho (Lawrence Berkeley National Lab. (US))
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The importance of having an appropriate relational
data segmentation in ATLAS

Abstract

In this paper we describe specific technical solutions put in place in various database
applications of the ATLAS experiment at LHC where we make use of several partitioning
techniques available in Oracle 11g. With the broadly used range partitioning and its option
of automatic interval partitioning we add our own logic in PLSQL procedures and scheduler
jobs to sustain data sliding windows in order to enforce various data retention policies. We
also make use of the new Oracle 11g reference partitioning in the Nightly Build System to
achieve uniform data segmentation. However the most challenging issue was to segment
the data of the new ATLAS Distributed Data Management system (Rucio), which resulted
in tens of thousands list type partitions and sub-partitions. Partition and sub-partition
management, index strategy, statistics gathering and queries execution plan stability are
important factors when choosing an appropriate physical model for the application data
management. The so-far accumulated knowledge and analysis on the new Oracle 12c version
features that could be beneficial will be shared with the audience.
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ATLAS Tracking Detector Upgrade studies using
the fast simulation engine (FATRAS)

Abstract

The successful physics program of Run-1 of the LHC with the discovery of the higgs boson
in 2012 has put a strong emphasis on design studies for future upgrades of the existing LHC
detectors and for future accelerators. Ideas how to cope with instantaneous luminosities way
beyond the current specifications of the LHC in future tracking detectors are emerging and
need sufficiently accurate Monte Carlo simulation techniques to be evaluated. In ATLAS,
testing alternative layouts through the full simulation and reconstruction chain is a work-
intensive program, which is probably not worth following to full detail for all test layout
configurations. We present a novel technique implemented for ATLAS that allows fast
definitions of realistic detector layouts in the ATLAS TrackingGeometry library and run the
fast simulation program (FATRAS), followed by a fast digitisation and reconstruction chain.
The code is also implemented without dependencies on the ATLAS software in the context
of the Future Collider Collaboration (FCC) framework.
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Abstract ID : 182

Implementation of the ATLAS Run 2 event data
model

Abstract

During the 2013-2014 shutdown of the Large Hadron Collider, ATLAS switched to a new
event data model for analysis, called the xAOD. A key feature of this model is the separation
of the object data from the objects themselves (the auxiliary store’). Rather being stored as
member variables of the analysis classes, all object data are stored separately, as vectors
of simple values. Thus, the data are stored in astructure of arrays’ format, while the user
still can access it as an ‘array of structures’. This organization allows for on-demand partial
reading of objects, the selective removal of object properties, and the addition of arbitrary
user-defined properties in a uniform manner. It also improves performance by increasing the
locality of memory references in typical analysis code. The resulting data structures can be
written to ROOT files with data properties represented as simple ROOT tree branches. This
talk will focus on the design and implementation of the auxiliary store and its interaction
with ROOT. Results on reconstruction and analysis performance will also be discussed.

Primary author(s) : SNYDER, Scott (Brookhaven National Laboratory (US))
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Abstract ID : 209

Optimisation of the ATLAS Track Reconstruction
Software for Run-2

Abstract

Track reconstruction is one of the most complex elements of the reconstruction of events
recorded by ATLAS from collisions delivered by the LHC. It is the most time consuming
reconstruction component in high luminosity environments. After a hugely successful Run-1,
the flat budget projections for computing resources for Run-2 of the LHC together with the
demands of reconstructing higher pile-up collision data at rates more than double those in
Run-1 (an increase from 400 Hz to 1 kHz in trigger output) have put stringent requirements
on the track reconstruction software. The ATLAS experiment has performed a two year
long software campaign which aimed to reduce the reconstruction rate by a factor of three
to meet the resource limitations for Run-2: a major part of the changes to achieve this were
improvements to the track reconstruction software and will be presented in this contribution
. The CPU processing time of ATLAS track reconstruction was reduced by more than a
factor of three during this campaign without any loss of output information of the track
reconstruction. We present the methods used for analysing the tracking software and the
code changes and new methods implemented to optimise both algorithmic performance
and event data. Although most improvements were obtained without dedicated targetting
concurrency strategies, major parts of the ATLAS tracking software were updated to allow
for future improvements based on parallelism which will also be discussed.
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Fast and deep machine learning for HEP

Abstract
The extraction of rare physics signals in the HEP community has for some time benefited from
machine learning approaches. However these have not widely made use of recent progress
in algorithms from the ‘data science’ community, and can also hampered by considerable
computation times. Efficient use of such techniques has the potential for considerable impact
both in the HEP community and in industry.
We apply various machine learning approaches to real HEP analyses including the areas of
‘jet substructure’ and searches for new particles. We compare the use of the current methods
of supervised neural nets and boosted decision trees with ‘deep learning’: multi-layer, neural
nets. We implement our own many-core implementations and compare with existing libraries,
as well as widely used current packages such as TMVA and python scikit-learn. We also
provide performance measurements on a range of GPU and many-core devices.
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Abstract ID : 363

Online tracking with GPUs at PANDA

Abstract
The PANDA experiment is a next generation particle detector planned for operation at the
FAIR facility, currently under construction in Darmstadt, Germany. PANDA will detect
events generated by colliding an antiproton beam on a fixed proton target, allowing studies
in hadron spectroscopy, hypernuclei production, open charm and nucleon structure.
The nature of hadronic collisions means that signal and background events will look very
similar, making a conventional approach, based on a hardware trigger signal generated by a
subset of the detectors to start the data acquisition, unfeasible. Instead, data coming from
the detector are acquired continuously, and all online selection is performed in real-time. A
rejection factor of about 1000 is needed to reduce the data rate for offline storage, making
the data acquisition system computationally very challenging.
Adoption of Graphical Processing Units (GPUs) in many computing applications is increasing,
due to their cost-effectiveness, performance, and accessible and versatile development using
high-level programming paradigms such as CUDA or OpenCL. Applications of GPU within
HEP include Monte Carlo production, analysis, low- and high-level trigger.
Online track reconstruction of charged particles plays an essential part in the event recon-
struction and selection process. Our activity within the PANDA collaboration is centered
on the development and implementation of particle tracking algorithms on GPUs, and on
studying the possibility of performing online tracking using a multi-GPU architecture. Three
algorithms are currently under development, using information from the PANDA tracking
system: a Hough Transform; a Riemann Track Finder; and a Triplet Finder algorithm, a
novel approach finely tuned for the PANDA STT detector. The algorithms are implemented
on the GPU in the CUDA C language, utilizing low-level optimizations and non-trivial data
packaging in order to exploit to the maximum the capabilities of GPUs.
This talk will present details of the implementation of these algorithms, together with
first performance results, and solutions for data transfer to and from GPUs based on
message queues for a deeper integration of the algorithms with the FairRoot and PandaRoot
frameworks, both for online and offline applications.
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(Forschungszentrum Jülich)
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Abstract ID : 367

fwk: a go-based concurrent control framework

Abstract

fwk: a go-based concurrent control framework

Current HEP control frameworks have been designed and written in the early 2000’s, when
multi-core architectures were not yet pervasive. As a consequence, an inherently sequential
event processing design emerged. Evolving current frameworks’ APIs and data models
encouraging global states, non-reentrancy and non-thread-safety to a more concurrent
friendly environment, in an adiabatic way, is a major undertaking, even more so when relying
on the building blocks provided by C++.
This paper reports on the development of fwk, a framework investigating and leveraging the
built-in tools of the Go language to enable concurrency at the event- and sub-event-levels.
The concurrency features, code distribution and tooling of Go will be first presented to set
the scene and explain why Go -and its ecosystem at large- is a natural fit for a concurrent
framework. The aim for such a framework is to be usable as a big HEP experiment’s
control framework. fwk is also meant to be a nimble application for analyses which require
quick development/deployment cycles but without paying the price of a VM on the runtime
performances side.
The paper will then discuss the design decisions applied to the various components of fwk,
introduce its current capabilities (I/O, histogramming, dataflow, ...) and highlight how the
design decisions of the Go language adequately paved the way for fwk. Then, fads, a fast
detector simulation toolkit, will be introduced. ‘fads’ is the port of a single-threaded fast
detector simulation toolkit (Delphes) to fwk. The paper will present benchmarks (CPU,
RSS, I/O, scalability) of real Delphes use cases against fads, as well as comparisons of fads
performances with regard to other next-generation concurrent frameworks, using synthetic
data. Performance tools and concurrency debugging tools provided with the Go toolchain
and used for this comparison will also be presented.
Finally, the paper will present prospects and prototypes to fill the gap in the nascent
Go-based HEP ecosystem and landscape - namely: histograms interactive displays and
interactive analysis tools.
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Abstract ID : 376

Large-Scale Merging of Histograms using
Distributed In-Memory Computing

Abstract

Most high-energy physics analysis jobs are embarrassingly parallel except for the final
merging of the output objects, which are typically histograms. Currently, the merging of
output histograms scales badly. The running time for distributed merging depends not only
on the overall number of bins but also on the number partial histogram output files. That
means, while the time to analyze data decreases linearly with the number of worker nodes,
the time to merge the histograms in fact increases with the number of worker nodes. On the
grid, merging jobs that take a few hours are not unusual. In order to improve the situation,
we present a distributed and decentral merging algorithm whose running time is independent
of the number of worker nodes. We exploit full bisection bandwidth of local networks and
we keep all intermediate results in memory. We present benchmarks from an implementation
using the parallel ROOT facility (PROOF) and RAMCloud, a distributed key-value store
that keeps all data in DRAM. Our results show that a real-world collection of ten thousand
histograms with overall ten million non-zero bins can be merged in less than one minute.
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ROOT6: a quest for performance

Abstract

The sixth release cycle of ROOT is characterised by a radical modernisation in the core
software technologies the tookit relies on: language standard, interpreter, hardware exploita-
tion mechanisms. If on the one hand, the change offered the opportunity of consolidating
the existing codebase, in presence of such innovations, maintaing the balance between full
backward compatibility and software performance was not easy. In this contribution we
review the challenges and the solutions identified and implemented in the area of CPU
and memory consumption as well as I/O capabilities in terms of patterns. Moreover, we
present some of the new ROOT components which are offered to the users to improve the
performance of third party applications.
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Abstract ID : 390

A flexible and modular data format ROOT-based
implementation for HEP

Abstract

A flexible and modular data format implementation for HEP applications is presented.
Designed to face HEP data issues, the implementation is based on the CERN ROOT
toolkit. The design is aimed to create a data format as much as possible modular and easily
upgradable and extendable. Event informations are split into different files, that may contain
different parts of the event (i.e. different sub-detectors) or different levels of abstraction (i.e.
from raw information to high level quantities), in a fully transparent way for the final user.
Fully exploiting the ROOT “Friend” concept and the C++ inheritance, it has been possible
to achieve the desired modularity and flexibility: the possibility to upgrade and extend
without a full reprocessing, but also the simplicity of a standard ROOT-ple functionality
(i.e. TTree::Draw()). The file splitting in self-consistent TFile friends allows also a much
more efficient distribution and upgrade of the data to the regional centers of a typical HEP
experiment. It also gives the possibility to download and process only a small section of the
event information, for example for subdetector studies or specific analyses, even on the user
laptop.
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Abstract ID : 392

Acceleration of ensemble machine learning methods
using many-core devices

Abstract
Multivariate training and classification methods using machine learning techniques are
commonly applied in data analysis at HEP experiments. Despite their success in looking
for signatures of new physics beyond the standard model it is known that some of these
techniques are computationally bound when input sample size and model complexity are
increased. Investigating opportunities for potential performance improvements is therefore
of great importance if these techniques are to be used with the much larger data volumes
expected from Run 2 operations at the Large Hadron Collider.
It has been previously shown that a large degree of algorithm parallelisation was possible
for MLP-based artificial neural networks by the use of many-core devices such as GPUs.
Improved scaling was observed in network complexity and qualitative performance gains
were attainable through the simultaneous processing of multiple neural networks. Here we
investigate how many-core devices can be used to accelerate ensemble machine learning
methods that are gaining traction in HEP data analysis.
We present a case study into the acceleration of decision forests using many-core devices
in collaboration with Toshiba Medical Visualisation Systems Europe (TMVSE). TMVSE
have developed software to process three-dimensional medical imaging data (such as CT or
MRI scans), using automatic detection of anatomical landmarks defined on the skeleton,
vasculature and major organs. Landmark detection underpins a semantic understanding of
the medical data and thus has many diverse applications, for example, it facilitates rapid
navigation to a named organ. TMVSE have applied ensemble machine learning methods
such as classification by random decision forests to efficiently compute the bounding boxes
of organs in processed image data volumes. It is important that their applications using
this algorithm runs efficiently and quickly. After data preparation and optimisation the
execution time is on average 4.5 seconds per volume with a sub-second processing time being
desirable.
Using representative medical image data as input and pre-trained decision trees we will
demonstrate how the decision forest classification method maps onto the GPU data process-
ing model. It was found that a GPU-based version of the classification method resulted in
over 130 times speed-up over a single-threaded CPU implementation with further improve-
ments possible. We will outline the main optimisation steps undertaken to maximise GPU
performance and detail how this was implemented using device profiling to evaluate thread
occupancy and execution efficiency.
As this solution was developed to be context independent we will demonstrate how this
work can be applied to a suitably formed HEP dataset to determine potential gains in event
throughput and classifier discrimination. We will also explore how the advanced analysis
techniques applied to automatic landmark detection in medical data can be applied to HEP
dataset to achieve further increases in performance.
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CMS Detector Description for Run II and Beyond

Abstract
CMS Detector Description (DD) is an integral part of the CMSSW software multithreaded
framework. CMS software has evolved to be more flexible and to take advantage of new
techniques, but many of the original concepts remain and are in active use. In this presenta-
tion we will discuss the limitations of the Run I DD model and changes implemented for
the restart of the LHC program in 2015. Responses to Run II challenges and transition to
multithreaded environment are discussed.
The DD is a common source of information for Simulation, Reconstruction, Analysis, and
Visualisation, while allowing for different representations as well as specific information for
each application. The DD model usage for CMS Magnetic field map description allows
seamless access to variable field during the same run. Examples of the integration of DD in
the GEANT4 simulation and in the reconstruction applications are provided.
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ROOT 6 and beyond: TObject, C++14 and many
cores.

Abstract
Following the release of version 6, ROOT has entered a new area of development. It will
leverage the industrial strength compiler library shipping in ROOT 6 and its support of the
C++11/14 standard, to significantly simplify and harden ROOT’s interfaces and to clarify
and substantially improve ROOT’s support for multi-threaded environments.
This talk will also recap the most important new features and enhancements in ROOT in
general, focusing on those allowed by the improved interpreter and better compiler support,
including I/O for smart pointers, easier type safe access to the content of TTrees and
enhanced multi processor support.
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Data-driven estimation of neutral pileup particle
multiplicity in high-luminosity hadron collider

environments

Abstract

The contamination from low-energy strong interactions is a major issue for data analysis
at the Large Hadron Collider, particularly with reference to pileup, i.e. to proton-proton
collisions from other bunch crossings. With a view to improving on the performance of
pileup subtraction in higher-luminosity regimes, particle weighting methods have recently
been proposed whereby the weights are used to rescale the particle four-momentum vectors.
We describe an algorithm based on a different approach that instead employs the weights to
reshape the particle-level kinematic distributions in the data. We have applied the algorithm
to the task of estimating the number of neutral pileup particles in different kinematic regions
inside individual simulated events. Because of the simplicity and parallelisation potential of
this technique, we foresee the possibility of using it in conjunction with existing methods at
the reconstruction level in future high-luminosity hadron collider environments.
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Abstract ID : 414

Alignment and calibration of Belle II tracking
detectors

Abstract

The Belle II experiment will start taking data in 2017. The SuperKEKB accelerator will
deliver a factor 40 higher luminosity in comparison to its predecessor, KEKB, to acquire a 50
times larger data sample of B-B[U+0305] events. In order to manage higher occupancy and
background, a new silicon vertex detector consisting of two inner layers of DEPFET pixel
sensors surrounded by four layers of double-sided strip sensors will be installed. The high
target performance of the detector, in particular vertex and momentum resolution, motivated
the development of reliable alignment and calibration procedures. Combined with calibration
of the upgraded drift chamber tracker, this task requires advanced software design and
considerable computing resources. We present track-based alignment and calibration of the
vertex and tracking detector using the global approach of the Millepede II tool in combination
with an advanced track parametrization by the General Broken Lines (GBL) model. The
procedure is implemented within the software framework of the Belle II experiment and GBL
has also been integrated into the experiment-independent track-fitting toolkit GENFIT.
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MiniAOD: A new analysis data format for CMS

Abstract

The CMS experiment has developed a new analysis object format (the “mini-AOD") targeted
to be less than 10% of the size of the Run 1 AOD format. The motivation for the Mini-AOD
format is to have a small and quickly derived data format from which the majority of
CMS analysis users can perform their analysis work. This format is targeted at having
sufficient information to serve about 80% of CMS analysis, while dramatically simplifying
the disk and I/O resources needed for analysis. This improvement should bring substantial
improvements in resource needs and turn-around time for analysis applications. Such large
reductions were achieved using a number of techniques, including defining light-weight
physics object candidate representations, increasing transverse momentum thresholds for
storing physics-object candidates, and reduced numerical precision when it is not required at
the analysis level. In this contribution we discuss the critical components of the mini-AOD
format, our experience with its deployment and the planned physics analysis model for Run
2 based on the mini-AOD.
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Simulation and Reconstruction Upgrades for the
CMS experiment

Abstract

Over the past several years, the CMS experiment has made significant changes to its detector
simulation and reconstruction applications motivated by the planned program of detector
upgrades over the next decade. These upgrades include both completely new tracker and
calorimetry systems and changes to essentially all major detector components to meet the
requirements of very high pileup operations. We have untaken an ambitious program to
implement these changes into the Geant4-based simulation and reconstruction applications
of CMS in order to perform physics analyses to both demonstrate the improvements from
the detector upgrades and to influence the detector design itself. In this presentation, we will
discuss our approach to generalizing much of the CMS codebase to efficiently and effectively
work for multiple detector designs. We will describe our computational solutions for very
high pileup reconstruction and simulation algorithms, and show results based on our work.
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Tracker software for Phase-II CMS

Abstract

The CMS experiment is has multi-faceted detector upgrade program planned over the next
decade. The silicon tracker system plans an improved pixel detector for 2017 and proposes
an entirely new tracker for the high-luminosity LHC run. In this presentation, we discuss
the tools developed and used in the design, simulation and reconstruction of the upgraded
tracker including completely new trigger functionalities. We discuss how we adapted the
standard CMS tracker software to achieve excellent physics and technical performance results
in each of the upgraded tracker scenarios, and our implementation of the track trigger
simulation. We discuss our results and will demonstrate how the results of our simulation
and reconstruction work have impacted the overall program of the upgraded tracker designs.
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ConDB - Conditions Database for Particle Physics
Experiments

Abstract

Abstract: Conditions or calibration data are an important part of High Energy experiments.
This kind of data is typically organized in terms of intervals of validity that require a special
type of database table schema and API structure. At Fermilab we have designed and
developed ConDB, a general tool to store, manage and retrieve conditions data organized
into validity intervals in a database. ConDB is highly scalable, has been proven to be capable
of storing data for more than million channels, has many additional features such as data
compression, a direct access API and a scalable high performance web interface. We present
the conceptual design, product features, database representation and system architecture of
this very powerful tool.
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A design study for the upgraded ALICE O2
computing facility

Abstract
An upgrade of the ALICE detector is currently prepared for the Run 3 period of the Large
Hadron Collider (LHC) at CERN starting in 2020. The physics topics under study by
ALICE during this period will require the inspection of all collisions at a rate of 50 kHz for
minimum bias Pb-Pb and 200 kHz for pp and p-Pb collisions in order to extract physics
signals embedded into a large background.
The upgraded ALICE detector will produce more than 1 TByte/s of data. Both collision
and data rate impose new challenges onto the detector readout and compute system. Some
detectors will not use a triggered readout, which will require a continuous processing of the
detector data.
Although various online systems are existing for event based reconstruction, the application
of a production system for time-based data processing and reconstruction is a novel case
in HEP. The project will benefit from the experience gained with the current ALICE High
Level Trigger online system, which already implements a modular concept combining data
transport, algorithms and heterogeneous hardware. Processing of individual events will
however have to be replaced by the continuous processing of the data stream segmented
according to a time-frame structure.
One challenge is the distribution of data within the compute nodes. Time-correlated data sets
are received by the First Level Processors (FLP) and must be coherently transported to and
aggregated on the Event Processing Nodes (EPN). Several approaches for the distribution
of data are being studied. Aggregated time-frame data is processed on the EPN with
the primary goal to reconstruct particle properties. On-the-fly and short-latency detector
calibration is necessary for the reconstruction. The impact of the calibration strategy to
the reconstruction performance is under study. Based on the partially reconstructed data,
events corresponding to particular collisions can be assembled from the time-based data.
The original raw data are then replaced by these preprocessed data. This transformation
together with the application of lossless data compression algorithms will provide a data
volume reduction of a factor of 20 before data is passed onto the storage system.
Building on messaging solutions, the design and development of a flexible framework for
transparent data flow, online reconstruction, and data compression has started. The system
uses parallel processing on the level of processes and threads within processes in order to
achieve an optimal utilization of CPU cores and memory. Furthermore, the framework
provides the necessary abstraction to run common code on heterogeneous platforms including
various hardware accelerator cards.
We present in this contribution the first results of a prototype with estimates for scalability
and feasibility for a full scale system.
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The Belle II analysis on Grid

Abstract

The basf2 software framework has been developed the Belle II experiment, the next generation
B-factory experiment at the KEK Laboratory. Belle II will collect 50 times more data than
the previous Belle experiment and has a commensurate increase in computing requirements.
Consequently Belle II has adopted a distributed computing solution to provide the computing
resources required of the experiment. The interface is called gbasf2 and is designed to provide
an easy transition from an analysis done with basf2 to an analysis performed on the grid.
The output of the raw data processing are mDST files, consisting of all relevant information
for physics analyses. Another file format called µDST has been proposed which also records
the reconstructed particle information. We present a study of physics analysis with gbasf2
and compare the performance of the analysis methods which employ mDST and µDST files
on grid sites and on local resources.
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The GENFIT Library for Track Fitting and its
Performance in Belle II

Abstract

GENFIT is an experiment-independent, universal track-fitting package, available under
a free software license. It implements a variety of track-fitting algorithms and provides
the surrounding functionality needed by particle physics experiments: general handling
of detector hits, supplemented with example implementations for various detector types;
track extrapolation code; a track-data model allowing for flexible storage and track-level
operations such as the chaining of tracks from different subdetectors; residual calculation;
interfaces to alignment codes; track and fit visualization, which can also serve didactical
purposes. The package has been significantly overhauled and extended in the course of the
development of the Belle II software framework, taking into account lessons learned also in
the COMPASS, FOPI and PANDA experiments. GENFIT is particularly suited e.g. for
new experiments that want to be able to use track fits of simulated data already at early
stages in order to more realistically assess the impact of design choices. We will report on
the current status of the project, performance of the code within Belle II, and share some of
the lessons learned during the work on the project.
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A survey and practical evaluation of the problem
and algorithms for CMS job scheduling

Abstract
Starting from March 2012, Amazon made available Multi-Region Latency Based Routing.
This is a set of policies from which users can choose a policy to serve data and pages from
the Amazon cloud. By offering different options and letting their users choose from them,
Amazon is acknowledging the difference and importance of access-time to different data
centres.
Compared to Amazon, CMS has the advantage that its applications and, consequently,
storage demands are much more uniform than what can possibly be found in a public cloud.
However, while Amazon has to serve data from only four different data centres, CMS has to
cope with around 70 PB of data distributed over 50 T2 data centres. Scheduling processors
and jobs in an arbitrary environment like the CMS network of processors and storage units
can be modelled by reduction to problems like the dynamic k-servers, the multiple knapsack
or even the k TSP. Whatever the case, such modeling will eventually come to the fact that
these problems fall into the realm of NP-hardness, where approximation algorithms are the
best that can be achieved when looking for exact solutions. Nonetheless, some problems of
this nature can be solved adequately in practice, such as paging in the Linux kernel (another
k-server problem).
In this paper we discuss alternatives for scheduling CMS jobs in the grid taking into account
distribution of processors, storage and network. We discuss the needs related to parsing
and processing historical data as a basis to implement simulations that would guide the
adoption of new policies for a CMS scheduler. We present initial data for modeling based on
approximation algorithms.

Primary author(s) : CARDOSO LOPES, Raul (Brunel University (GB))

Co-author(s) : Dr. WILDISH, Tony (Princeton University (US))

Presenter(s) : CARDOSO LOPES, Raul (Brunel University (GB)); Dr. WILDISH, Tony
(Princeton University (US))

Track Classification : A07 Experiment frameworks for WAN distributed computing; A11
Computing models; T03 Data structures and algorithms

Track Status: SUBMITTED

Submitted by CARDOSO LOPES, Raul on Saturday 25 October 2014

December 6, 2014 Page 39



21st Internatio� . . . / Report of Abstracts The Pattern Recognition softw� . . .

Abstract ID : 512

The Pattern Recognition software for the PANDA
experiment

Abstract

PANDA is an antiproton-proton experiment that will run at center-of-mass energies from
2.25 to 5.46 GeV at the new facility FAIR in Darmstadt, Germany. In order to achieve
the broad range of physics goals of PANDA, a triggerless data acquisition and a high
luminosity (20 MHz interaction rate) are necessary. This talk will concentrate on the Pattern
Recognition software of the experiment. This software will use the information of all tracking
devices in PANDA, namely a microvertex detector (10 ns signal time resolution), straw tube
subdetectors (170 ns signal collection time), a GEM detector (few tens of ns time resolution),
a fast scintillator tile system (100 ps time resolution), and several planes of gas proportional
drift chambers. The absence of a hardware trigger, on one hand, gives maximum flexibility
in the selection of events of interest, and on the other hand, poses severe requirements to the
pattern recognition code: 1- it has to be very fast to keep up with the 20 MHz interaction
rate; 2- it must be very efficient in finding tracks and very selective in rejecting ghost tracks
caused by the large signal collection time of the straw systems combined with the 20 MHz
interaction rate makes possible the (wrong) assignment of a hit to several physics events. In
this talk the ideas and the various algorithms explored in the Pattern Recognition to tackle
those challenges will be shown.
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The GeantV project: preparing the future of
simulation

Abstract

Detector simulation is consuming at least half of the HEP computing cycles, and even so,
experiments have to take hard decisions on what to simulate, as their needs greatly surpass
the availability of computing resources. New experiments still in the design phase such
as FCC, CLIC and ILC as well as upgraded versions of the existing LHC detectors will
push further the simulation requirements. Since computing resources will not increase at
best, it is therefore necessary to sustain the progress of High Energy Physics and to explore
innovative ways of speeding up simulation. The GeantV project aims at developing a high
performance detector simulation system integrating fast and full simulation that can be
ported on different computing architectures, including accelerators. After more than two
years of R&D the project has produced a prototype capable of transporting particles in
complex geometries exploiting micro-parallelism, SIMD and multithreading. Portability is
obtained via C++ template techniques that allow the development of machine-independent
computational kernels. A set of tables derived from Geant4 for cross sections and final states
provides a realistic shower development and, having been ported into a Geant4 physics list,
is also a basis for a performance comparison. The talk will describe the development of the
project and the main R&D results motivating the technical choices of the project. It will
review the current results and the major challenges facing the project. We will conclude
with an outline of the future roadmaps and major milestones for the project.
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