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Abstract ID : 2

Mean PB to Failure – Initial results from a
long-term study of disk storage patterns at the RACF

Abstract
The RACF (RHIC-ATLAS Computing Facility) has operated a large, multi-purpose dedicated
computing facility since the mid-1990’s, serving a worldwide, geographically diverse scientific
community that is a major contributor to various HEPN projects. A central component of
the RACF is the Linux-based worker node cluster that is used for both computing and data
storage purposes. It currently has nearly 50,000 computing cores and over 23 PB of storage
capacity distributed over 12,000+ (non-SSD) disk drives.
The majority of the 12,000+ disk drives provides a cost-effective solution for dCache/xRootd-
managed storage, and a key concern is the reliability of this solution over the lifetime
of the hardware, particularly as the number of disk drives and the storage capacity of
individual drives grow. We report initial results of a long-term study to measure lifetime PB
read/written to disk drives in the worker node cluster. We discuss the historical disk drive
mortality rate, disk drive manufacturers’ published MPBTF (Mean PB to Failure) data and
how they are correlated to our results.
The results helps the RACF understand the productivity and reliability of its storage solutions
and has implications for other highly-available storage systems (NFS, GPFS, CVMFS, etc)
with large I/O requirements.
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The Effect of NUMA Tunings on CPU Performance

Abstract
Non-uniform memory access (NUMA) is a memory architecture for symmetric multiprocessing
(SMP) systems where each processor is directly connected to separate memory. Indirect access
to other CPU’s (remote) RAM is still possible, but such requests are slower as they must
also pass through that memory’s controlling CPU. In concert with a NUMA-aware operating
system, the NUMA hardware architecture can help eliminate the memory performance
reductions generally seen in SMP systems when multiple processors simultaneously attempt
to access memory.
The x86 CPU architecture has supported NUMA for a number of years. Modern operating
systems such as Linux support NUMA-aware scheduling, where the OS attempts to schedule
a process to the CPU directly attached to the majority of its RAM. In Linux, it is possible
to further manually tune the NUMA subsystem using the “numactl” utility. With the
release of Red Hat Enterprise Linux (RHEL) 6.3, the “numad” daemon became available in
this distribution. This daemon monitors a system’s NUMA topology and utilization, and
automatically makes adjustments to optimize locality.
As the number of cores in x86 servers continues to grow, efficient NUMA mappings of
processes to CPUs/memory will become increasingly important. This presentation gives
a brief overview of NUMA, and discusses the effects of manual tunings and numad on the
performance of the HEPSPEC06 benchmark.
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Running and Testing T2 Grid Services with Puppet
at GRIF-IRFU

Abstract

GRIF is a distributed Tiers2 center, made of 6 different centers in the Paris region (France),
and serving many VOs. The sub-sites are connected with 10Gbits/s private network and
share tools for central management. One of the sub-sites, GRIF-IRFU held and maintained
in the CEA-Saclay center, moved a year ago, to a configuration management using Puppet.
Thanks to the versatility of Puppet/Foreman automation, the GRIF-IRFU site maintains
usual grid services, with among them: a Cream-CE with a Torque+Maui (running a batch
with more than 4000 jobs slots), a DPM storage of more than 2PB, a Nagios monitoring
essentially based on check_mk, as well as centralized services for the French NGI, like the
accounting, or the argus central banning system. We report on the actual functionalities of
Puppet and present the last tests and evolutions including a monitoring with Graphite, a
HT-condor multi core batch accessed with an ARC-CE and a CEPH storage file system.
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Intrusion Detection in Grid computing by Intelligent
Analysis of Jobs Behavior – The LHC ALICE Case

Abstract
Grid infrastructures allow users flexible on-demand usage of computing resources using
an Internet connection. A remarkable example of a Grid in High Energy Physics (HEP)
research is used by the ALICE experiment at European Organization for Nuclear Research
CERN. Physicists can submit jobs used to process the huge amount of particle collision
data produced by the Large Hadron Collider (LHC) at CERN. Grids allow the submission
of user developed jobs (code and data). They also have interfaces to Internet, storage
systems, experiment infrastructure and other networks. This creates an important security
challenge. Even when Grid system administrators perform a careful security assessment
of sites, worker nodes, storage elements and central services, an attacker could still take
advantage of unknown vulnerabilities (zero day). This attacker could enter and escalate her
access privileges to misuse the computational resources for unauthorized or even criminal
purposes. She could even manipulate the data of the experiments.
Accordingly, Grid systems require an automatic tool to monitor and analyze the behavior
of user jobs. This tool should analyze data generated by jobs such as log entries, traces,
system calls, to determine if they run in a desired behavior or are performing any kind
of attack on the system. The tool should react to the attack by sending alerts, logging
information about relevant events and performing automatic defensive actions (for example
stopping a suspicious process). This piece of software could be classified as Grid Intrusion
Detection Systems (Grid-IDS). Traditional IDS allow detection of attacks by fixed if-then
rules based on signatures. It compares the input data with known predefined conditions
from previous events. This strategy fails when a new type of intrusion is used, even with
a slightly difference. Artificial intelligence algorithms have been suggested as a method to
improve Intrusion Detection Systems. By the usage of a Machine Learning approach it is
possible to train the IDS on generalizing among attacks even when they are completely new.
Intelligent IDS can also analyze the huge amount of data generated in Grid logs and process
traces to determine a misbehaving scenario (data mining). This Grid IDS has to be adapted
to highly distributed scenarios, when collaboration among geographically separate sites is
necessary and reliability on central services is not always an option.
Currently there is no framework that allows us to fulfill all the above requirements. We
will design and build such framework. This framework should allow the monitoring and
analysis of grid job behavior to detect attack attempts, even if new techniques or zero day
vulnerabilities are utilized. This framework should also perform required countermeasures for
its protection. In a first step, we plan to analyze the behavior of the usual job execution in
the ALICE experiment Grid. We will determine the most important metrics to characterize
a “bad” behavior (an attack). Later we will collect data from the Grid logs using these
metrics and will use this data to train a machine learning algorithm. The algorithm will
allow us classification of jobs as in desired or undesired state depending on the data produced
in their execution. We plan to implement the proposed framework as a software prototype
that will be tested as a component of the ALICE Grid middelware.
Keywords – grid computing, distributed computing, distributed System security, artificial
intelligence, data mining, Intrusion Detection Systems.
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Performance evaluation of the ATLAS IBL
Calibration

Abstract
With the installation of the Insertable B-Layer in 2014 the Pixel Detector of the ATLAS
experiment has been extended by about 12 million pixels. Scanning and tuning procedures
have been implemented by employing newly designed read-out hardware which is now able to
support the full detector bandwidth even for calibration. The hardware is supported by an
embedded software stack running on the read-out boards. Compute-intensive operations that
are necessary during the calibration process are performed on a small cluster of commodity
servers, which are included in the ATLAS TDAQ framework. In order to exploit the
potential of this heterogenious data processing architecture to significantly speed-up detector
calibration, timing and performance of the various software components is critical.
We present a timing model including the hardware and software components and procedures
that are involved in the calibration process. By instrumenting these components at critical
locations we are then able to accurately evaluate the timing of a calibration scan, analyze
the performance, and eventually locate and eliminate bottlenecks in the chain.
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Automation of Large-scale Computer Cluster
Monitoring Information Analysis

Abstract

High-throughput computing platforms consist of complex infrastructure and provide a
number of services apt to failures. To mitigate the impact of failures on the quality of the
provided services, a constant monitoring and in time reaction is required, which is impossible
without automation of the system administration processes. This paper introduces a way
of automation of the process of monitoring information analysis to provide long and short
term predictions of the service response time (SRT) of the mass storage and the batch
systems and to identify the status of a service at a given time. The approach for the SRT
predictions is based on Adaptive Neuro Fuzzy Inference System (ANFIS) while for a proper
service status identification the K-means clustering algorithm was employed. An evaluation
of the approaches is performed on real monitoring data from the WLCG Tier 2 center
GoeGrid. Ten fold cross validation results demonstrate high efficiency of both approaches in
comparison to known methods.
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Scaling Agile Infrastructure to people

Abstract
When CERN migrated its infrastructure away from home-grown fabric management tools to
emerging industry-standard open-source solutions, the immediate technical challenges and
motivation were clear. The move to a multi-site Cloud Computing model meant that the
toolchains that were growing around this ecosystem would be a good choice, the challenge
was to leverage them.
The use of open-source tools brings challenges other than merely how to deploy them.
Home-grown software, for all the deficiencies identified at the outset of the project, has the
benefit of growing with the organization. This presentation will examine what challenges
there were in adapting open-source tools to the needs of the organization, particularly in the
areas of multi-group development and security.
Additionally, the increase in scale of the plant required changes to how Change Management
was organized and managed. Continuous Integration techniques are used in order to manage
the rate of change across multiple groups, and the tools and workflow for this will be
examined.
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ATLAS TDAQ System Administration: evolution
and re-design

Abstract

The ATLAS Trigger and Data Acquisition (TDAQ) system is responsible for the online
processing of live data, streaming from the ATLAS experiment at the Large Hadron Collider
(LHC) at CERN. The online farm is composed of ˜3000 servers, processing the data readout
from ˜100 million detector channels through multiple trigger levels. During the two years of
the first Long Shutdown (LS1) there has been a tremendous amount of work done by the
ATLAS TDAQ System Administrators, implementing numerous new software applications,
upgrading the OS and the hardware, changing some design philosophies and exploiting
the High Level Trigger farm with different purposes. During the data taking only critical
security updates are applied and broken hardware is replaced to ensure a stable operational
environment. The LS1 provided an excellent opportunity to look into new technologies
and applications that would help to improve and streamline the daily tasks of not only the
System Administrators, but also of the scientists who will be working during the upcoming
data taking period (Run-II). The OS version has been upgraded to SLC6; for the largest
part of the farm, which is composed by netbooted nodes, this required a completely new
design of the netbooting system. In parallel, the migration to Puppet of the Configuration
Management systems has been completed for both netbooted and localbooted hosts; the
Post-Boot Scripts system and Quattor have been consequently dismissed. Various new
ATCA-based readout systems, with specific network requirements, have also been integrated
into the overall system. Virtual Machine (VM) usage has been investigated and tested and
many of our core servers are now running on VMs. This provides us with the functionality of
rapidly replacing them in case of failures and increasing the number of servers when needed.
Virtualization has also been used to adapt the HLT farm as a batch system, which has been
used for running Monte Carlo production jobs that are mostly CPU and not I/O bound. In
Run-II this feature could be exploited during the downtimes of the LHC. A new Satellite
Control Room (SCR) has also been commissioned and in the ATLAS Control Room (ACR)
the PC-over-IP network connections have been upgraded to a fully redundant network. The
migration to SLC6 has also had an impact on the Control Room Desktop (CRD), the in
house KDE-based desktop environment designed to enforce access policies while fulfilling the
needs of the people working in the ACR and the SCR. Finally, monitoring the health and
the status of ˜3000 machines in the experimental area is obviously of the utmost importance,
so the obsolete Nagios v2 has been replaced with Icinga, complemented by Ganglia for
performance data. This paper serves for reporting “What”, “Why” and “How” we did in
order to improve and produce a system capable of performing for the next 3 years of ATLAS
data taking.
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XrootDfs: a Posix Filesytem for XrootD

Abstract

When we first introduced XRootD storage system to the LHC, we needed a filesystem
interface so that XRootD system could function as a Grid Storage Element. The result
was XRootDfs, a FUSE based mountable posix filesystem. It glues all the data servers in
a XRootD storage system together and presents it as a single, posix compliant, multi-user
networked filesystem. XRootD’s unique redirection mechanism requires special handling of IO
operations and metadata operations in the XRootDfs. This includes a throttling mechanism
to gracefully handle extreme metadata operations; handling of returned results from all data
servers in a consistent way; hiding delays of metadata operations, inluding storage media
latency; enhancing the performance of concurrent IO by multiple applications; and using an
advanced security plugin to ensure secure data access in a multi-user environment. Over the
last several years XRootDfs have been adopted by many XRootD sites for data management
as well as data access by applications that were not specifically designed to use the native
XRootD interface. Many of the technical methods mentioned above can also be used to glue
together other types (i.e. non-XRootD) data servers to provide seamless data access.
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Computer security: surviving and operating services
despite highly skilled and well-funded organised

crime groups

Abstract

This presentation gives an overview of the current computer security landscape. It describes
the main vectors of compromises in the academic community including lessons learnt, reveals
inner mechanisms of the underground economy to expose how our computing resources
are exploited by organised crime groups, and gives recommendations how to better protect
our computing infrastructures. By showing how these attacks are both sophisticated and
profitable, the presentation concludes that an important mean to adopt an appropriate
response is to build a tight international collaboration and trusted information sharing
mechanisms within the community.
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Enabling identity federation for the research and
academic communities

Abstract

Federated identity management (FIM) is an arrangement made among multiple organisations
that lets subscribers use the same identification data, e.g. account names & credentials, to
obtain access to the secured resources and computing services of all other organisations in
the group. Specifically in the various research communities there is an increased interest in
a common approach as there is obviously a large potential for synergies. Several research
communities, infrastructures and as well as federations have worked together in this area.
This presentation will give an overview of this ongoing effort, including a common vision
for FIM, a set of requirements and a number of recommendations for ensuring secure and
interoperable operations across multiple administrative domains. In particular, the current
SCI / Sir-T-Fi work will be presented, providing details on a common trust framework
proposing minimal requirements for participants, as well as a common security incident
response policy for federations.
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Using an Intel Galileo board as a Hardware Token
Server

Abstract
The Intel Galileo Arduino board is a low cost, low power 32bit Pentium-class computer. It
is normally used for embedded devices but it can also run a full-blown version of Linux.
Grid security can be greatly enhanced using hardware token for two-factor authentication.
Two-factor autentication is based on the idea that in order to obtain access you need both
something you know (i.e. a password) and something you possess (i.e. a hardware token).
Pilot job security is improved by storing the pilot job grid certificate/private key pair on
such a hardware token. In the Netherlands we use SafeNet eToken PRO’s for generating
and storing private keys for robot services. Typically, robot hardware tokens are inserted
into server-class systems inside a data center for maximum security.
This research was done to address the power consumption issue of such server-class systems.
An Intel Galileo board typically draws 5 W of power, which is less than even the most energy
efficient Atom-based server. As part of this research we built a 32bit version of CentOS 7,
tuned specifically to run on the Galileo board. On top of this we installed and configured
the hardware token drivers and the ‘myproxy’ software needed to upload robot grid proxies
to a Globus MyProxy or Dirac Proxy store.
Next to the poster a live demonstration of the Galileo+eToken setup is shown.
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Online data handling and storage at the CMS
experiment

Abstract

The CMS experiment at CERN is one of the two general-purpose detectors on the Large
Hadron Collider (LHC) in the Geneva area, Switzerland. Its infrastructure has undergone
massive upgrades during 2013 and 2014, which lead to major changes in the philosophy of
its DAQ (Data AcQuisition) system. One of the major components of this system is the
Storage Manager, which is responsible for buffering the online data generated at the level of
the readout units (RUs), which crosses the computing farm undergoing different processing
and filtering stages all the way to the builder units (BUs). The Storage Manager at CMS
is made up of three components: the distributed file system, the Merger service and the
Transfer System. In the production DAQ system there will be around 50 BUs which will
concurrently write their output data at an expected aggregated rate of 2 GB/s. A merger
service has been put in place to aggregate this data. Counting the merger reading of the
data provided by the BUs, its writing back of the merged data and the final reading for
transfer to Tier0, an estimated bandwidth of 7GB/s in concurrent r/w mode is needed.
Moreover, the Storage Manager has to be able to cope with being disconnected from Tier0
for 1 week, so an estimated of 250TB of total usable disk space is required. A unified name
space file system (Lustre) has been chosen in order to cope with these requirements. Three
different implementations of the merger service are proposed, each one providing different
advantages: robustness, easy debugging, bandwidth requirements reduction. The merger
is also providing the bookkeeping needed for establishing the handshake protocol between
the Transfer System and the Tier0 facility at CERN, which ensures data consistency and
integrity throughout the transfer process. Even if the handshake protocol itself is identical to
the one from the Run1, some adjustments needed to be performed in the Transfer System in
order to accommodate the new structures providing the required meta-information related to
the acquired data. In addition to the nominal transfer of data to Tier0, the Transfer System
needs to intelligently distribute the data, for a number of data streams need to be (also)
stored locally in the CMS network for various consumers to process on site. In this article
we present the various technological and implementation choices of the three components of
the Storage Manager.
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Architectures and methodologies for future
deployment of multi-site Zettabyte-Exascale data

handling platforms

Abstract

Several scientific fields, including Astrophysics, Astroparticle Physics, Cosmology, Nuclear
and Particle Physics, and Research with Photons, are estimating that by the 2020 decade they
will require data handling systems with data volumes approaching the Zettabyte distributed
amongst as many as 1018 individually addressable data objects (Zettabyte-Exascale systems).
It may be convenient or necessary to deploy such systems using multiple physical sites.
This paper describes the findings of a working group composed of experts from several
large European scientific data centres on architectures and methodologies that should be
studied by building proof-of-concept systems, in order to prepare the way for building
reliable and economic Zettabyte-Exascale systems. Key ideas emerging from the study are:
the introduction of a global Storage Virtualization Layer which is logically separated from
the individual storage sites; the need for maximal simplification and automation in the
deployment of the physical sites; the need to present the user with an integrated view of
their custom metadata and technical metadata (such as the last time an object was accessed,
etc.); the need to apply modern efficient techniques to handle the large metadata volumes
(e.g. Petabytes) that will be involved; and the challenges generated by the very large rate of
technical metadata updates. It also addresses the challenges associated with the need to
preserve scientific data for many decades. The paper is presented in the spirit of sharing the
findings with both the user communities and data centre experts, in order to receive feedback
and generate interest in starting prototyping work on the Zettabyte-Exascale challenges.

Primary author(s) : DELFINO REZNICEK, Manuel (Universitat Autònoma de Barcelona
(ES))

Co-author(s) : ACIN PORTELLA, Vanessa (IFAE); BIRD, Ian (CERN); BOCCALI,
Tommaso (INFN); CANCIO, German (CERN); COLLIER, Ian Peter (RAL); CORNEY, David
(RAL); DELAUNAY, Benoit (IN2P3); DELL’AGNELLO, Luca (INFN); FLIX MOLINA,
Jose (CIEMAT); FUHRMANN, Patrick (DESY); GASTHUBER, Martin (DESY); GUEL-
ZOW, Volker (DESY); HEISS, Andreas (KIT); LAMANNA, Giovanni (CNRS); MACCHI,
Pierre-etienne (IN2P3); MAGGI, Marcello (INFN); MATTHEWS, Brian (RAL); NEISSNER,
Christian (IFAE); NIEF, Jean-yves (IN2P3); PORTO FERNANDEZ, Maria Del Carmen
(CIEMAT); SANSUM, Andrew (RAL); SCHULZ, Markus (CERN); SHIERS, Jamie (CERN)

Presenter(s) : DELFINO REZNICEK, Manuel (Universitat Autònoma de Barcelona (ES))

Track Classification : A06 Data stores; A12 Data preservation; T04 Data handling/access;
T06 Storage systems; T07 Computing facilities and infrastructures
Contribution Type : oral presentation

Track Status: SUBMITTED

December 6, 2014 Page 17



21st Internatio� . . . / Report of Abstracts Architectures and methodologi� . . .

Submitted by Prof. DELFINO REZNICEK, Manuel on Monday 13 October 2014

December 6, 2014 Page 18



21st Internatio� . . . / Report of Abstracts Experience of public procurem� . . .

Abstract ID : 88

Experience of public procurement of Open Compute
servers

Abstract

The Open Compute Project, OCP ( http://www.opencompute.org/ (link is external)), was
launched by Facebook in 2011 with the objective of building efficient computing infrastruc-
tures at lowest possible cost. The technologies are released as open hardware, with the goal
to develop servers and data centers following the model traditionally associated with open
source software projects. In 2013 CERN acquired a few OCP servers in order to compare
performance and power consumption with standard hardware. The conclusions were that
there are sufficient savings to motivate an attempt to procure a large scale installation.
One objective is to evaluate if the OCP market is sufficiently mature and broad to meet
the constrains of a public procurement. This talk will summarize this procurement, which
started in September 2014 and involved the Request for information (RFI) to qualify bidders
and Request for Tender (RFT).
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Abstract ID : 102

Implementation and use of an highly available and
innovative IaaS solution: the Cloud Area Padovana

Abstract
While in the business world the cloud paradigm is typically implemented purchasing resources
and services from third party providers (e.g. Amazon), in the scientific environment there’s
usually the need of on-premises IaaS infrastructures which allow efficient usage of the
hardware distributed among (and owned by) different scientific administrative domains. In
addition, the requirement of open source adoption has leaded to the choice of products like
OpenStack by many organizations.
We describe a use case of the Italian National Institute for Nuclear Physics (INFN) which
resulted in the implementation of a unique Cloud service, called “Cloud Area Padovana”,
which encompasses resources spread in two different sites: the INFN Legnaro National
Laboratories and the INFN Padova division. We describe how this IaaS has been implemented,
which technologies have been adopted, how services have been configured in high-availability
(HA) mode.
We also discuss how identity and authorization management were implemented, adopting
a widely accepted standard architecture based on SAML2 and OpenID: by leveraging the
versatility of those standards the integration with authentication federations like IDEM was
implemented.
We also discuss some other innovative developments, such as a pluggable scheduler, imple-
mented as extension of the native OpenStack scheduler, which allows to allocate resources
according to a fair-share based model and which provides a persistent queuing mechanism
for handling user requests that can not be immediately served.
Tools, technologies, procedures used to install, configure, monitor, operate this Cloud service
are also discussed.
Finally we present some examples that show how this IaaS infrastructure is being used.
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Abstract ID : 109

Monitoring WLCG with lambda-architecture: a new
scalable data store and analytics platform for

monitoring at petabyte scale.

Abstract

Monitoring the WLCG infrastructure requires to gather and to analyze high volume of
heterogeneous data (e.g. data transfers, job monitoring, site tests) coming from different
services and experiment-specific frameworks to provide a uniform and flexible interface for
scientists and sites. The current architecture, where relational database systems are used to
store, to process and to serve monitoring data, has limitations in coping with the foreseen
extension of the volume (e.g. higher LHC luminosity) and the variety (e.g. new data-transfer
protocols and new resource-types, as cloud-computing) of WLCG monitoring events. This
paper presents a new scalable data store and analytics platform designed by the Support
for Distributed Computing (SDC) group, at the CERN IT department, which leverages
on a stack of technology each one targeting specific aspects on big-scale distributed data-
processing (commonly referred as lambda-architecture approach). Results on data processing
on Hadoop for WLCG data transfers are presented, showing how the new architecture can
easily analyze hundreds of millions of transfer logs in few minutes. Moreover, a comparison
on data partitioning, compression and file format (e.g. CSV, AVRO) is presented, with
particular attention on how the file structure impacts the overall MapReduce performance.
In conclusion, the evolution of the current implementation, which focuses on data store and
batch processing, towards a complete lambda-architecture is discussed, with consideration
on candidate technology for the serving layer (e.g. ElasticSearch) and a description of a
proof of concept implementation, based on Esper, for the real-time part which compensates
for batch-processing latency and automates problem detection and failures.
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Abstract ID : 119

The CMS Tier-0 goes Cloud and Grid for LHC Run 2

Abstract

In 2015, CMS will embark on a new era of collecting LHC collisions at unprecedented rates
and complexity. This will put a tremendous stress on our computing systems. Prompt
Processing of the raw data by the Tier-0 infrastructure will no longer be constrained to
CERN alone due to the significantly increased resource requirements. In LHC Run 2, we
will need to operate it as a distributed system utilizing both the CERN Cloud-based Agile
Infrastructure and a significant fraction of the CMS Tier-1 Grid resources. In another big
change for LHC Run 2, we will process all data using the multi-threaded framework to
deal with the increased event complexity and to ensure efficient use of the resources. This
contribution will cover the evolution of the Tier-0 infrastructure and present scale testing
results and experiences from the first data taking in 2015.
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Abstract ID : 123

Enabling opportunistic resources for CMS
Computing Operations

Abstract

With the increased pressure on computing brought by the higher energy and luminosity
from the LHC in Run 2, CMS Computing Operations expects to require the ability to utilize
“opportunistic” resources — resources not owned by, or a priori configured for CMS — to
meet peak demands. In addition to our dedicated resources we look to add computing
resources from non CMS grids, cloud resources, and national supercomputing centers. CMS
uses the HTCondor/glideinWMS job submission infrastructure for all its batch processing,
so such resources will need to be transparently integrated into its glideinWMS pool. Bosco
and parrot wrappers are used to enable access and bring the CMS environment into these
non CMS resources. Here we describe our strategy to supplement our native capabilities
with opportunistic resources and our experience so far using them.
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Abstract ID : 149

Improvements of LHC data analysis techniques at
italian WLCG sites. Case-study of the transfer of

this technology to other research areas

Abstract

In 2012, 14 Italian Institutions participating in all major LHC Experiments won a grant
from the ITALIAN MINISTRY OF RESEARCH (MIUR), to optimise Analysis activities
and in general the Tier2/Tier3 infrastructure. We report on the activities being researched
upon, on the considerable improvement in the ease of access to resources by physicists, also
those with no specific computing interests. We focused on items like distributed storage
federations, access to batch-like facilities, provisioning of user interfaces on demand and
cloud systems. R&D on next-generation databases, distributed analysis interfaces, and new
computing architectures was also carried on. The project, ending in the first months of
2016, will produce a white paper with recommendations on best practices for data-analysis
support by computing centers.
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Spanish ATLAS Tier-2 facing up to Run-2 period of
LHC

Abstract

The goal of this work is to describe the way of addressing the main challenges of Run-2
by the Spanish ATLAS Tier-2. The considerable increase of energy and luminosity for the
upcoming Run-2 w.r.t. Run-1 has led to a revision of the ATLAS computing model as well
as some of the main ATLAS computing tools. The adaptation to these changes will be
shown, with the peculiarities that it is a distributed Tier-2 composed of three sites and its
members are involved on ATLAS computing tasks with a hub of research, innovation and
education.
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Abstract ID : 168

AGIS: Evolution of Distributed Computing
information system for ATLAS

Abstract

The variety of the ATLAS Computing Infrastructure requires a central information system
to define the topology of computing resources and to store the different parameters and
configuration data which are needed by the various ATLAS software components. The
ATLAS Grid Information System (AGIS) is the system designed to integrate configuration
and status information about resources, services and topology of the computing infrastructure
used by ATLAS Distributed Computing applications and services. Being an intermediate
middleware system between clients and external information sources (like central BDII,
GOCDB, MyOSG), AGIS defines the relations between experiment specific used resources
and physical distributed computing capabilities. We describe the evolution and the recent
developments of AGIS functionalities, including new bulk update implementation for user
interfaces. The improvements of information model are also shown, in particular the
consolidation of computing resources definition for the ATLAS workload management system
(PanDA). We will explain how the AGIS flexibility and scalability allow the transparent
definition of virtual resources like Cloud and HPC capabilities recently become widely used
by ATLAS.
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Abstract ID : 169

Design, Results, Evolution and Status of the ATLAS
simulation in Point1 project.

Abstract

During the LHC long shutdown period (LS1), that started in 2013, the simulation in Point1
(Sim@P1) project takes advantage in an opportunistic way of the trigger and data acquisition
(TDAQ) farm of the ATLAS experiment. The farm provides more than 1500 computer nodes,
and they are particularly suitable for running event generation and Monte Carlo production
jobs that are mostly CPU and not I/O bound. It is capable of running up to 2500 virtual
machines (VM) provided with 8 CPU cores each, for a total of up to 20000 parallel running
jobs. This contribution gives a thorough review of the design, the results and the evolution
of the Sim@P1 project operating a large scale Openstack based virtualized platform deployed
on top of the ATLAS TDAQ farm computing resources. During LS1, Sim@P1 was one of the
most productive GRID sites: it delivered more than 50 million CPU-hours and it generated
more than 1.7 billion Monte Carlo events to various analysis communities within the ATLAS
collaboration. The particular design aspects are presented: the virtualization platform
exploited by the Sim@P1 project permits to avoid interferences with TDAQ operations and,
more important, it guarantees the security and the usability of the ATLAS private network.
The Cloud infrastructure allows to decouple the needed support on both infrastructural
(hardware, virtualization layer) and logical (Grid site support and handling the job lifecycle)
levels. In particular in this note we focus on the operational aspects of such a large system
for the upcoming LHC Run 2 period: customized, simple, reliable and efficient tools are
needed to quickly switch from Sim@P1 to TDAQ mode and vice versa to exploit the TDAQ
resources when they are not used for the data acquisition, even for short period. We also
describe the evolution of the central Openstack infrastructure as it was upgraded from
Folsom to Icehouse release and the scalability issues we have addressed. The success of the
Sim@P1 project is due to the continuous combined efforts of the ATLAS TDAQ SysAdmins
and NetAdmins teams, CERN IT and the RHIC & ATLAS Computing Facility (RACF) at
BNL.

Primary author(s) : BRASOLIN, Franco (Universita e INFN (IT)); ZAYTSEV, Alexandre
(Institute for High Energy Physics (RU))

Co-author(s) : BALLESTRERO, Sergio (University of Johannesburg (ZA)); CONTESCU,
Cristian (Polytechnic University of Bucharest (RO)); FAZIO, Daniel (CERN); DI GIROLAMO,
Alessandro (CERN); LEE, Christopher Jon (University of Johannesburg (ZA)); POZO ASTI-
GARRAGA, Mikel Eukeni (CERN); SCANNICCHIO, Diana (University of California Irvine
(US)); WANG, Fuqiang (Lawrence Berkeley National Lab. (US)); SEDOV, Alexey (Universitat
Autònoma de Barcelona); Dr. FRESSARD-BATRANEANU, Silvia-maria (CERN); TWOMEY,
Matthew Shaun (University of Washington (US))

Presenter(s) : BRASOLIN, Franco (Universita e INFN (IT)); ZAYTSEV, Alexandre (Institute
for High Energy Physics (RU))

Track Classification : T07 Computing facilities and infrastructures; T15 Cloud computing;
T16 Virtualization

December 6, 2014 Page 27



21st Internatio� . . . / Report of Abstracts Design, Results, Evolution and . . .

Contribution Type : oral presentation

Comments:
On behalf of the ATLAS Collaboration

Track Status: SUBMITTED

Submitted by OULD-SAADA, Farid on Saturday 18 October 2014

December 6, 2014 Page 28



21st Internatio� . . . / Report of Abstracts Integration of Russian Tier-1 G� . . .

Abstract ID : 184

Integration of Russian Tier-1 Grid Center with High
Performance Computers at NRC-KI for LHC

experiments and beyond HENP

Abstract
During LHC Run1 ATLAS and ALICE produced more than 30 Petabytes of data, That rate
outstripped any other scientific effort going on, even in data-rich fields such as genomics
and climate science. To address an unprecedented multi-petabyte data processing challenge,
the experiments are relying on the computational grid infrastructure deployed by the
Worldwide LHC Computing Grid (WLCG). LHC experiments preparing for the precision
measurements and further discoveries that will be made possible by much higher LHC
collision rates from early 2015 (Run2). The need for simulation, data processing and analysis
and would overwhelm the expected capacity of WLCG computing facilities unless the range
and precision of physics studies were to be curtailed. To meet this challenge the integration
of the opportunistic resources into LHC computing model is highly important.
Tier-1 facility at Kurchatov Institute (NRC-KI) in Moscow is a part of WLCG and it
will process and store up to 10% of total data obtained from ALICE, ATLAS and LHCb
experiments. In addition Kurchatov Institute has supercomputers with peak performance
0.12 PFLOPS. Delegation of even a fraction of super-computing resources to the LHC
Computing will notably increase total capacity.
In 2014, we have started a pioneer work to develop a portal combining a Tier-1 and a
supercomputer in Kurchatov Institute. This portal is aimed to provide interfaces to run
Monte-Carlo simulation at the Tier-1 Grid and supercomputer, using common portal and
storage. PanDA (Production and Distributed Analysis) workload management system having
great results at the ATLAS was chosen as underlying technology. In the nearest future
we are planning to evolve the portal to fullscale data- and task- management system for
federative heterogeneous resources.
The portal will be used not only for HEP, but also for other data-intensive sciences like
biology with genome sequencing analysis; astrophysics with cosmic rays analysis, antimatter
and dark matter search, etc. At this moment we have developed portal architecture, deployed
prototype and run the first HENP and biology applications. Also we have deployed the
local independent PanDA WMS instance in Kurchatov Institute adapted for the local
supercomputer.
We want to present our current accomplishments with running PanDA WMS at NRC-
KI super-computers and use PanDA as a portal independent to the computing facilities
infrastructure for High-Energy and Nuclear Physics as well as other data-intensive science
applications.
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Abstract ID : 190

Docker experience at INFN-Pisa Grid Data Center

Abstract

A large scale computing center, when not dedicated to a single/few users, has to face the
problem of meeting ever changing user needs with respect to operating system version,
architecture, availability of attached data volumes and logins. While clouds are a typical
answer to these types of questions, they introduce resource problems like higher usage of
RAM, difficulty to expose bare metal additional hardware, and are in general a few % slower.
The Pisa computing center chose to use CHROOT long ago, in order to meet the needs of
more than 50 user groups, with distinct needs. The CHROOTed system were started from a
local tar image, preloaded on the host systems. We recently started investigating system
distribution and setup via Docker, which does not cause any of the resource problems clouds
do. We report here on our experience, and on the ease of its deployment on a 8000+ cores
computing centers. Docker has also be used to deploy user specific services, like web portals,
caching machines and web services. The data volume distribution is obtained via a 2+ PB
GPFS system mounted on the host systems, which is attached to the CHROOTed machines
whenever needed.
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Abstract ID : 197

Comprehensive Monitoring for Heterogeneous
Geographically Distributed Storage.

Abstract

Storage capacity at CMS Tier-1 and Tier-2 sites reached over 100 Petabytes in 2014, and
will be substantially increased during Run 2 data taking. The allocation of storage for
the individual users analysis data, which is not accounted as a centrally managed storage
space, will be increased to up to 40%. For comprehensive tracking and monitoring of the
storage utilization across all participating sites, CMS developed a Space Monitoring system,
which provides a central view of the geographically dispersed heterogeneous storage systems.
The first prototype has been deployed at the pilot sites in summer 2014, and has been
substantially reworked since then. In this presentation we discuss the functionality and our
experience of system deployment and operation on the full CMS scale.
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Abstract ID : 200

Recent Evolution of the Offline Computing Model of
the NOvA Experiment

Abstract

The NOvA experiment at Fermilab is a long-baseline neutrino experiment designed to study
nu-e appearance in a nu-mu beam. Over the last few years there has been intense work to
streamline the computing infrastructure in preparation for data, which started to flow in
from the far detector in Fall 2013. Major accomplishments for this effort include migration
to the use of offsite resources through the use of the Open Science Grid and upgrading the
file handling framework from simple disk storage to a tiered system using a comprehensive
data management and delivery system to find and access files on either disk, dCache, or tape
storage. NOvA has already produced more than 6.5 million files and more than 1 PB of
raw data and Monte Carlo simulation generated files which are managed under this model.
The current system has demonstrated sustained rates of up to 1 TB per hour of file transfer
to permanent storage. NOvA pioneered the use of new tools and this paved the way for
their use by other Intensity Frontier experiments at Fermilab. Most importantly, the new
framework places the experiment’s computing infrastructure on a firm foundation, which is
ready to produce the files required for NOvA’s first physics results. In this talk we discuss
the offline computing model and infrastructure that has been put in place for NOvA and
how we have used it to produce the experiment’s first neutrino oscillation results.
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Abstract ID : 204

The ATLAS Software Installation System v2: a
highly available system to install and validate Grid

and Cloud sites via Panda

Abstract

The ATLAS Installation System v2 is the evolution of the original system, used since
2003. The original tool has been completely re-designed in terms of database backend and
components, adding support for submission to multiple backends, including the original WMS
and the new Panda modules. The database engine has been changed from plain MySQL to
Galera/Percona and the table structure has been optimized to allow a full High-Availability
(HA) solution over WAN. The servlets, running on each frontend, have been also decoupled
from local settings, to allow an easy scalability of the system, including the possibility of an
HA system with multiple sites. The clients can also be run in multiple copies and in different
geographical locations, and take care of sending the installation and validation jobs to the
target Grid or Cloud sites. Moreover, the Installation DB is used as source of parameters
by the automatic agents running in CVMFS, in order to install the software and distribute
it to the sites. The system is in production for ATLAS since 2013, having as main sites
in HA the INFN Roma T2 and CERN AI. The LJSFi2 engine is directly interfacing with
Panda for the Job Management, AGIS for the site parameter configurations, and CVMFS
for both core components and the installation of the software itself. LJSFi2 is also able to
use other plugins, and is essentially VO-agnostic, so can be directly used and extended to
cope with the requirements of any Grid or Cloud enabled VO. In this work we’ll present the
architecture, performance, status and possible evolutions to the system for the LHC Run2
and beyond.
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Abstract ID : 212

BESIII physical offline data analysis on virtualization
platform

Abstract
Mass data processing and analysis contribute much to the development and discoveries of a
new generation of High Energy Physics. The BESIII experiment of IHEP(Institute of High
Energy Physics, Beijing, China) studies particles in the tau-charm energy region ranges
from 2 GeV to 4.6 GeV, and requires massive storage and computing resources, which is
a typical kind of data intensive application. With the rapid growth of experimental data,
the data processing system encounters many problems, such as low resource utilization,
complex migration and so on, which makes it urgent to transplant the data analysis system
to a virtualization platform. However, offline software design, resource allocation and job
scheduling of BESIII experiment are all based on physical machine. To solve those problems,
we bring the virtualization technology of Openstack and KVM to BESIII computing system.
In this contribution we present an ongoing work which aims to make BESIII physical analysis
work on virtualized resources to achieve higher resource utilization, dynamic resource
management and higher job operating efficiency. Particularly, we discuss the architecture of
BESIII offline software and the way to optimize the offline software to reduce the performance
loss in virtualized environment by creating event index(event metadata) and do event pre-
selection based on index, which significantly reduces the IO throughput and event numbers
that need to do analysis, and then greatly improves the job processing efficiency. We also
report the optimization of KVM from various factors in hardware and kernel including EPT
(Extended Page Tables) and CPU affinity. Experimental results show the CPU performance
penalty of KVM can be decreased to about 3%. This work is validated through real use cases
of production BESIII jobs by working on physical slots and virtualized slots. In addition,
the performance comparison between KVM and physical machines in aspect of CPU, disk
IO and network IO is also presented. Finally, we describe our development work of adaptive
cloud scheduler, which allocates and reclaims VMs dynamically according to the status
of TORQUE queue and the size of resource pool to improve resource utilization and job
processing efficiency.
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Abstract ID : 224

Scalable and fail-safe deployment of the ATLAS
Distributed Data Management system Rucio

Abstract

This contribution details the deployment of Rucio, the ATLAS Distributed Data Management
system. The main complication is that Rucio interacts with a wide variety of external services,
and connects globally distributed data centres under different technological and administrative
control, at an unprecedented data volume. It is therefore not possibly to create a duplicate
instance of Rucio for testing or integration. Every software upgrade or configuration change
is thus potentially disruptive and requires fail-safe software and automatic error recovery.
Rucio uses a three-layer scaling and mitigation strategy based on quasi-realtime monitoring.
This strategy mainly employs independent stateless services, automatic failover, and service
migration. The technologies used for deployment and mitigation include OpenStack, Puppet,
Graphite, HAProxy, Apache, and nginx. In this contribution, the reasons and design
decisions for the deployment, the actual implementation, and an evaluation of all involved
services and components are discussed.
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Abstract ID : 227

A prototype Infrastructure for Cloud-based
distributed services in High Availability over WAN

Abstract
The advancements in technologies on provisioning end-to-end network services over geo-
graphical networks, together with the consolidation of Cloud Technologies, allow the creation
of innovative scenarios for data centers.
In this work, we present the architecture and performance studies concerning a prototype
of distributed Tier2 infrastructure for HEP, instantiated between the two Italian sites of
INFN-Roma1 and INFN-Napoli.
The Network Infrastructure is based on a Layer-2 geographical link, provided by the Italian
NREN (GARR), directly connecting the two remote LANs of the named sites. By exploiting
the possibilities offered by the new distributed file systems, a shared storage area with
synchronous copy has been set up. The Computing Infrastructure, based on a OpenStack
facility, is using a set of distributed Hypervisors installed in both sites. The Cloud is then
using the common distributed storage facility to allow High Availability (HA) and Crash
Recovery. The result is a strongly coupled system, enabling the creation, management and
migration of Virtual Machines in both sites.
The main parameter to be taken into account when managing two remote sites with a single
framework is the the effect of the latency, due to the distance and the end-to-end service
overhead. In order to understand the capabilities and limits of our setup, the impact of
latency has been investigated by means of a set of stress tests, including data I/O throughput,
metadata access performance evaluation and network occupancy, during the life cycle of a
Virtual Machine. A set of resilience tests has been also performed, in order to verify the
stability of the system on event of hardware or software fault.
The results of this work show that the reliability and robustness of the chosen architecture
are effective enough to build a real system and to provide common services. This prototype
can also be extended to multiple sites, by changing the network topology, thus creating a
National Network of Cloud-based distributed services in HA over WAN.
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Abstract ID : 229

Dynamic Data Management for the Distributed
CMS Computing System

Abstract

The Dynamic Data Management (DDM) framework is designed to manage the majority
of the CMS data in an automated fashion. At the moment 51 CMS Tier-2 data centers
have the ability to host about 20 PB of data. Tier-1 centers will also be included adding
substantially more space. The goal of DDM is to facilitate the management of the data
distribution and optimize the accessibility of data for the physics analyses. The basic idea is
to replicate highly demanded data and remove data replicas that are not often used. There
are four distinct parts that work together on achieving this goal: newly created datasets are
inserted into the managed data pool, highly popular datasets are replicated across multiple
data centers, data centers are cleaned of the least popular data, and temporarily unavailable
sites are accounted by creating replicas of missing datasets. We are also developing various
metrics that show whether the system behaves as expected. The CMS Popularity Service
is the authoritative source of the popularity information – CPU time, number of accesses,
number of users/day, etc. of datasets, blocks and files. The information is collected from
various resources namely directly from the CMS Software, from the CMS Remote Analysis
Builder (CRAB) and from files accessed via xrootd. It is subsequently summarized and
exposed using a REST API to other CMS services for further use. This paper describes the
architecture of these components and details the experience of commissioning and running
the system over the last year.
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Abstract ID : 246

Optimising Costs in WLCG Operations

Abstract

The Worldwide LHC Computing Grid project (WLCG) provides the computing and storage
resources required by the LHC collaborations to store, process and analyse the ˜50 Petabytes
of data annually generated by the LHC. The WLCG operations are coordinated by a
distributed team of managers and experts and performed by people at all participating sites
and from all the experiments. Several improvements in the WLCG infrastructure have been
implemented during the first long LHC shutdown to prepare for the increasing needs of the
experiments during Run2 and beyond. However, constraints in funding will affect not only
the computing resources but also the available effort for operations. This paper presents
the results of a detailed investigation on the allocation of the effort in the different areas of
WLCG operations, identifies the most important sources of inefficiency and proposes viable
strategies for optimising the operational cost, taking into account the current trends in the
evolution of the computing infrastructure and the computing models of the experiments.
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Abstract ID : 250

ATLAS user analysis on private cloud resources at
GoeGrid

Abstract

User analysis job demands can exceed available computing resources, especially before major
conferences. ATLAS physics results might be slowed down due to this lack of resources
available. For these reasons, cloud R&D activities are now included in the skeleton of the
ATLAS computing model, which has been extended by using resources from commercial
and private cloud providers to satisfy the demand. However, most of these activities are
focused on Monte-Carlo production jobs, extending the resources at Tier-2. To evaluate the
suitability of the cloud-computing model for user analysis jobs, we developed a framework to
launch an ATLAS user analysis cluster in a cloud infrastructure on demand and evaluated two
solutions. The first solution is totally integrated in the Grid infrastructure by using the same
mechanism, which is already in use at Tier-2: A designated Panda-Queue is monitored and
additional worker nodes are launched in a cloud environment and assigned to a corresponding
HTCondor queue according to the demand. Thereby, the use of cloud resources is totally
transparent to the user. However, using this approach, submitted user analysis jobs might
still suffer from a certain delay introduced by waiting in the queue. Therefore, our second
solution offers the possibility to easily deploy a totally private analysis cluster, i.e., batch
or PROOF, on private cloud resources belonging to the university. Thereby, the private
analysis cluster is connected to the ATLAS data-management system (DDM) to read and
write input/output files.
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Free cooling on the Mediterranean shore: Energy
efficiency upgrades at PIC

Abstract

Energy consumption is an increasing concern for data centers. This paper summarizes
recent energy efficiency upgrades at the Port d’Informació Científica (PIC) in Barcelona,
Spain which have considerably lowered energy consumption. The upgrades were particularly
challenging, as they involved modifying the already existing machine room, which is shared
by PIC with the general IT services of the Universitat Autònoma de Barcelona (UAB), with
all the services in full operation, as well as the introduction of “free cooling” techniques
in a location 20 Km from the Mediterranean sea. The upgrades targeted three distinct
areas: First, the segregation of hot and cold air zones using and innovative horizontal layout,
where hot air is channelled through openings in a false ceiling to a second story hot air
plenum. This segregation allows increasing the cold air inlet temperature according to the
latest ASHRAE recommendations. Second, the introduction of an outside air economizer
which replaces obsolete CRAH systems with air-to-air heat exchangers. This system, built
entirely from industrial components, also incorporates an adiabatic cooling module and
enables the “free” removal of over 300 kW of IT heat load during 6000 hours a year. Third,
the introduction of UPS systems based on IGBT technology, in order to better match the
impedance characteristics of the IT load. In addition, a transversal activity has been done to
fully integrate cooling and UPS infrastructure monitoring into PIC’s overall IT monitoring
framework based on Nagios. This required development of a ModBus/TCPIP gateway server.
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Deep Storage for Big Scientific Data

Abstract

Brookhaven National Lab (BNL)’s RHIC and Atlas Computing Facility (RACF), is sup-
porting science experiments such as RHIC as its Tier-0 center and the U.S. ATLAS/LHC
as a Tier-1 center. Scientific data is still growing exponentially after each upgrade. The
RACF currently manages over 50 petabytes of data on robotic tape libraries, and we expect
a 50% increase in data next year. Not only do we have to address the issue of efficiently
archiving high bandwidth data to our tapes, but we also have to face the problem of ran-
domly restoring files from tapes. In addition, we have to manage tape resource usage and
technology migration, which is moving data from low-capacity media to newer, high-capacity
tape media, in order to free space within a tape library. BNL’s mass storage system is
managed by a software called IBM HPSS. To restore files from HPSS, we have developed
a file retrieval scheduling software, called TSX. TSX provides dynamic HPSS resource
management, schedules jobs efficiently, and enhances visibility of real-time staging activities
and advanced error handling to maximize the tape staging performance.
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Abstract ID : 261

Tier-1 in Kurchatov Institute: status before Run-2
and HPC integration

Abstract
We present the status of RRC-KI-T1, new Russian Tier-1 that supports ALICE, ATLAS
and LHCb. Our aim is to enter the full production mode just before the beginning of
Run-2 and we will talk about our current setup, deployed services and middleware, workflow,
achievements and problems on the route of bringing yet another Tier-1 for WLCG.
Another facet of our current activity is making the parts of the processing resources at our
HPC facilities to be available for Grid on-demand usage. This requires us to adopt our HPC
environment to be able to process Grid jobs, to use the storage at our Tier-1 as the native
storage element and to adopt site-level services for interoperability with HPC parts. We
also collaborate with Kurchatov Institute BigData laboratory that adopts PanDA workload
management system for HPC environments in the context of ATLAS and ALICE workloads,
the task that also requires major tweaks of HPC worker nodes to incorporate them into
PanDA and WLCG environments. We will present our hardware and software architecture
that powers such integration and results of test for its real-world usage.
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Abstract ID : 270

Analysis of CERN Computing Infrastructure and
Monitoring Data

Abstract

Optimising a computing infrastructure on the scale of LHC requires a quantitative under-
standing of a complex network of many different resources and services. For this purpose
the CERN IT department and the LHC experiments are collecting a large multitude of
logs and performance probes, which are already successfully used for short-term analysis
(e.g. operational dashboards) within each group. The IT analytics working group has been
created with the goal to bring data sources from different services and on different abstraction
levels together and to implement a suitable infrastructure for mid- to long-term statistical
analysis. It further provides a forum for joint optimization across single service boundaries
and the exchange of analysis methods and tools. To simplify access to the collected data,
we implemented an automated repository for cleaned and aggregated data sources based on
the Hadoop ecosystem. This contribution describes some of the challenges encountered, such
as dealing with heterogeneous data formats, selecting an efficient storage format for map
reduce and external access, and will describe the repository user interface. Using this infras-
tructure we were able to quantitatively analyse the relationship between CPU/wall fraction,
latency/throughput constraints of network and disk and the effective job throughput. In
this contribution we will first describe the design of the shared analysis infrastructure and
then present a summary of first analysis results from the combined data sources.
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Integrating Puppet and Gitolite to provide a novel
solution for scalable system management at the

MPPMU Tier2 centre

Abstract
In a grid computing infrastructure tasks such as continuous upgrades, services installations
and software deployments are part of an admins daily work. In such an environment tools
to help with the management, provisioning and monitoring of the deployed systems and
services have become crucial.
As experiments such as the LHC increase in scale, the computing infrastructure also becomes
larger and more complex. Moreover, today’s admins increasingly work within teams that
share responsibilities and tasks. Such a scaled up situation requires tools that not only
simplify the workload on administrators but also enable them to work seamlessly in teams.
In this paper will be presented our experience from managing the Max Planck Institute
Tier2 using Puppet and Gitolite in a cooperative way to help the system administrator in
their daily work.
In addition to describing the Puppet-Gitolite system, best practices and customizations will
also be shown.
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A Model for Forecasting Data Centre Infrastructure
Costs

Abstract
The computing needs in the HEP community are increasing steadily, but the current funding
situation in many countries is tight. As a consequence experiments, data centres, and funding
agencies have to rationalize resource usage and expenditures.
CC-IN2P3 (Lyon, France) provides computing resources to many experiments including
LHC, and is a major partner for astroparticle projects like LSST, CTA or Euclid. The
financial cost to accommodate all these experiments is substantial and has to be planned
well in advance for funding and strategic reasons.
In that perspective, leveraging infrastructure expenses, electric power cost and hardware
performance observed in our site over the last years, we have built a model that integrates
these data and provides estimates of the investments that would be required to cater to the
experiments for the mid-term future.
We present how our model is built and the expenditure forecast it produces, taking into
account the experiment roadmaps. We also examine the resource growth predicted by our
model over the next years assuming a flat-budget scenario.
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The DII-HEP OpenStack based CMS Data Analysis
for secure cloud resources

Abstract
The topic of data storage and analysis on Cloud infrastructures has gained importance in
recent years. The High Energy Physics community is interested in performing simulations
and data analysis on public or private Cloud facilities. Currently the simulations and
analysis are performed mostly on a computing and data Grid. The software and experience
of operating on a Grid needs to be adapted for running on Cloud facilities. The approach of
harnessing Grid and Cloud technologies ensures a steady and seamless transition towards
new ways of working.
In order to fulfill this task, a virtual cluster has been constructed that is Cloud-based and
Grid-enabled. For the Cloud part we use OpenStack and for the Grid software, that controls
the execution of the physics jobs, we use components of the Advanced Resource Connector
(ARC). This allows the end-users to submit the jobs with their preferred Grid or Cloud
submission system and at the same time provides flexibility to maintain the infrastructure.
The analysis software and libraries are installed via the CERN Virtual Machine file system.
The cluster is monitored by running Site Availability Monitoring (SAM) jobs as well by
using Graphite.
Our solution uses a hybrid approach of combining elements of Cloud and Grid software
components. To manage the virtual machines (VMs) dynamically in an elastic fashion, we
are using the EMI authorization service (Argus) and the Execution Environment Service
(Argus-EES) with an OpenStack plugin that has been developed for Argus-EES. Our newly
developed plugin for the Argus-EES can communicate with multiple OpenStack deployments
to expand and shrink resources dynamically upon demand.
The Host Identity Protocol (HIP) has been designed for mobile networks and it provides a
secure method for IP mobility and multi homing. HIP separates the end-point identifier and
locator role for IP address which improves network agility of applications and the underlying
virtual machines. Our solution leverages HIP for traffic management. This is useful for
secure connections of hybrid Cloud resources.
We describe the state and current experience with a virtualized computing environment
for CMS data analysis in the Datacenter Indirection Infrastructure for Secure High Energy
Physics (DII-HEP) project.
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Abstract ID : 281

Scheduling multicore workload on shared
multipurpose clusters

Abstract
With the advent of workloads containing explicit requests for multiple cores in a single grid
job, grid sites faced a new set of challenges in workload scheduling. The most common batch
schedulers deployed at HEP computing sites do a poor job at multicore scheduling when using
only the native capabilities of those schedulers. This talk describes how efficient multicore
scheduling was achieved at the three sites represented in the author list, by implementing
dynamically-sized multicore partitions via a minimalistic addition to the Torque/Maui batch
system already in use at those sites.
The first part of the talk covers the theory related to this particular problem, which is
also applicable to e.g. the scheduling of large-memory jobs or data-aware jobs similarly
comprising part of a highly heterogenous workload. The system design is also presented,
linking it to previous work at Nikhef on grid-cluster scheduling. The second part of the talk
presents an evaluation of several months of production operation at the three sites.
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RAL Tier-1 evolution as global CernVM-FS service
provider

Abstract
The CernVM-FS is firmly established as a method of software distribution for the LHC
experiments at the WLCG sites. Use of CernVM-FS outside WLCG has been growing
steadily, with increasing number of Virtual Organizations (VOs) both within High Energy
Physics (HEP) communities and in other disciplines (i.e. Space, Natural and Life Sciences)
having identified this technology as a more efficient way of maintaining and accessing their
software across the Grid.
We give an overview on the work carried out at RAL to establish an infrastructure able to
offer the CernVM-FS service to a broad range of HEP and non-HEP organizations and on
the role played by the Tier-1 to support the CernVM-FS developers group.
We discuss the CernVM-FS Replica service delivered as part of the WLCG Stratum-1 network
and we then focus on the facility provided to setup a complete service for the non-LHC
communities. Master Repository (Stratum-0) and Replica/Mirror (Stratum-1) facilities
are presented, together with a customized mechanism to upload and maintain the master
repositories by VO Software Grid Managers.
The RAL Tier-1 began offering CernVM-FS to small VOs in the UK in 2012. With support
from the EGI the RAL Tier-1 has, since September 2013, been leading the CernVM-FS
Task Force which has successfully developed an infrastructure, modeled on that deployed
by WLCG, providing a resilient, distributed CernVM-FS service to non-LHC VOs across
Europe and indeed replicated around the world. The evolution and current status of the
worldwide non-LHC Stratum-0 and Stratum-1 network topology where RAL Tier-1 is a key
player is discussed as part of the sustained effort made by the EGI CernVM-FS Task Force
to promote the use of CernVM-FS and cooperation on cross-replicating repositories for VOs
supported by multiple collaborations.
The pros and cons for a possible CernVM-FS service consolidation are explored. Using
a single High Available Stratum-1 system for both WLCG and other HEP and non-HEP
communities is cost-effective and will optimise the resources, as long as it is kept as a critical
service without rising the maintenance costs.
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Named Data Networking in Climate Research and
HEP Applications

Abstract

Introduction

The Computing Models of the LHC experiments continue to evolve from the simple hierar-
chical MONARC model towards more agile models where data is exchanged among many
Tier2 and Tier3 sites, relying on both strategic data placement, and an increased use of
remote access with caching through CMS’s AAA and ATLAS’ FAX projects, for example.
The challenges presented by expanding needs for CPU, storage and network capacity have
pointed the way towards future more agile pervasive models that make best use of highly
distributed heterogeneous resources.
In this paper, we explore the use of Named Data Networking (NDN) [1], a new Internet
architecture focusing on content rather than the location of the data collections. As NDN
has shown considerable promise in another data intensive field, Climate Science, we discuss
the similarities and differences between the Climate and HEP use cases, along with specific
issues HEP faces and will face during LHC Run2 and beyond, which NDN could address.

NDN

NDN, an instance of Information Centric Networking (ICN), is a new Internet architecture
which focuses on the content of the data collections themselves, rather than on where the
data resides. The end host addresses are replaced with content names, which, similar to
URLs, are hierarchical, unique and human readable. Thus, NDN imposes minimal structure
on applications, which can choose their own naming schemes. The hierarchical structure of
NDN names has several advantages:

1. it is an intuitive, common organizational structure (e.g., file systems, URLs, etc.),

2. it is scalable (similar to hierarchical IP addresses), and

3. coupled with longest prefix matching, it allows for data discovery and enumeration.

NDN has a wide range of potential benefits such as in-network content caching with
request deduplication to reduce congestion and improve delivery speed, simpler application
configuration, and security built into the network at the data level.
The NDN concepts, structure and initial applications have been developed through an
NSF Future Internet Architecture project in its second round of funding, involving eight
universities. NDN has attracted significant interest from industry, including Cisco, Intel,
Alcatel, Huawei, and Panasonic, and involves many of these companies through an industry
consortium.

NDN and Climate Applications

We have successfully begun to test NDN in the climate application domain [2]. To handle
the various naming schemes used in climate applications, we have designed and implemented
translators that take existing names with arbitrary structure (produced by climate models,
or home-grown) and translated them into NDN-compliant names. Depending on the original
name structure, the translation can be fairly direct (e.g., data that complies with the “Data
Reference Syntax” from the Coupled Model Intercomparison Project), or complex (from
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home-grown naming schemes that require the analysis of metadata embedded in the dataset
or even user feedback in order to construct proper NDN names).
We have deployed a dedicated 6-node testbed for climate applications that reaches locations
such as the Atmospheric and Computer Science Departments at Colorado State University,
LBNL and NWCS. The testbed is connected via 10G links by ESnet and is composed of
high-end machines each with 40 core CPUs, 128GB RAM and 48TB diskspace. The machines
cumulatively host over 50TB of climate data and are used for research, experimentation and
development of climate applications.

NDN Support for HEP Applications

Several features of NDN can be beneficial to the HEP computing use case. Data sources
publish new content to the network following an agreed upon naming scheme. Data
delivery is always performed in a pull mode, driven by the consumer issuing interest packets.
Intermediate nodes in the network dynamically cache data based on content popularity,
ready to satisfy subsequent interests directly from the cache, thus lowering the load on
servers with popular content. Combining this with the pull-mode results in a multicast-like
data delivery, possibly optimizing both the network utilisation as well as server load.
The use of multiple data sources simultaneously, as well as the native use of multiple paths
between client and data source, provide for robust failover in case of network segment, node,
or end-site failure.
All these are active research areas today. Caching as well as forwarding strategies, naming
schemes, multi-sourcing and multi-path forwarding need to be investigated not only from
the network but also the application perspective.
HEP experiments using the World-wide LHC Computing Grid (WLCG) have well-developed,
hierarchical naming schemes in use, which already fit the NDN approach well. We take
this logical file name structure as a starting point for investigating the benefits of using
NDN as the data distribution and access network for HEP data processing. For this, we use
the testbed described above. We further target simultaneous optimization of storage and
bandwidth resource utilization through dynamic caching using the VIP framework in [3]. For
the scalability study, we complement the testbed with the use of a simulation environment
with a representative topology including network nodes and end-sites.

Summary

In this paper, we study data access over an NDN testbed developed for Climate research.
We study the behaviour using HEP-like data structures based on the CMS naming scheme,
showing data publishing, discovery and retrieval in an NDN network. We demonstrate the
benefits of caching, speeding up data delivery in multi-job access from a single source, with
jobs executing at multiple sites. We also show the results of the simulation studies of remote
data access over an NDN network demonstrating the scalability of the system.
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USER AND GROUP STORAGE MANAGEMENT
AT THE CMS CERN T2 CENTRE

Abstract
A wide range of detector commissioning, calibration and data analysis tasks is carried out
by members of the Compact Muon Solenoid (CMS) collaboration using dedicated storage
resources available at the CMS CERN Tier-2 centre.
Relying on the functionalities of the EOS disk-only storage technology, the optimal exploita-
tion of the CMS user/group resources has required the introduction of policies for data
access management, data protection, cleanup campaigns based on access pattern, and long
term tape archival.
The resource management has been organised around the definition of working groups and
the delegation to an identified responsible of each group composition.
In this poster contribution we illustrate the user/group storage management, and the
development and operational experience at the CMS CERN Tier-2 centre in the 2012-2015
period.
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Software Management for the NOvA Experiment

Abstract

The NOvA software (NOvASoft) is written in C++ and built on the Fermilab Computing
Division’s ART framework that uses ROOT analysis software. NOvASoft makes use of
more than 50 external software packages, is developed by more than 50 developers and is
used by more than 100 physicists from over 30 universities and laboratories in 3 continents.
The software builds are handled by Fermilab’s custom version of Software Release Tools
(SRT), a UNIX based software management system for large, collaborative projects that is
used by several experiments at Fermilab. The system provides software version control with
SVN configured in a client-server mode and is based on the code originally developed by
the BaBar collaboration. In this paper, we present efforts towards distributing the NOvA
software via the CERN VMFS distributed file system. We will also describe our recent work
to use CMake build system and Jenkins, the open source continuous integration system, for
NOvASoft.
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The production deployment of IPv6 on WLCG

Abstract
The world is rapidly running out of IPv4 addresses; the number of IPv6 end systems connected
to the internet is increasing; WLCG and the LHC experiments may soon have access to
worker nodes and/or virtual machines (VMs) possessing only an IPv6 routable address.
The HEPiX IPv6 Working Group (http://hepix-ipv6.web.cern.ch/) has been investigating,
testing and planning for dual-stack services on WLCG for several years. Following feedback
from our working group, many of the storage technologies in use on WLCG have recently
been made IPv6-capable. The worldwide HEP computing community now needs to deploy
dual-stack IPv6/IPv4 services on WLCG to allow such use of IPv6-only resources.
This paper will present the IPv6 requirements, tests and plans of each of the four LHC
experiments together with the tests performed both on the IPv6 test-bed and in targeted
use of WLCG production services. This is primarily aimed at IPv6-only worker nodes or
VMs accessing several different implementations of a global dual-stack federated storage
service. The changes required to the operational infrastructure, including monitoring and
security, will be addressed as will the implications for site management. The working group
will present its deployment plan for dual-stack storage services, together with other essential
central and monitoring services, to start during 2015.
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CernVM WebAPI - Controling Virtual Machines
from the Web

Abstract
Lately there is a trend in scientific projects to look for computing resources in the volunteering
community. In addition, to reduce the development effort required to port the scientific soft-
ware stack to all the known platforms, the use of Virtual Machines (VMs) as end-projects
is becoming increasingly popular. Unfortunately, the installation and the interfacing with
the existing volunteering computing infrastructure (such as BOINC) is left to the end-user,
therefore restricting even more the audience to only sufficiently software-capable people.
CernVM WebAPI is a software solution addressing this specific case in a way that opens wide
new application opportunities. It offers a very simple API for setting-up, controlling and
interfacing with a VM instance in the user’s computer, while in the same time offloading the
user from all the burden of downloading, installing and configuring the hypervisor. WebAPI
comes with a lightweight javascript library that guides the user through the application
installation process. Malicious usage is prohibited by offering a per-domain PKI validation
mechanism.
In this contribution we will overview this new technology, discuss its security features and
examine some test cases where it is already in use.
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HPC in a HEP lab: lessons learned from setting up
cost-effective HPC clusters

Abstract
In this paper we present our findings gathered during the evaluation and testing of Windows
Server High Performance Computing (Windows HPC) in view of potentially using it as
a production HPC system for engineering applications. The Windows HPC package, an
extension of Microsoft’s Windows Server product, provides all essential interfaces, utilities
and management functionality for creating, operating and monitoring a Windows based
HPC cluster infrastructure. The evaluation and test phase was focused on verifying the
functionalities of Windows HPC, its performance, support of commercial tools and the
integration with the users’ work environment.
We will describe constraints imposed by the way the CERN Computer Centre is oper-
ated, licensing for engineering tools and scalability and behaviour of the HPC Engineering
applications used at CERN. We will present an initial set of requirements, which were
created based on above constraints and requests from the CERN engineering user community.
We will explain how we have configured Windows HPC clusters to provide job scheduling
functionalities required to support the CERN engineering user community, quality of service,
user and project based priorities, and fair access to limited resources. Finally, we will present
several performance tests we carried out to verify Windows HPC performance and scalability.
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Abstract ID : 318

An integrated solution for remote data access

Abstract

Data management constitutes one of the major challenges that a geographically-distributed
data centre has to face, especially when remote data access is involved. We discuss an
integrated solution which enables transparent and efficient access to online and nearline data
through high latency networks. This is based on the joint use of the General Parallel File
System (GPFS) and of the Tivoli Storage Manager (TSM). Both products, developed by
IBM, are well known and extensively used in the HEP computing world. Owing to a new
feature introduced in GPFS 3.5, so-called Active File Management (AFM), the definition
of a single, geographically-distributed namespace, characterised by automated data flow
management between different locations, becomes possible. As a practical example, we
present the implementation of AFM-based remote data access between two data centres
located in Bologna and Rome, demonstrating the validity of the solution for the use case of
the AMS experiment.
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Abstract ID : 330

Migration experiences of the LHCb Online cluster to
Puppet and Icinga2

Abstract

The LHCb experiment operates a large computing infrastructure with more than 2000
servers, 300 virtual machines and 400 embedded systems. Many of the systems are operated
diskless from NFS or iSCSI root-volumes. They are connected by more than 200 switches
and routers. We have recently completed the migration of the management of this system
from Quattor to puppet and of the original monitoring structure based on Icinga to icinga2.
We also have a tight integration of icinga2 in puppet. In this paper we present challenges
and experiences during this migration. We discuss and contrast the expected and observed
operational improvements.
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Abstract ID : 331

Tile-in-ONE: A web platform which integrates Tile
Calorimeter data quality and calibration assessment

Abstract
The ATLAS Tile Calorimeter assesses the quality of data in order to ensure its proper
operation. A number of tasks are then performed by running several tools and systems,
which were independently developed to meet distinct collaboration’s requirements and do
not necessarily builds an effective connection among them. Thus, a program is usually
implemented without a global perspective of the detector, requiring basic software features.
In addition, functionalities may overlap in their objectives and frequently replicate resources
retrieval mechanisms.
Tile-in-ONE is a unique platform that assembles various web systems used by the calorimeter
community through a single framework and a standard technology. It provides an infrastruc-
ture to support the code implementation, avoiding duplication of work while integrating
with an overall view of the detector status. Database connectors smooth the process of
information access since developers do not need to be aware of where records are placed
and how to extract them. Within the environment, a dashboard stands for a particular
Tile operation aspect and gets together plug-ins, i.e. software components that add specific
features to an existing application.
A server contains the platform core, which represents the basic environment to deal the
configuration, manage user settings and load plug-ins at runtime. A web middleware assists
users to develop their own plug-ins, perform tests and integrate them into the platform as
a whole. Backends are employed to allow that any type of application is interpreted and
displayed in a uniform way.
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Using HPC for data-intensive HEP workflows

Abstract
The data requirements of LHC experiments are set to grow beyond their expected resource
allocation. Meanwhile ‘Big Data’ is no longer the preserve of High Energy Physics, with
various communities also requiring and deploying significant resource to meet their needs.
There has been substantial activity in the HEP community to make opportunistic use of
compute resource including large-scale HPC resources, but this has largely avoided tackling
data-intensive workloads or opportunistic storage resource. At the same time, there have
been considerable recent developments on the data and storage side of HEP, which allow for
more flexible use of varied storage resources, and in distributed data access mechanisms to
allow seamless access and management of data regardless of actual location. HPC resources
can have additional constraints in making use of this however including restricted network
access and limited storage capacity on compute nodes, making use instead of a shared
file-system and gateway servers for access to off-site data.
We develop a lightweight data management approach that exploits HEP data federation
developments within HPC constraints, to allow for flexible, and dynamic, utilisation by
different communities of diverse storage and data resources. This is demonstrated with
production HEP workloads, such as those for the ATLAS experiment, run on a range of
compute resources accessing data from diverse locations. This includes HPC resources
at Archer, the UK national supercomputer, as well as commercial cloud and WLCG grid
resources accessing data stored on the Research Data Facility (a national, shared, multi-
petabyte data store) as well as commercial cloud storage and WLCG storage resources.

Primary author(s) : BHIMJI, Wahid (University of Edinburgh (GB))

Co-author(s) : WASHBROOK, Andrew John (University of Edinburgh (GB))

Presenter(s) : BHIMJI, Wahid (University of Edinburgh (GB))

Track Classification : A06 Data stores; A07 Experiment frameworks for WAN distributed
computing; A08 Middleware and services for production-quality infrastructures; A10 Multi-
discipline / multi-experiment topic; T04 Data handling/access; T06 Storage systems; T07
Computing facilities and infrastructures; T15 Cloud computing; T17 High performance
computing
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by BHIMJI, Wahid on Friday 24 October 2014

December 6, 2014 Page 64



21st Internatio� . . . / Report of Abstracts Multicore job scheduling in the . . .

Abstract ID : 333

Multicore job scheduling in the Worldwide LHC
Computing Grid

Abstract
After the successful first run of the LHC, data taking will restart in early 2015 with unprece-
dented experimental conditions leading to increased data volumes and event complexity.
In order to process the data generated in such scenario and exploit the multicore architec-
tures of current CPUs, the LHC experiments have developed parallelized software for data
reconstruction and simulation. A good fraction of their computing effort is still expected
to be executed as single-core tasks. Therefore, jobs with diverse resources requirements
will be distributed across the Worldwide LHC Computing Grid (WLCG), making workload
scheduling a complex problem in itself.
In response to this challenge, the WLCG Multicore Deployment Task Force has been created
with the purpose of coordinating the joint effort from experiments and WLCG sites. The
main objective is to ensure the convergence of approaches from the different LHC Virtual
Organizations (VOs) to make the best use of the shared resources in order to satisfy their
new computing needs and minimize any inefficiency deriving from the scheduling mechanisms.
This should also be achieved without imposing unnecessary complexities in the way sites
manage their resources.
Job scheduling in the WLCG involves the use of grid-wide workload submission tools by
the VOs linked via Computing Element (CE) middleware to the batch system technologies
managing local resources at every WLCG site. Each of these elements and their interaction
has been analyzed by the Task Force. The various job submission strategies proposed
by the LHC VOs have been evaluated, providing feedback for the evolution of their grid-
wide submission models and tools. The diverse capabilities of different CE technologies in
passing the resource request from the VOs to the sites have been examined. The technical
features of the most common batch systems in WLCG sites have been discussed for a better
understanding of their multicore job handling capabilities. Participants in the Task Force
have also been encouraged to share their system configurations with the purpose of avoiding
duplicated efforts among sites operating the same technologies.
This contribution will present the activities and progress of the Task Force related to the
aforementioned topics, including experiences from key sites on how to best use different
batch system technologies, the evolution of workload submission tools by the experiments
and the knowledge gained from scale tests of the different proposed job submission strategies.
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Abstract ID : 336

The GridPP DIRAC project - Deployment of a
high-availability DIRAC service

Abstract

The GridPP DIRAC project aims to provide a production quality high-availability (HA)
DIRAC service, hosted in the Imperial College HEP datacentre, for use by non-LHC VOs.
The standard way to provide this level of reliability is to ensure that there are two instances
of all components so that any single failure will not affect the running of the system. Bearing
this in mind we started by inspecting the DIRAC framework and dependencies to work out
a service layout that would be most compatible with an underlying HA system. DIRAC
is based around a number of agent & service modules which communicate with each other
via an RPC mechanism. A series of back-end MySQL databases are also accessed by most
components over a standard TCP connection. All of these design choices by the DIRAC
team lend themselves directly to running the software in a high-availability configuration.
In this paper, we detail the choices available for implementing a service like this and our
rationale for selecting the solution we picked. While we primarily focus on DIRAC, our
experiences from doing this should be generalisable to a number of other common HEP
services. We cover the entire lifecycle of the machines from the selection and configuration of
suitable hardware all the way through to the regular maintenance of the HA-DIRAC server,
including how we handle service updates in a non-disruptive manner. With the assumption
that the basic infrastructure, primarily power and networking, is already redundant we
show that it is possible to deploy a highly available DIRAC server using only two servers
and a separate NFS area to serve as the quorum disk. We report on the full details of our
configuration, the testing required to verify that it is fully redundant and our experiences of
running this in a production mode with real users.
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Abstract ID : 341

Local storage federation through XRootD
architecture for interactive distributed analysis

Abstract
A cloud-based Virtual Analysis Facility (VAF) for the ALICE experiment at the LHC has
been developed in Bari. Similar facilities are currently running in other Italian sites with the
aim to create a federation of interoperating farms able to provide their computing resources
for interactive distributed analysis. The facility consists in a PROOF cluster of virtual
machines dynamically deployed by the Openstack cloud infrastructure built in Bari for the
PRISMA project. The use of cloud technology, along with elastic provisioning of computing
resources as an alternative to the grid for running data intensive analyses, is the main
challenge of the facility. One of the crucial aspects of the user-driven analysis execution
is the data access. A local storage facility has the disadvantage that the stored data can
be accessed by PROOF only locally, i.e. from within the single VAF. To overcome such a
limitation a federated infrastructure, which provides full access to all the data belonging
to the federation independently from the site where they are stored, has been set up. The
federation architecture exploits both cloud computing (block storage, posix storage and
object storage) and XRootD technologies, in order to provide a dynamic, easy-to-use and
well performing solution for data handling. It allows the users to store the files and efficiently
retrieve the data, since it implements a dynamic distributed cache among many datacenters
in Italy connected to one another through the high-bandwidth national network. In this
contribution we will show the technical solution, based on CEPH, GlusterFS or Swift together
with XRootD, which has been implemented to build this distributed storage infrastructure.
This solution will be able either to store data for long time periods or just cache data locally,
so that they can be processed by the PROOF facilities at any given site. Details on the
architecture implementation and the achieved performance in the first prototype tests will
be also discussed.
The present work is supported by the Istituto Nazionale di Fisica Nucleare (INFN) of Italy
and is partially funded under contract 20108T4XTM of Programmi di Ricerca Scientifica di
Rilevante Interesse Nazionale (STOA-LHC PRIN, Italy).
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CMS data distributed analysis with CRAB3

Abstract
The CMS Remote Analysis Builder (CRAB) provides the service for managing analysis tasks
isolating users from the technical details of the distributed Grid infrastructure. Throughout
the LHC Run 1, CRAB has been successfully employed by an average 350 distinct users
every week executing about 200,000 jobs per day.
In order to face the new challenges posed by the LHC Run 2, CRAB has been significantly
re-factored. The pieces of the new system are a lightweight client, a central server exposing
a REST interface accepting user requests, a number of servers dealing with user analysis
tasks and submitting jobs to the CMS resource provisioning system, and a central service
to asynchronously move user data from the execution node to the desired storage location.
The new system improves the robustness, scalability and sustainability of the service.
This contribution will give an overview of the new system, reporting the status, experience
and lessons learnt from the commissioning phase and the production rollout for the initial
data taking. It will address all aspects of the project from development to operations and
support.

Primary author(s) : MASCHERONI, Marco (Universita & INFN, Milano-Bicocca (IT))

Co-author(s) : BELFORTE, Stefano (Universita e INFN (IT)); BOCKELMAN, Brian Paul
(University of Nebraska (US)); CIANGOTTINI, Diego (Universita e INFN (IT)); Dr. VAANDER-
ING, Eric (Fermi National Accelerator Lab. (US)); RIAHI, Hassen (CERN); TANASIJCZUK,
Andres Jorge (Univ. of California San Diego (US)); HERNANDEZ CALAMA, Jose (Centro de
Investigaciones Energ. Medioambientales y Tecn. - (ES); BALCAS, Justas (Vilnius University
(LT)); KONSTANTINOV, Preslav Borislavov (Bulgarian Academy of Sciences (BG)); YUSLI,
Mohd Nizam Bin (University of Malaya (MY)); WOLF, Matthias (University of Notre Dame
(US)); WOODARD, Anna Elizabeth (University of Notre Dame (US))

Presenter(s) : MASCHERONI, Marco (Universita & INFN, Milano-Bicocca (IT))

Track Classification : A05 Data analysis; A11 Computing models; T07 Computing facilities
and infrastructures
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by MASCHERONI, Marco on Friday 24 October 2014

December 6, 2014 Page 69



21st Internatio� . . . / Report of Abstracts Dynamic partitioning as a way . . .

Abstract ID : 351

Dynamic partitioning as a way to exploit new
computing paradigms: the cloud usecase.

Abstract
The WLCG community and many groups in the HEP community have based their computing
strategy on the Grid paradigm, which proved successful and still ensues its goals. However,
Grid technology has not spread much over other communities; in the commercial world, the
cloud paradigm is the emerging way to provide computing services.
WLCG experiments aim to achieve integration of their existing current computing model
with cloud deployments and take advantage of the so-called opportunistic resources (including
HPC facilities) which are usually not Grid compliant. One missing feature in the most
common cloud frameworks, is the concept of job scheduler, which plays a key role in a
traditional computing centre, by enabling a fairshare based access at the resources to the
the experiments in a scenario where demand greatly outstrips availability.
At CNAF we have opened started, as a preproduction service, the possibility to access the
Tier-1 computing resources as an OpenStack based cloud service. The system, exploiting
the dynamic partitioning mechanism already being used to enable Multicore computing,
allowed us to avoid a static splitting of the computing resources in the Tier-1 farm, while
permitting a share friendly approach.
The hosts in a dynamically partitioned farm may be moved to or from the partition, according
to suitable policyes for request and release of computing resources. Nodes being requested
in the partition switch their role and become available to play a different one. In the cloud
use case hosts may switch from acting as Worker Node in the Batch system farm to cloud
compute node member, made available to tenants.
In this paper we describe the dynamic partitioning concept, its implementation and integra-
tion with our current batch system, LSF. We then present results for the dynamic cloud
usecase.
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Data-analysis scheme and infrastructure at the
X-ray free electron laser facility, SACLA

Abstract
An X-ray free electron laser (XFEL) facility, SACLA, is generating ultra-short, high peak
brightness, and full-spatial-coherent X-ray pulses [1]. The unique characteristics of the X-ray
pulses, which have never been obtained with conventional synchrotron orbital radiation, are
now opening new opportunities in a wide range of scientific fields such as atom, molecular
and optical physics, ultrafast science, material science, and life science. More than 100
experiments have been performed since the first X-ray delivery to experimental users in
March 2012. In this paper, we present an overview of SACLA data acquisition (DAQ) and
analysis system with a special emphasis on the analysis scheme and its infrastructure. In
the case of serial femotosecond protein crystallography experiments [2], a typical experiment
collects diffraction image patterns of order of 106, which demands heavy load to the data
analysis system. Each pattern is recorded by a 2000 × 2000 pixel detector that consists
of eight Multiport Charge-Coupled Device (MPCCD) sensors [3]. The resolution of the
single MPCCD sensor is 1024 × 512 pixel and data depth of each pixel is 16 bits. The DAQ
system consists of detector front-ends [4], data-handling servers, hardware-based event-tag
distribution system [5], event-synchronized database [6], two cache storages, tape archive
system, and physically-segregated two network system [7]. The DAQ has data bandwidth of
maximum 6 Gbps to support other experiment setups with various detector configuration of
up to twelve MPCCD sensors. In addition to the currently operational beamline BL3, BL2
will operate concurrently through a fast-switching operation mode in 2015. To support this
operation mode, the cache storage with capacities of 200 TB (250 TB) is assigned to the
beamline BL2 (BL3) respectively [8]. These capacities correspond to the accumulated data
size for one week operation. Experimental data are periodically moved into the tape archive
system. The tape archive system has a capacity of 7 PB, and extendable up to 26 PB by
installing additional tape cartridges.
The analysis section has two functions: one is run-by-run analysis to monitor the experimental
conditions, and the other is off-line analysis. To implement these functions, the analysis
system consists of a PC cluster and a supercomputer. The PC cluster is based on x86_64
processors and has a computing power of 14 TFLOPS. A 160 TB storage is connected to
the PC cluster via Infiniband QDR network. To pick up raw image data, the PC cluster
is connected to the cache storages and the tape archive system via 10 Gigabit Ethernet.
The run-by-run analysis is performed using the PC cluster. The results are saved on the
storage in HDF5 format [9]. The PC cluster is also used for off-line analysis, using analysis
code developed by the scientific community, such as CrystFEL [10] and SITENNO [11]. The
supercomputer with 90 TFLOPS SPARC-based processors (Fujitsu FX10) was installed for
the data analysis that requires higher computing power. Storage of the supercomputer is
100+500 TB Lustre-based file system (Fujitsu FEFS). Another 1 PB Lustre file system is also
connected to both the supercomputer and the PC cluster to interaccess the experimental data
from the two systems. Data analysis that requires much higher computing power is foreseen.
For these cases, we are developing a joint analysis mode using both the supercomputer and
the 10-PFLOPS K computer [12]. The results of the feasibility study on data transfer and
quasi-realtime job submission to the K computer will also be discussed.
[1] T. Ishikawa et al., “A compact X-ray free-electron laser emitting in the sub-angstrom
region”, Nature Photonics 6, 540-544 (2012).
[2] M. Sugahara et al., Nature Methods submitted.
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The GridPP DIRAC Project - Site Monitoring of
DIRAC

Abstract
DIRAC (Distributed Infrastructure with Remote Agent Control) is a workload and data
management framework that was originally developed for the LHCb experiment. Thanks to
its flexible architecture, it is not restricted to this use case and is now being adopted much
more widely, to serve communities with different requirements. With the move away from the
traditional EMI-WMS service, many smaller VOs in particular (such as T2K and COMET)
are looking to DIRAC as their preferred method of job submission for the future. We present
here a set of tools to monitor the health of the DIRAC server itself, in an automated manner,
to help prevent problems, and to aid fault diagnosis. We consider that such provision is
essential if DIRAC is to be a service on which many VOs and other communities can rely
for their day-to-day requirements.
We have chosen to implement these tools mainly in the form of plugins for Nagios, a
monitoring system relied on widely by Grid sites and VOs. In this way they should also be
usable on compatible products such as Icinga and Naemon, thereby maximising the number
of sites that can benefit from this work. In some cases, changes are required in the upstream
DIRAC code, so we publish these changes as open source contributions.
Our approach is to take a component-by-component view of the modules in DIRAC. In our
description we start with lower-level tests and move on to checks of higher-level functionality.
Services within the DIRAC framework use different ports, so we include a basic ‘ping’ check
of these services via their respective ports. Where services do not already offer this facility,
we add this ourselves in the form of patches to DIRAC. Beyond this most basic test of
responsiveness, we include functional tests of individual services and we build on the existing
DIRAC Monitoring service by parsing the logs for errors and warnings. In the latter case, to
avoid some security drawbacks, again we implement this in the form of patches. We also
include Nagios tests of the values reported by this service, to ensure they are not exceeding
nominal ranges. Moving higher up the stack, we test the full job workflow, from submission
to execution and collection of job output. File replication tests are included as well as
checking of the Proxy Manager service. We describe the development and use of this new
monitoring infrastructure in the production DIRAC service hosted at Imperial College.
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Evaluation of containers as a virtualisation
alternative for HEP workloads

Abstract
Cloud computing enables ubiquitous, convenient and on-demand access to a shared pool of
configurable computing resources that can be rapidly provisioned with minimal management
effort. The flexible and scalable nature of the cloud computing model is attractive to both
industry and academia. In HEP, the use of the “cloud” has become more prevalent with
LHC experiments making use of standard Cloud technologies to take advantages of elastic
resources in both private and commercial computing environments.
A key software technology that has eased transition to a cloud environment is the Virtual
Machine (VM). VM’s can be dynamically provisioned, managed and run a variety of
Operating Systems tailored to user requirements. From a resource utilisation perspective
however, VM’s are a considered a heavyweight solution. Upon instantiation a VM will
contain a complete copy of an operating system and all associated services leading to an
increase in resource consumption when compared to standard “bare metal” deployment.
This level of virtualisation is not required by the majority of workloads processed in HEP
and can lead to increases in execution time on workloads that performs intensive I/O file
operations such as LHC data analysis.
An alternative solution which is gaining rapid traction within industry is containerisation.
Here the Linux Kernel itself can virtualise and isolate a user-land level instance of the
operating system in which applications can run. Less resources are needed compared to a
VM because only shared system libraries and files needed by the application are virtualised.
Additionally, as the virtualisation takes place via namespaces (a mechanism provided by the
Linux Kernel giving an isolated view of a global system resource) performance is close to
that of the physical hardware with minimal tuning.
In this study the use of containers will be assessed as a mechanism for running LHC experiment
application payloads. Using currently available software tools (Docker) deployment strategies
will be investigated by the use of a distributed WLCG Tier-2 facility as an example
computing site. The relative performance of Containers and VM’s when compared with
native execution will be detailed using hardware benchmarking tools such as the HEPSPEC
suite and Bonnie++. System-level resource profiling will also be performed on a selection
of representative LHC workloads in order to determine the relative efficiency of hardware
utilisation in each scenario.
As part of this deployment alternative methods of providing resources to WLCG similar
to those found in “Cloud” solutions will be investigated. The integration of Containers
in existing Cloud platforms (OpenStack) will be explored as well as new and emerging
platforms (CoreOS, Kubernetes). Additionally, the possibility of hosting Grid Services in
containers to ease Middleware deployment will also be assessed.
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Abstract ID : 360

A Grid-based Batch Reconstruction Framework for
MICE

Abstract
The international Muon Ionisation Cooling Experiment (MICE) is designed to demonstrate
the principle of muon ionisation cooling for the first time, for application to a future
Neutrino Factory or Muon Collider. The experiment is currently under construction at the
ISIS synchrotron at the Rutherford Appleton Laboratory, UK. As presently envisaged, the
programme is divided into three Steps: characterisation of the muon beams (complete),
characterisation of the Cooling Channel and Absorbers (data-taking restarting in 2015-2016),
and demonstration of Ionisation Cooling (2017-2018).
The MICE Batch Reconstruction framework reconstructs all MICE data recorded to date
for a particular MICE Step, using a specified MAUS version. Our job manager process
holds a local SQLite database of MICE runs already reconstructed with a given MAUS
version; it repeatedly checks against the MICE Metadata DB and on identifying data runs
that have not yet been reconstructed it will submit a job to the Grid to run MAUS against
that data run. For this we select from those Tier2 sites that hold a copy of the raw data.
The reconstructed data are stored on the SE at the site where the job runs and registered
in the LFC. On successful reconstruction, the Grid job registers an FTS transfer request
with a separate File Transfer Controller (Web Service based) to copy the reconstructed data
to the Castor SE at RAL, where they are stored on tape. This decouples the FTS transfer
request and monitoring from the Grid job. After the output has been transferred to the
Castor SE at RAL, a corresponding record is added to the MICE Metadata DB by the File
Transfer Controller. The MICE Metadata DB can then co-ordinate the further distribution
of the reconstructed data across the Grid, including to HTTP-enabled SE’s to allow MICE
collaborators to access the data directly from any web browser.
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Abstract ID : 361

Operational Experience with Opportunistic Use of
Allocation Based HPC Facilities for CMS Data

Processing.

Abstract

We describe the operational experience gained by the CMS experiment at CERN in integrating
allocation based HPC resources into its computing infrastructure. Utilization of these
resources allows us to perform tasks not necessarily suited - due to higher CPU or memory
needs, for example - to CMS native resources. We have begun expanding our computing
capabilities through the use of allocation-based super-computing facilities around the world.
With the support of Brown University and Fermilab, we have obtained an allocation at
DOE’s NERSC super-computer facility at LBNL, and with UCSD - an allocation on the
Gordon XSEDE cluster at SDSC. CMS used Bosco to access these resources, and a parrot
glidein wrapper to bring in the CMS environment. With this the resources were made
available to the CMS HTCondor/glideinWMS pools in a way that allows additional future
allocations at these centers to be readily used. The experience gained through building this
capability for CMS, and its use for a variety of workflows is described here.
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Abstract ID : 370

Challenge and Future of Job Distribution at a
Multi-VO Grid Site

Abstract
DESY operates a multi-VO Grid site for 20 HEP and non-HEP collaborations and is one of
the world-wide largest Tier-2 sites for ATLAS, CMS, LHCb, and BELLE2. In one common
Grid infrastructure computing resources are shared by all VOs according to MoUs and
agreements, applying an opportunistic usage model allows to distribute free resources among
the VOs. Currently, the Grid site DESY-HH provides roughly 100kHS06 in 10000 job slots,
exploiting the queueing system PBS/TORQUE.
As described in former CHEP conferences, resource utilization and job scheduling in a
multi-VO environment is a major challenge. On one hand side all job slots should be
occupied, on the other hand jobs with diverging resource usage patterns must be cleverly
distributed to the compute nodes in order to guarantee stability and optimal resource usage.
Batch systems such as PBS/TORQUE with the scheduler MAUI only scale up to a few
thousand job slots. At DESY-HH an alternative scheduler was developed and brought into
operation.
In the preparation for LHC Run 2 as well as the start of BELLE2, in particular the request
for the support of multi-core jobs requires appropriate job scheduling strategies which are
not available out-of-the-box. Even more, the operation of work load managements system
and pilot factories (DIRAC, PANDA) by the big collaborations question the way of how
sites provide computing resources in the future. Is cloud computing the future? What about
small VOs and individual users who use the standard Grid tools to submit jobs then?
In the contribution to CHEP2015 we will try the review what has been learned by operating
a large Grid site for many VOs. We will give a summary of the experiences with the job
scheduling at DESY-HH of the last years and we will describe limits of the current system.
A main focus will be put on the discussion of future scenarios, including alternatives to the
approach of local resource managements systems (LRMS) which are still widely used.
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Abstract ID : 374

GridPP – preparing for Run-2 and the wider context

Abstract

This first section of this paper elaborates upon the operational status and directions within
the UK Computing for Particle Physics (GridPP) project as we approach LHC Run-2.
It details the pressures that have been gradually reshaping the deployed hardware and
middleware environments at GridPP sites – from the increasing adoption of larger multicore
nodes to the move towards alternative batch systems and cloud alternatives - as well
as changes being driven by funding considerations. The second section focuses on work
being done with non-LHC communities, communities that GridPP has supported for many
years with varying degrees of engagement, and lays out findings of a survey into where
such communities desire more support and their changing requirements. The section also
explores some of the early outcomes of adopting a generic DIRAC based job submission and
management framework within GridPP. The third and final section of the paper highlights
changes being made in GridPP operations in order to meet new challenges that are arising
as recent technical advancements (in areas such as cloud/VM provision) reach production
readiness.
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Abstract ID : 387

Managing competing elastic Grid and Cloud
scientific computing applications using OpenNebula

Abstract

Elastic cloud computing applications, i.e. applications that automatically scale according to
computing needs, work on the ideal assumption of infinite resources. While large public cloud
infrastructures may be a reasonable approximation of this condition, scientific computing
centres like WLCG Grid sites usually work in a saturated regime, in which applications
compete for scarce resources through queues, priorities and scheduling policies, and keeping
a fraction of the computing cores idle to allow for headroom is usually not an option. In
our particular environment one of the applications (a WLCG Tier-2 Grid site) is much
larger than all the others, so a possible strategy is to make it shrink and release resources
when smaller, higher priority ones require them. The implementation of said model in our
infrastructure, based on the OpenNebula cloud stack, will be described and the very first
operational experiences with a small number of strategies for timely allocation and release of
resources will be discussed. Such strategies, which aim to be non-invasive with respect to our
most common class of applications, i.e. Grid jobs, include for example the tuning of virtual
Worker Node parameters (number of cores and lifetime) to match the statistical distribution
of job durations, or the balance between the amount of resources statically pinned to an
application and the amount left available for competitive seizing by elastic applications.
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Abstract ID : 388

Development of site-oriented Analytics for Grid
computing centres

Abstract
The field of analytics, the process of analysing data to visualise meaningful patterns and
trends, has become increasingly important to a wide range of scientific applications as
the volume and variety of accessible data available to process (so called Big Data) has
significantly increased. There are a number of scalable analytic platforms and services
which have risen in prominence (such as Elasticsearch) which enable unstructured data from
numerous sources to be gathered, curated and visualised through a single extensible interface.
There is ongoing work in the HEP community evaluating these tools, for example in the
augmentation of system management at regional computing centres. In this context the
provisioning of analytic solutions for computing sites pledging resources to the Worldwide
LHC Computing Grid (WLCG) is an area of considerable interest.
Each Grid computing centre generates a wealth of monitoring data from multiple sources as
part of their ongoing operations. These include system logging, Grid middleware services,
LRMS scheduling information, network and storage utilisation and workload performance.
This rich set of data is available for exploitation using analytics tools to enable post-facto
diagnostics and a more comprehensive understanding of site systems, extending existing
work on site monitoring. A site-oriented analytics portal would allow administrators to
more easily leverage their available logging and monitoring data to determine the causes in
variations in workload performance that may be unclear from a single data source.
In this study we will explore the components necessary for a WLCG site-oriented analytics
platform. A corpus of relevant time-series based monitoring and logging data collected at
two UK Grid computing centres (ECDF and Glasgow) will be categorised and stored. We
will then explore the use of this data as part of a distributed analytics system. A necessary
part of this work will be an examination of the appropriate level of visibility for different
categories of site data. Furthermore, we will explore the extent to which machine learning
techniques could be harnessed to provide predictive capability in error detection by using
curated site data as a continuous training set.
This model is being developed with a particular focus on providing a solution for Grid
computing centres rather than attempting to cover all data sources generated by a Virtual
Organisation (VO). Such an approach is intended to complement analytic development from
larger VOs (such as the LHC experiments) whilst benefiting smaller VOs who may not have
the resources available to develop these types of tools. Based on this work we will look
towards areas of best practice in developing systems of this nature.
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Abstract ID : 389

Integrated Monitoring-as-a-service for Scientific
Computing Cloud applications using the

Elasticsearch ecosystem

Abstract

The INFN computing centre in Torino hosts a private Cloud, which is managed with the
OpenNebula cloud controller. The infrastructure offers IaaS services to different scientific
computing applications. The main stakeholders of the facility are a grid Tier-2 site for the
ALICE collaboration at LHC, an interactive analysis facility for the same experiment and a
separate grid Tier-2 site for the BES-III collaboration, plus an increasing number of other
smaller tenants. The dynamic allocation of resources to tenants is partially automated. This
feature requires detailed monitoring and accounting of the resource usage. We set up a
monitoring framework to inspect the site activities both in terms of IaaS and applications
running on the hosted virtual instances. For this purpose we used the Elasticsearch,
Logstash and Kibana stack. The infrastructure relies on an SQL database back-end for
data preservation and to ensure flexibility to switch to a different monitoring solution if
needed. The heterogeneous accounting information is transferred from the database to the
Elasticsearch engine via a custom Logstash plugin. Each use-case is indexed separately in
Elasticsearch and we setup a set of Kibana dashboards with pre-defined queries in order
to monitor the relevant information in each case. For the IaaS metering, we developed
sensors for the OpenNebula API. The IaaS level information gathered through the API is
sent to the MySQL database through an ad-hoc developed RESTful web service. Moreover,
we have developed a billing system for our private Cloud, which relies on the RabbitMQ
message queue for asynchronous communication to the database and on the ELK stack
for its graphical interface. Concerning the application level, we used the Root plugin
TProofMonSenderSQL to collect accounting data from the interactive analysis facility. The
BES-III virtual instances used to be monitored with Zabbix, as a proof of concept we also
retrieve the information contained in the Zabbix database. Finally, we have defined a model
for monitoring-as-a-service, based on the tools described above, which the Cloud tenants
can easily configure to suit their needs. In this way we have achieved a uniform monitoring
interface for both the IaaS and the scientific applications, mostly leveraging off-the-shelf
tools.
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Abstract ID : 393

SkyGrid - where cloud meets grid computing

Abstract
Computational grid (or simply ‘grid’) infrastructures are powerful but restricted by several
aspects: grids are incapable of running user jobs compiled with a non-authentic set of
libraries and it is difficult to restructure grids to adapt to peak loads. At the same time if
grids are not loaded with user-tasks, owners still have to pay for electricity and hardware
maintenance. So a grid is not cheap and small/medium scientific experiments have difficulties
working with such a computational model.
To address these inflexibility issues we present SkyGrid - a system that integrates cloud
technologies into grid systems. By cloud technologies we mean mainly virtualization that
allows both virtualization of user jobs and computational hardware. Virtualization of user
jobs is performed by means of Docker - a lightweight Virtual Machine system. Virtualization
of hardware is provided by YARN or similar platforms. SkyGrid unties users from the
computational cluster architecture and configuration. Also the virtualization approach we
propose enables some extreme cases like volunteer computing inside browsers by means
of PNaCl technology and running jobs on super-computers. In this paper we present the
requirements and architecture of SkyGrid, interfaces available to end-users and interfaces
to other systems. Also we provide a description of a real case study of system usage for
the SHiP experiment integrating private cloud resources from several universities as well as
volunteer computing resources into a single computational infrastructure.
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Abstract ID : 395

Towards Reproducible Experiment Platform

Abstract

Data analysis in fundamental sciences nowadays is essential process that pushes frontiers of
our knowledge and leads to new discoveries. At the same time we can see that complexity
of those analysis increases exponentially due to a) enormous volumes of datasets being
analyzed, b) variety of techniques and algorithms one have to check inside a single analysis,
c) distributed nature of research teams that requires special communication media for
knowledge and information exchange between individual researchers. There is a lot of
resemblance between techniques and problems arising in the areas of industrial information
retrieval and particle physics. To address those problems we propose a Reproducible
Experiment Platform (REP) - a software infrastructure to support a collaborative ecosystem
for computational science. It is a Python-based solution for research teams that allows
running computational experiments on big shared datasets, obtaining reproducible and
repeatable results, and consistent comparisons of the obtained results. REP supports many
data formats including ROOT, allowing for easy integration with existing HEP software and
analyses. We present some key features of REP based on case studies which include trigger
optimization and physics analysis studies at the LHCb experiment, as well as an example
case of applying the prototype of such a system in Information Retrieval research that led
to a performance increase of two orders of magnitude.
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Abstract ID : 398

Standing up a data center for the Large Synoptic
Survey Telescope at the National Center for

Supercomputing applications

Abstract
The National Center for Supercomputing Applications (NCSA) at the University of Illinois
at Urbana Champaign will provide the processing center for the Large Synoptic Survey
Telescope (LSST) and its Data Access Center for the United States. The LSST is a planned
wide-field survey reflecting telescope that will photograph the entire available sky every few
nights. It will take 30 Terabytes of data nightly, and provide nearly instant alerts issued for
objects that change in position or brightness.
The processing infrastructure at NCSA will receive the exposures from the LSST telescope in
Chile over a dedicated, bandwidth protected network and it will process them for transient
detections within a minute of their arrival producing around 106 transients each night.
The design and architecture of the system draws from High Energy Physics big system
experiences.
In addition, NCSA will provide computing workflows for the annual release production.
Initially, during the commissioning phase, NCSA will be the sole computing site. After
operations commence, additional sites will most likely be added.
Lastly, NCSA will be the United States Data Access Center, providing data to the US
Community, including the United States Dark Energy Science collaboration.
In this paper we revise the tools and solutions used to fulfill the aforementioned requirements
and the requirements posed by the scale of the cluster.
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Abstract ID : 400

Configuration Management and Infrastructure
Monitoring using CFEngine and Icinga for real-time

heterogeneous data taking environment

Abstract
The STAR online computing environment is an intensive ever-growing system used for real-
time data collection and analysis. Composed of heterogeneous and sometimes custom-tuned
machine groups (Data Acquisition or DAQ computing, Trigger group, Sow Control or user-
end data quality monitoring resources do not have the same requirements) the computing
infrastructure was managed by manual configurations and inconsistently monitored by
combinations of known tools (Ganglia for monitoring for example) and home-made scripts
sending Email reports to the (many) administrators of the diverse systems. This situation
lead to configuration inconsistencies and an overload of repetitive tasks that needed to
be passed from system groups to system groups with no global configuration and view
of problems. Worst off, as the need to communicate between systems increased, globally
securing the cyber-infrastructure was not possible to achieve and as more resources are
moving closer to where the data is generated (due to event filtering and so-called “High
Level Trigger farms), an agile policy-driven system ensuring consistency was seek.
STAR has narrowed down its strategy toward deploying a versatile and sustainable solution
by leveraging the configuration management tool CFEngine to automate configurations
along with the deployment of the Infrastructure monitoring system Icinga providing a
dashboard view of the system’s health. In its first incarnation, Icinga 1 can be seen as
a fork of the more commonly known tool Nagios monitoring while its version 2 is a core
framework replacement and rewrite. Conjointly, CFEngine and Icinga have strengthened
automation and sanctioning intricate development of the monitoring system. STAR has over
150 online systems spanning over four major sub-systems, each becoming critical during
Runs. With a bird’s eye view of each system, keeping track of the infrastructure becomes an
ease. Similarly, STAR can now swiftly upgrade and modify the environment to our needs
with ease as well as promptly react to cyber-security nodes whether it appears as a global
patch for the Shellshock vulnerability or the reconfiguration of Secure shell. Though, as the
DAQ resources do not need the same configurations than the user based resources (as one
comparative example) but are all required to follow the same baseline, the infrastructure
lay out is intricate and our strategy allows each system group (and sometimes machine) to
be configured and monitored for its own particulars. Modular configuration is the key to
consistency where differentiated plug-ins are distributed and configurations are updated
ubiquitously. By creating a sustainable long term monitoring solution, the rate of failure
detection has gone up from days to minutes, allowing rapid actions before the issue becomes
a dire problem potentially causing loss of precious experimental data.
Alternatives to our configuration management choice of CFEngine such as Chef and Puppet
have been proposed and evaluated. We have chosen an open source minimally dependent agile
tool that is powerful and simple to use. Our monitoring tool has offered STAR administrators
a crisp interface reporting each system’s state simultaneously and allowing historical system
status lookup.
In this report, we will make a brief reminder and comparison of the diverse configuration
management systems available on the market and justify our choice by requirements and
functionalities. We will discuss the details and procedures for developing practical uses
with configuration management and infrastructure monitoring. Our extensions to the
community’s plugin have been re-integrated into the main development branch and we will
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Abstract ID : 402

POSIX and Object Distributed Storage system –
performance Comparison studies and real-life usage
in an experimental data taking context leveraging

OpenStack/Ceph.

Abstract
The STAR online computing environment is an intensive ever-growing system used for
first-hand data collection and analysis. As systems become more sophisticated, they result in
a more detailed dense collection of data output and inefficient limited storage systems have
become an impediment to fast feedback to the online shift crews relying on data processing
at near real-time speed. Motivation for a centrally accessible, scalable and redundant storage
solution was led from an expansion of data growth and user data processing necessity.
However, standard solutions (NAS, SAN . . . GPFS) are “expensive” solutions and it became
clear a balance of affordability and cost effectiveness was needed. Furthermore, the vast
amount of sparse and distributed storage (disk attached to individual nodes) made the
aggregation of the storage an attractive path. Yet, as shift crews are often composed of
novice members sustaining the daily operations, providing a POSIX compliant interface
within a standard namespace was, for this environment, a strong requirement for any retained
solution.
The acquisition of reused hardware has offered STAR an opportunity to deploy a storage
strategy at minimal to no cost. We have analyzed multiple open source object oriented
cloud inspired solutions and a POSIX compliant storage system. Openstack Swift Object
Storage and Ceph Object Storage were put to the test with single and parallel I/O tests
emulating real world scenario for data processing and workflows. The Ceph file system
storage, offering a POSIX compliant file system mounted similar to an NFS share which
maintain owner/group permissions and historical lookup, was of particular interest as aligned
with our requirements and was retained as our solution.
The Ceph storage system will allow scalability and redundancy without user or system
interruption. Initial configuration for user setup is minimal while maintaining security
and data integrity across the entire cluster. A distributed storage system becomes and
interconnected web of machines utilizing load balancing and redundancy, however if a subset
of machines or all machines go down data loss is unlikely to occur. The expansion of a
cloud storage system is trivial and can allow system administrators do add capacity and
load balancing in a complete transparent manner.
In this report, we will review the necessary steps and requirements for our system, tools
leveraged for performance testing and present comparative IO performance results between
Swift and Ceph Object storage approach in similar context as well as a cross comparison of
performance between the Object and POSIX compliant Ceph approaches. We will also discuss
the benefit of a backbone private network for enhanced performance and fast communication
between the distributed storage system components and scalability considerations for Meta-
Data access and report on actual user’s experience in a data taking environment. Finally,
we will also present in great details the essential steps necessary to setup a Ceph storage
cluster, including tweaks and hardware changes made along the way – the recipes we will
present are not always easy to find in the manual and we hope our presentation will serve
well the community’s interest for distributed storage solutions.
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Abstract ID : 409

Evolution of CMS workload management towards
multicore job support

Abstract
The successful exploitation of the multicore processor architectures available at the computing
sites is a key element of the LHC distributed computing system in the coming era of the
LHC Run 2. High-pileup complex-collision events represent a challenge for the traditional
sequential programming in terms of memory and processing time budget. The CMS
data production and processing framework has introduced the parallel execution of the
reconstruction and simulation algorithms to overcome these limitations.
CMS plans to execute the data reconstruction and simulation as multicore processing yet
supporting single-core processing for other tasks difficult to parallelize, such as user analysis.
The CMS strategy for job management across the Grid thus aims at integrating single and
multicore job scheduling. This is accomplished by scheduling multicore pilots with dynamic
partitioning of the allocated resources, capable of running jobs with various core counts
within a single pilot.
An extensive test programme has been conducted to enable multicore scheduling with the
various local batch systems available at CMS sites. Scale tests have been run to optimize
the scheduling strategy and to ensure the most efficient use of the distributed resources.
This contribution will present in detail the evolution of the CMS job management and
resource provisioning systems in order to support this hybrid scheduling model, as well as its
optimization and deployment, which will enable CMS to transition to a multicore production
model by the restart of the LHC.
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Abstract ID : 416

Optimisation of the usage of LHC and local
computing resources in a multidisciplinary physics

department hosting a WLCG Tier-2 centre

Abstract
We present the approach of the University of Milan Physics Department and the local unit
of INFN to allow and encourage the sharing among different research areas of computing,
storage and networking resources (the largest ones being those composing the Milan WLCG
Tier-2 centre and tailored to the needs of the ATLAS experiment).
Computing resources are organised as independent HTCondor pools, with a global master
in charge of monitoring them and optimising their usage. The configuration has to provide
satisfactory throughput for both serial and parallel (multicore, MPI) jobs. A combination of
local, remote and cloud storage options are available. The experience of users from different
research areas operating on this shared infrastructure is discussed.
The promising direction of improving scientific computing throughput by federating access
to distributed computing and storage also seems to fit very well with the objectives listed in
the European Horizon 2020 framework for research and development.
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Abstract ID : 419

Integration of XRootD into the cloud infrastructure
for ALICE data analysis

Abstract
Cloud technologies allow easy load balancing between different tasks and projects. From the
viewpoint of the data analysis in the ALICE experiment, cloud allows to deploy software
using Cern Virtual Machine (CernVM) and CernVM File System (CVMFS), to run different
(including outdated) versions of software for long term data preservation and to dynamically
allocate resources for different computing activities, e.g. grid site, ALICE Analysis Facility
(AAF) and possible usage for local projects or other LHC experiments.
We present a cloud solution for Tier-3 sites based on OpenStack and CEPH distributed
storage with an integrated XRootD based storage element (SE). One of the key features of
the solution is that CEPH has been used as a backend for Cinder Block Storage service for
OpenStack and in the same time as a storage backend for XRootD, with redundancy and
availability of data preserved by CEPH settings.
For faster and easier OpenStack deployment the PackStack solution, which is based on the
Puppet configuration management system, is applied. CEPH installation and configuration
chains are structured, converted to Puppet manifests and integrated into Packstack. This
solution can be easily deployed, maintained and used even in small groups with limited
computing resources and small organisations which usually have lack of IT support. The
proposed infrastructure has been tested on two different clouds (SPbSU \& BITP) and
integrates succesfully with the ALICE data analysis model.
The present work is supported in part by Saint-Petersburg State University research grants
11.38.66.2012 and 11.38.197.2014.

Primary author(s) : Mr. BATKOVICH, Dmitrii (St.Petersburg State University); KOMPANI-
ETS, Mikhail (St. Petersburg State University (RU)); SHADURA, Oksana (National Technical
Univ. of Ukraine "Kyiv Polytechnic Institute); YURCHENKO, Volodymyr; ZAROCHENTSEV,
Andrey (St. Petersburg State University (RU))

Presenter(s) : KOMPANIETS, Mikhail (St. Petersburg State University (RU))

Track Classification : T06 Storage systems; T07 Computing facilities and infrastructures;
T15 Cloud computing
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by KOMPANIETS, Mikhail on Friday 24 October 2014

December 6, 2014 Page 95



21st Internatio� . . . / Report of Abstracts Using vcycle to provision comp� . . .

Abstract ID : 433

Using vcycle to provision compute resource on a
commercial cloud provider

Abstract

Cloud computing has the potential to provide flexible and elastic computing resource to
the HEP community. This requires robust and simple orchestration tools especially when
interacting with commercial cloud providers where system support is less familiar with HEP
workflow. This contribution will describe the use of ‘vcycle’ to manage compute resource on
a commercial cloud provider. Operational details will be mentioned along with performance
comparison to typical grid sites. The use of a local object store is described and compared
with WAN data access.
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Abstract ID : 437

Redundant Web Services Infrastructure for Data
Intensive and Interactive Applications

Abstract
RESTful web services are popular solution for distributed data access and information
management. Performance, scalability and reliability of such services is critical for the
success of data production and analysis in High Energy Physics as well as other areas of
science.
At FNAL, we have been successfully using HTTP/REST-based data access architecture to
provide access to various types of data, in particular, access to scientific databases. We have
built a simple yet versatile infrastructure which allows us to use redundant copies of web
application servers to increase service performance, scalability and availability. It is designed
to handle both state-less and state-full data access methods using distributed web server.
The redundant infrastructure allows us to add or remove individual application servers at any
time without a visible interruption of the service. This infrastructure has been successfully
used for several years now with data web services as well as with interactive web applications.
We will present components of our infrastructure and several examples of how it can be
used.
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Abstract ID : 442

The OSG Open Facility: A Sharing Ecosystem Using
Harvested Opportunistic Resources

Abstract

The Open Science Grid (OSG) ties together individual experiments’ computing power, con-
necting their resources to create a large, robust computing grid; this computing infrastructure
started primarily as a collection of sites associated with large HEP experiments such as
ATLAS, CDF, CMS, and DZero. OSG has been funded by the Department of Energy Office
of Science and National Science Foundation since 2006 to meet the US LHC community’s
computational needs. In the years since, the OSG has broadened its focus to also address
the needs of other US researchers and increased delivery of Distributed High Throughput
Computing (DHTC) to users from a wide variety of disciplines via the OSG Open Facility.
Presently, the Open Facility delivers about 100 million computing wall hours per year to
researchers who are not already associated with the owners of the computing sites; this is
primarily accomplished by harvesting and organizing the temporarily unused capacity (i.e.
opportunistic cycles) from the sites in the OSG. We present an overview of the infrastructure
developed to accomplish this from flocking architecture to harvesting opportunistic resources
to providing user support to a diverse set of researchers. We also present our experiences
since becoming a high-throughput computing service provider as part of the NSF’s XD
program. Using these methods, OSG resource providers and scientists share computing
hours with researchers in many other fields to enable their science, striving to make sure
that these computing resources are used with maximal efficiency. We believe that expanded
access to DHTC is an essential tool for scientific innovation and work continues in expanding
this service.
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Abstract ID : 443

Engineering the CernVM-FileSystem as a High
Bandwidth Distributed Filesystem for Auxiliary

Physics Data

Abstract

Fermilab has several physics experiments including NOvA, MicroBooNE, and the Dark
Energy Survey that have computing grid-based applications that need to read from a shared
set of data files. We call this type of data Auxiliary data to distinguish it from (a) Event
data which tends to be different for every job, and (b) Conditions data which tends to
be the same for each job in a batch of jobs. Conditions data also tends to be relatively
small per job (100s of Megabytes) where both Event data and Auxiliary data are larger
per job (Gigabytes), but unlike Event data, Auxiliary data comes from a limited working
set (10s to 100s of Gigabytes) of shared files. Since there is some sharing of the Auxiliary
data, it appeared at first that the CernVM-Filesystem (CVMFS) infrastructure built for
distributing software to the grid would also be the best way to distribute Auxiliary data.
However, because grid jobs tend to be started in large batches running the same code, the
software distribution use case of CVMFS has a very high cache hit ratio, so the bandwidth
requirements on the per-site http proxy caches (squids) is quite low. As a result those proxy
caches have been engineered with relatively low bandwidth, and they are easily overwhelmed
by Auxiliary data with its relatively low cache hit ratio. A new approach was needed.
We are taking advantage of a CVMFS client feature called “alien cache” to cache data on
site-local high-bandwidth data servers that were engineered for storing Event data. This
site-shared cache replaces caching CVMFS files on both the worker node local disks and on
the site-local squids. We have tested this alien cache with the dCache NFSv4.1 interface,
Lustre, and Hadoop-FS-fuse, and found that they all perform well. In addition, we use
high-bandwidth data servers at central sites to perform the CVMFS Stratum 1 function
instead of the low-bandwidth web servers deployed for the CVMFS software distribution
function. We have tested this using the dCache http interface. As a result, we have an
end-to-end high-bandwidth widely distributed caching read-only filesystem, using existing
client software already widely deployed to grid worker nodes and existing file servers already
widely installed at grid sites. Files are published in a central place and are soon available
on demand throughout the grid and cached locally on the site with a convenient POSIX
interface. This paper discusses the details of the architecture and reports performance
measurements.
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Abstract ID : 444

Advances in Distributed High Throughput
Computing for the Fabric for Frontier Experiments

Project at Fermilab

Abstract

The FabrIc for Frontier Experiments (FIFE) program is an ambitious, major-impact initiative
within the Fermilab Scientific Computing Division designed to lead the computing model
development for Fermilab experiments and external projects. FIFE is a collaborative
effort between physicists and computing professionals to provide computing solutions for
experiments of varying scale, needs, and infrastructure from all areas of Particle Physics:
from Neutrino to Collider to Astro-Particle Physics. The major focus of the FIFE project is
a single, unified high throughput computing solution for all experiments by development,
deployment, and integration of workload management system (WMS), data management
layer, and database access layer working seamlessly at sites in Open Science Grid (OSG),
commercial and community cloud providers (e.g. Amazon AWS and FermiCloud), and local
computing farms. Two development areas where FIFE has made significant progress are a job
submission system and reference data distribution. Jobsub is a redesigned scalable, reliable,
and robust tiered jobs submission system that integrates with the GlideinWMS workload
management system to run complex scientific workflows in Grids and clouds. Jobsub is
responsible for functions such as site selection via GlideinWMS, managing credentials, and
handling data transfers, with GlideinWMS responsible for provisioning computing resources.
Through the development of Alien Cache for CVMFS, the FIFE program has considerably
expanded the capabilities of CVMFS for reference data distribution. In addition to job
submission and reference data distribution, the FIFE project has also made significant
progress integrating services into experiment computing operations such as a flexible data
transfer client and access to opportunistic resources on the Open Science Grid. The progress
with current experiments and plans for expansion with additional projects will be discussed.
FIFE has taken the leading role in defining the computing model for Fermilab experiments,
aided in the design of experiments beyond Fermilab, and will continue to lead the future
direction of high throughput computing for future physics experiments world wide.
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Abstract ID : 447

Interoperating Cloud-based Virtual Farms

Abstract

The present work aims at optimizing the use of computing resources available at the grid
Italian Tier-2 sites of the ALICE experiment at CERN LHC by making them accessible to
interactive distributed analysis, thanks to modern solutions based on cloud computing. The
scalability and elasticity of the computing resources via dynamic (“on-demand”) provisioning
is essentially limited by the size of the computing site, reaching the theoretical optimum only
in the asymptotic case of infinite resources. The main challenge of the project is to overcome
this limitation by federating different sites through a distributed cloud facility. Storage
capacities of the participating sites are seen as a single federated storage area, preventing
from the need of mirroring data across them: high data access efficiency is guaranteed
by location-aware analysis software and storage interfaces, in a transparent way from an
end-user perspective. Moreover, the interactive analysis on the federated cloud reduces the
execution time with respect to grid batch jobs. The tests of the investigated solutions for
both cloud computing and distributed storage on wide area network will be presented.
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Abstract ID : 460

A virtual validation cluster for ALICE software
releases based on CernVM

Abstract

One of the most important steps of software lifecycle is Quality Assurance: this process
comprehends both automatic tests and manual reviews, and all of them must pass successfully
before the software is approved for production. Some tests, such as source code static analysis,
are executed on a single dedicated service: in High Energy Physics, a full simulation and
reconstruction chain on a distributed computing environment, backed with a sample “golden”
dataset, is also necessary for the quality sign-off. The ALICE experiment uses dedicated
and virtualized computing infrastructures for the Release Validation in order not to taint
the production environment (i.e. CVMFS and the Grid) with non-validated software and
validation jobs: the ALICE Release Validation cluster is a disposable virtual cluster appliance
based on CernVM and the Virtual Analysis Facility, capable of deploying on-demand, and
with a single command, a dedicated virtual HTCondor cluster with an automatically scalable
number of virtual workers on any cloud supporting the standard EC2 interface. Input
and output data are externally stored on EOS, and a dedicated CVMFS service is used
to provide the software to be validated. We will show how the Release Validation Cluster
deployment and disposal are completely transparent for the Release Manager, who simply
triggers the validation from the ALICE build system’s web interface. CernVM 3, based
entirely on CVMFS, permits to boot any snapshot of the operating system in time: we
will show how this allows us to certify each ALICE software release for an exact CernVM
snapshot, addressing the problem of Long Term Data Preservation by ensuring a consistent
environment for software execution and data reprocessing in the future.
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Abstract ID : 461

Lightweight scheduling of elastic analysis containers
in a competitive cloud environment: a Docked

Analysis Facility for ALICE

Abstract

During the last years, several Grid computing centers chose virtualization as a better way to
manage diverse use cases with self-consistent environments on the same bare infrastructure.
The maturity of control interfaces (such as OpenNebula and OpenStack) opened the possi-
bility to easily change the amount of resources assigned to each use case by simply turning
on and off virtual machines. Some of those private clouds use, in production, copies of the
Virtual Analysis Facility, a fully virtualized and self-contained batch analysis cluster capable
of expanding and shrinking automatically upon need: however, resources starvation occurs
frequently as expansion has to compete with other virtual machines running long-living batch
jobs. Such batch nodes cannot relinquish their resources in a timely fashion: the more jobs
they run, the longer it takes to drain them and shut off, and making one-job virtual machines
introduces a non-negligible virtualization overhead. By improving several components of the
Virtual Analysis Facility we have realized an experimental “Docked” Analysis Facility for
ALICE, which leverages containers instead of virtual machines for providing performance
and security isolation. We will present the techniques we have used to address practical
problems, such as software provisioning through CVMFS, as well as our considerations on
the maturity of containers for High Performance Computing. As the abstraction layer is
thinner, our Docked Analysis Facilities may feature a more fine-grained sizing, down to
single-job node containers: we will show how this approach will positively impact automatic
cluster resizing by deploying lightweight pilot containers instead of replacing central queue
polls.
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Abstract ID : 467

Dark Energy Survey Computing on FermiGrid

Abstract
The Dark Energy Survey (DES) uses a CCD camera installed in the Blanco telescope in
Cerro Tololo, Chile. The goal of the survey is to study the effect known as Dark Energy.
DES uses Fermigrid for nightly processing, for quality assessement of images, and for the
detection of type 1A Super Novae. Nighly processing needs to be carried out for each
of the 105 nights in a season that DES acquires data, and must be completed before
observations begin on the following night. This was seen as feasible on Fermigrid because
the requirements for memory and CPU were similar to those of HEP jobs. Fermigrid used
some HEP computing techniques – among them, the CernVM File System (CVMFS) for
storing software, and disks on the worker nodes for each job’s scratch space – that were
novel to cosmology experiments accustomed to using HPC machines.
At the same time, we learned of other compute requirements which were not well served by
the the existing model, but were still well suited to the basic approach of loosely-coupled,
high throughput computing used in HEP. We are working to support workflows with large
memory requirements, workflows that require multi-core cpus, and workflows that cache
calibration data on the worker nodes.
DES started running production on Fermigrad in August of 2014. We present how we are
addressing some notable problems with the current system, including the variable amount of
time it takes for files to be visible on worker nodes after they’re first uploaded to CVMFS,
low CPU efficiency, and jobs hanging while finishing.
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Abstract ID : 477

High performance data analysis via coordinated
caches

Abstract
With the second run period of the LHC, high energy physics collaborations will have to face
increasing computing infrastructural needs. Opportunistic resources are expected to absorb
many computationally expensive tasks, such as Monte Carlo event simulation. This leaves
dedicated HEP infrastructure with an increased load of analysis tasks that in turn will need
to process an increased volume of data. In addition to storage capacities, a key factor for
future computing infrastructure is therefore input bandwidth available per core.
Modern data analysis infrastructure relies on one of two paradigms: data is kept on dedicated
storage and accessed via network or distributed over all compute nodes and accessed locally.
Dedicated storage allows data volume to grow independently of processing capacities, whereas
local access allows processing capacities to scale linearly. However, with the growing data
volume and processing requirements, HEP will require both of these features.
For enabling adequate user analyses in the future, the KIT CMS group is merging both
paradigms: High-throughput data is spread over a local disk layer on compute nodes,
while any data is available from an arbitrarily sized background storage. This concept is
implemented as a pool of distributed caches, which are loosely coordinated by a central
service. A Tier 3 prototype cluster is currently being set up for performant user analyses of
both local and remote data.
The contribution will discuss the current topology of computing resources available for HEP
user analyses. Based on this, an overview on the KIT CMS analysis cluster design and
implementation is presented. Finally, operational experience in terms of performance and
reliability is presented.

Primary author(s) : FISCHER, Max (KIT - Karlsruhe Institute of Technology (DE)); KUHN,
Eileen (KIT - Karlsruhe Institute of Technology (DE)); METZLAFF, Christian (KIT - Karlsruhe
Institute of Technology (DE))

Co-author(s) : QUAST, Gunter (KIT - Karlsruhe Institute of Technology (DE)); HAUTH,
Thomas (CERN); GIFFELS, Manuel (KIT - Karlsruhe Institute of Technology (DE)); JUNG,
Christopher (KIT - Karlsruhe Institute of Technology (DE))

Presenter(s) : FISCHER, Max (KIT - Karlsruhe Institute of Technology (DE))

Track Classification : A05 Data analysis; A06 Data stores; A11 Computing models; T04
Data handling/access; T06 Storage systems; T07 Computing facilities and infrastructures;
T17 High performance computing
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by FISCHER, Max on Saturday 25 October 2014

December 6, 2014 Page 107



21st Internatio� . . . / Report of Abstracts Active job monitoring in pilots

Abstract ID : 490

Active job monitoring in pilots

Abstract
Recent developments in high energy physics (HEP) including multi-core jobs and multi-core
pilots require data centres to gain a deep understanding of the system to correctly design and
upgrade computing clusters. Especially networking is a critical component as the increased
usage of data federations relies on WAN connectivity and availability as a fallback to access
data. The specific demands of different experiments and communities, but also the need for
identification of misbehaving batch jobs requires an active monitoring.
Existing monitoring tools are not capable of measuring fine-grained information at batch job
level. This complicates network-specific scheduling and optimisations. In addition, pilots
add another layer of abstraction. They behave like batch systems themselves by managing
and executing payloads of jobs internally. As the original batch system has no access to
internal information about the scheduling process inside the pilots, there is an unpredictable
number of jobs being executed. Therefore, the comparability of jobs and pilots cannot be
ensured to predict runtime behaviour or network performance. Hence, the identification of
the actual payload is of interest.
At the GridKa Tier 1 centre a specific monitoring tool is in use, that allows the monitoring
of network traffic information at batch job level. A first analysis using machine learning
algorithms showed the relevance of the measured data, but indicated a possible improvement
by subdividing pilots into separate jobs.
This contribution will present the current monitoring approach and will discuss recent efforts
and importance to identify pilots and their substructures inside the batch system. It will
also show how to determine monitoring data of specific jobs from identified pilots. Finally,
the approach is evaluated and adapted to the former analysis and the results are presented.
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Abstract ID : 491

Getting prepared for the LHC Run2: the PIC Tier-1
case

Abstract
The LHC experiments will collect unprecedented data volumes in the next Physics run, with
high pile-up collisions resulting in events which require a more complex processing. The
collaborations have been asked to update their Computing Models to optimize the use of the
available resources in order to cope with the Run2 conditions, in the midst of widespread
funding restrictions. The changes in computing for Run2 represent significant efforts for
the collaboration, as well as significant repercussions on how the WLCG sites are built and
operated.
This contribution focuses on how these changes have been implemented and integrated
in the Spanish WLCG Tier-1 center at Port d’Informació Científica (PIC), which serves
ATLAS, CMS and LHCb experiments. The approach to adapt a multi-VO site to the new
requirements while maintaining top reliability levels for all the experiments, is described. The
main activities covered in this contribution include setting up dCache disk-only pools together
with access via HTTP/XrootD protocols to expose the most demanded data; enabling end
user analysis at the center; efficient integration of multi-core job handling in the site batch
system and scheduler by means of the dynamic allocation of computing nodes; implementation
of dynamic high memory queues; simplification, automation and virtualization of services
deployment; and setting up a dCache test environment to assess the storage management
readiness against experiment workflows. In addition, innovative free-cooling techniques along
with a modulation of computing power versus electricity costs have been implemented,
achieving a significant reduction of the electricity costs of our infrastructure.
The work has been done to reduce the operational and maintenance costs of the Spanish
Tier-1 center, in agreement with the expectations from WLCG. With the state of the
optimizations currently being implemented and the work foreseen during the coming years
to further improve the effectiveness of the use of the provided resources, it is expected that
the resources deployed in WLCG will approximately double by the end of Run2. All of
the implementations done in PIC are flexible enough to rapidly evolve following changing
technologies.
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Abstract ID : 495

A Grid and cloud computing farm exploiting
HTCondor

Abstract

This work presents the result of several tests that demonstrate the capabilities of HTCondor
as batch system for a big computing farm serving both LHC use cases and others scientists.
The HTCondor testbed hosted at INFN-Bari is made of about 300 nodes and 15’000 CPU
slots, and meant to sustain about 50’000 job in the queue. The computing farm is used
both from Grid users of many VOs (HEP, Bioinformatics, Astrophysics, etc) and from local
users, that come from complete different environments: meteorologists, HEP, bioinformatics,
humanities, computational chemistry, remote sensing, statistics, etc. These very different
use-cases express a wide range of requirements to the batch system. For instance, the batch
system must address both a huge number of very fast jobs and very large MPI based multi-
CPU jobs. The HTCondor configuration tuned in the test aims to allow several scheduling
functionalities: Hierarchical FairShare, Quality of Service, priority on users, priority on
group, limit on the number of jobs per user/group/queue, job age scheduling, job size
scheduling, “consumable resources” scheduling. Also it has been tested the ability to manage
different job types: serial job, MPI job, multi-thread jobs, interactive jobs, whole node jobs.
HTCondor has been tested as well on a HPC Cluster with GPU card and Low Latency
Infiniband connection, connected to the standard HTC farm at the same time. Another
point of interest is the High Availability configuration for the master node. This possibility
is indeed very useful in order to let the cluster working also in case of hardware failure of
the server hosting the batch system. Other interesting features involved in our tests are:
capabilities of using ACLs on resources in general; capabilities to deal with the pre-execution
and post-execution script, capabilities of Condor_rooster to manage the start-up the worker
node as soon as there are job waiting in the queue, and to shutdown them as soon as they
are not needed anymore. A very new item is also instantiating computational resources
in a cloud environment. We have developed a plug-in that is able to request the needed
resources to our OpenStack local facility, choosing the right image and the flavour that
fulfills the user requirements expressed with the ClassAD in the jobs. In this way there
is the possibility to support the computational user requests exploiting cloud resources,
and this will help the site admin to efficiently and dynamically share resources, among
different use-cases (batch jobs, Cloud applications, etc), exploiting the flexibility of a Cloud
Computing infrastructure. Finally, results will be shown in terms of performances achieved
in job submission/scheduled/executed, configuration available and behaviour in terms of
scheduling features, best practices on how to configure the batch master for High Availability.
The work will also provide the results in terms of stress tests for the configuration of the
CREAM Computing Element when exploiting the HTCondor cluster. Hence, this work
summarizes the capabilities of HTCondor when supporting a big computing farm made up
of diverse computational resources (Grid, Local HTC Cluster and Cloud Computing).
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Abstract ID : 498

Architecture of a new data taking and analysis
infrastructure and services for the next generation

detectors of Petra3 at DESY

Abstract
Data taking and analysis infrastructures in HEP have evolved during many years to a well
known problem domain. In contrast to HEP, third generations synchrotron light sources,
existing and upcoming free electron laser are confronted an explosion in data rates which is
primarily driven by recent developments in 2D pixel array detectors. The next generation
will produce data in the region upwards of 50 Gbytes per second. At synchrotrons, data
was traditionally taken away by users following data taking using portable media. This will
clearly not scale at all.
We present first experiences of our new architecture and services underlying by results taken
from the resumption of data taking in March 2015. Technology choices were undertaking
over a period of twelve month. The work involved a close collaboration between central IT,
beamline controls, and beamline support staff. In addition a cooperation was established
between DESY IT and IBM to include industrial research and development experience and
skills.
In technological terms the next generation detectors exceeds current generations in order
of magnitudes by data volume, -rate as well as complexity at an exponential growth. We
are challenging unpredictable data access demands, computing platform and OS version
integration (i.e. Windows), but still requiring acceptable bandwidth for DAQ rate at the
final storage system.
Our approach integrates HPC technologies for storage systems and protocols. In particular,
our solution uses a single filesystem instance with a multiple protocol access, while operating
within a single namespace - ubiquitous NFS & SMB access to same repository. We are
targeting a system supporting distributed parity, decent erasure codes - to allow very fast
rebuilds and a high availability level for the capacity disk based resources, multiple cluster,
asynchronous file replication, high speed networking - Infiniband FDR & 10/40GE Ethernets,
storage class memory (SSD & FlashDIMM) to run the high IOPS burst buffering layer
within the architecture.

Primary author(s) : STRUTZ, Marco (DESY); APLIN, Steven (DESY); Mr. GASTHUBER,
Martin (DESY)

Co-author(s) : Mr. DIETRICH, Stefan (DESY); LEWENDEL, Birgit (Deutsches Elek-
tronen-Synchrotron (DE)); Mr. ENSSLIN, Uwe (DESY); GUELZOW, Volker (Deutsches
Elektronen-Synchrotron (DE)); Mrs. KUHN, Manuela (DESY)

Presenter(s) : STRUTZ, Marco (DESY)

Track Classification : A06 Data stores; A08 Middleware and services for production-quality
infrastructures; A10 Multi-discipline / multi-experiment topic; T04 Data handling/access;
T06 Storage systems; T07 Computing facilities and infrastructures; T17 High performance
computing
Contribution Type : oral presentation

December 6, 2014 Page 113



21st Internatio� . . . / Report of Abstracts Architecture of a new data taki� . . .

Track Status: SUBMITTED

Submitted by STRUTZ, Marco on Saturday 25 October 2014

December 6, 2014 Page 114



21st Internatio� . . . / Report of Abstracts Designing Computing System . . .

Abstract ID : 499

Designing Computing System Architecture and
Models for the HL-LHC era

Abstract
The global distributed computing system (WLCG) used by the Large Hadron Collider (LHC)
is evolving. The treatment of wide-area-networking (WAN) as a scarce resource that needs
to be strictly managed is far less necessary that originally foreseen. Static data placement
and replication, intended to limit interdependencies among computing centers, is giving
way to global data federations building on computing centers whose maturity has increased
significantly over the past decade. Different modalities for provisioning resources, including
commercial clouds, will coexist with computing centers in our labs and universities. Compute
resources may increasingly be shared between HEP and other fields.
By necessity today’s computing system is evolving in an adiabatic fashion due to the need to
support the next LHC run. In the medium and long term, however, a number of questions
arise regarding the appropriate system architecture, for example: What ratio of storage to
compute capabilities will be needed? How should storage be deployed geographically to
maximally exploit owned, opportunistic and cloud distributed compute capabilities? What
is the right mix of placement, WAN reads, and automated caching to optimize performance?
How will the reliability and scalability of the system be impacted by these choices? Can
different computing models or computation techniques (map reduce, etc.) be deployed more
easily with different system architectures?
In this presentation we report results from our work to simulate future distributed computing
system architectures and computing models to answer these questions. When possible we
also report our efforts to validate this simulation using today’s computing system.
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Abstract ID : 500

Building a Tier-3 Based on ARMv8 64-bit
Server-on-Chip for the WLCG

Abstract
Deploying the Worldwide LHC Computing Grid (WLCG) was greatly facilitated by the
convergence, around the year 2000, on Linux and commodity x86 processors as a standard
scientific computing platform. This homogeneity enabled a relatively simple “build once,
run anywhere” model for applications. A number of factors are now driving interest in
alternative platforms. Power limitations at the level of individual processors, and in aggregate
in computer centers, place greater emphasis on power efficiency issues. The rise of mobile
computing, based primarily on ARM processors with a different intellectual property model,
has also created interest in ARM as an potential general purpose architecture for the server
market.
We report our experience building a demonstrator Grid cluster using systems with ARMv8
64-bit processors, capable of running production-style workflows. We present what we have
learned regarding the use of both application and Open Science Grid (OSG) software on
ARMv8 64-bit processors, as well as issues related to the need to manage heterogeneous
mixes of x86_64 and ARMv8 64-bit processors in a Grid environment. We also report the
hardware experience we have gained while building the cluster.
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Abstract ID : 505

Exploiting heterogeneity on the Grid for fun and
profit

Abstract
In recent years large scientific projects such as the Large Hadron Collider (LHC) have
developed extensive distributed computing systems, involving many computer centers around
the globe. At first glance the resulting computing platform appears to be based on a
homogeneous deployment of Linux on commodity x86 processors. In practice, however, many
generations of processors are deployed in the computing centers, typically corresponding to 4
or 5 years worth of purchases. Depending on where an application is run and details of what
it is doing, it will see some variation in achievable compute performance stemming directly
from the processor heterogeneity. In the future, this heterogeneity will increase significantly.
Due to power density limitations in processors, alternate processor architectures are now
being considered, including low power cores (ARM, ATOM) and specialized coprocessors
(GPUs, Xeon Phi). If the distributed computing system evolves to include clusters with
alternate technologies, the resulting heterogeneity will mean that both the performance and
the performance/Watt achievable by any given application will vary significantly.
This heterogeneity and the resulting variations in application performance and energy
efficiency can in principle provide information usable for job scheduling to improve net
throughput or to reduce power consumption or cost. We report our studies into potential
performance and power efficiency/cost gains resulting for inclusion of this kind of information
in scheduling choices.
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Abstract ID : 525

DataBase on Demand : insight how to build your
own DBaaS

Abstract

Inspired on different database as a service, DBaas, providers, the database group at CERN
has developed a platform to allow CERN user community to run a database instance with
database administrator privileges providing a full toolkit that allows the instance owner to
perform backup/ point in time recoveries, monitoring specific database metrics, start/stop of
the instance and uploading/downloading specific logging or configuration files. With about
150 instances Oracle (11g and 12c), MySQL and PostgreSQL the platform has been designed
and proofed to be flexible to run different RDBMS vendors and to scale up. Initially running
on virtual machines, OracleVM, the instances are represented as objects in the management
database toolset, making it independent of its physical representation. Nowadays instances
run on physical servers together with virtual machines. A high availability solution has
been implemented using Oracle cluster ware. This talk explains how we have built this
platform, different technologies involved, actual user interface, command execution based
on a database queue, backups based on snapshots, and possible future evolution (Linux
containers, storage replication, OpenStack, Puppet,. . . ).
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Monitoring cloud-based infrastructures

Abstract

INFN-Bari is involved in PRISMA and RECAS, two national projects aiming respectively
at setting up an OpenStack-based cloud infrastructure for the public administration and
the scientific data analysis, and upgrading the computing resources to a new T1-sized
infrastructure. As Bari is also a T2 for the CMS and Alice experiments, setting up the
cloud resources so that they can be used for high energy physics is one of the main goals:
the PaaS+IaaS platform provided by PRISMA will be installed on the RECAS resources
at the beginning of 2015, providing about 2000 cores of additional resources to play as
regular worker nodes. It is fundamental to rethink all the monitoring infrastructure, to
get a new elastic, scalable and automatic setup. In this work a new setup for monitoring
the cloud resources will be shown: in particular, it allows to know the availability of the
underlying IaaS infrastructure and the status of all the IaaS/PaaS services running on the
OpenStack tesbed during the whole life of each virtual machine. Also, it is possible to get
the history of all the sensors related to the infrastructure, together with graphs. Finally,
users are provided with “monitoring as a Service” features: they can instanciate a service
they wish together with a machine monitoring the service itself and showing its status to the
user. The monitoring infrastructure is based on Zabbix, a powerful and flexible monitoring
tool, together with OpenStack itself providing Ceilometer and APIs. It will be shown also
how Zabbix serves the monitoring purposes of the whole remaining farm, basically set up
with a classic batch system, cluster file system and grid middleware. All the nodes have
sensors monitoring the services they run; also the network infrastructure is monitored against
topological loops, high rates of packet collisions, generic unavailability. As the network
topology is known in advance, we cross the information coming from the monitoring tools to
build a dynamic map of the whole farm: if a machine is moved, the dynamic map moves
the server as well after some time. Thanks to this new design, monitoring definitely helps
the system administrator in providing stable services even when dealing with a new big
infrastructure and new services.
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Monitoring Evolution at CERN

Abstract
Over the past two years, the operation of the CERN Data Centres went through significant
changes with the introduction of new mechanisms for hardware procurement, new services
for cloud infrastructure and configuration management, among other improvements. These
changes resulted in an increase of resources being operated in a more dynamic environment.
Today, the CERN Data Centres provide over 11000 multi-core processor servers, 130 PB
disk servers, 100 PB tape robots, and 150 high performance tape drives.
To cope with these developments, an evolution of the data centre monitoring tools was also
required. This modernisation was based on a number of guiding rules: sustain the increase
of resources, adapt to the new dynamic nature of the data centres, make monitoring data
easier to share, give more flexibility to Service Managers on how they publish and consume
monitoring metrics and logs, establish a common repository of monitoring data, optimize the
handling of monitoring notifications, and replace the previous toolset by new open source
technologies with large adoption and community support.
This talk will explain how these improvements were delivered, present the architecture
and technologies of the new monitoring tools, and review the experience of its production
deployment.
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