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Abstract ID : 8

Modular and scalable RESTful API to sustain STAR
collaboration’s record keeping

Abstract
STAR collaboration’s record system is a collection of heterogeneous and sparse information
associated to each members and institutions. In its original incarnation, only flat information
were stored revealing many restrictions such as the lack of historical change information, the
inability to keep track of members leaving and re-joining or the ability to easily extend the
saved information as new requirements appear.
In mid-2013, a new project was launched covering for an extensive set of revisited requirements.
The requirements led us to a design based on a RESTful API, back-end storage engine
relying on key/value pair data representation model coupled with a tiered architecture design.
This design was motivated by the fact that unifying many STAR tools, relying on the same
business logic and storage engine, was a key and central feature for the maintainability
of records. This central service API would leave no ambiguities and provide easy service
integration between STAR tools.
The new design stores the changes in records dynamically and allows tracking the changes
chronologically. The storage engine is extensible as new field of information emerges (member
specific or general) without affecting the presentation or the business logic layers. The
new record system features a convenient administrative interface, fuzzy algorithms for data
entry and search and provides basic statistics and graphs. Finally, this modular approach
is supplemented with access control, allowing sensitive information and administrative
operations away from public users.
In this contribution, we will review the requirements, present our design and its benefits as
well as illustrate the power of the approach using practical examples for record keeping in a
large collaboration like STAR.
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Abstract ID : 17

Performance evaluation of the ATLAS IBL
Calibration

Abstract
With the installation of the Insertable B-Layer in 2014 the Pixel Detector of the ATLAS
experiment has been extended by about 12 million pixels. Scanning and tuning procedures
have been implemented by employing newly designed read-out hardware which is now able to
support the full detector bandwidth even for calibration. The hardware is supported by an
embedded software stack running on the read-out boards. Compute-intensive operations that
are necessary during the calibration process are performed on a small cluster of commodity
servers, which are included in the ATLAS TDAQ framework. In order to exploit the
potential of this heterogenious data processing architecture to significantly speed-up detector
calibration, timing and performance of the various software components is critical.
We present a timing model including the hardware and software components and procedures
that are involved in the calibration process. By instrumenting these components at critical
locations we are then able to accurately evaluate the timing of a calibration scan, analyze
the performance, and eventually locate and eliminate bottlenecks in the chain.
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Abstract ID : 27

Optimizing the transport layer of the ALFA
framework for the Intel Xeon Phi co-processor

Abstract
ALFA is the common framework of the next generation software for ALICE and FAIR high
energy physics experiments. It supports both offline and online processing which includes
ALICE DAQ/HLT/Offline and the FairRoot project. The framework is designed based on a
data-flow model with message-oriented middleware (MOM) serving as a transport layer. By
using multiple data-flows concurrently it facilitates parallel processing which maps naturally
to emerging multi-core and many-core computing architectures.
With the introduction of the Intel Xeon Phi co-processor in the industry it is interesting
to investigate whether it can be used by ALFA to increase the processing efficiency. The
co-processor can be used in three main computing modes. These are offload in which portions
of code are accelerated on the device, native where the full program is executed on the device
and symmetric where complete tasks are executed on the device and the host processor. For
acceleration via offloading there are many competitive platforms such as GPUs and FPGAs.
Although Xeon Phi can be used as an accelerator, it is particularly interesting to investigate
the possibility of utilizing the co-processor in the symmetric mode of operation. Since it
is x86_64 compatible it is possible to port complete task processes to the device and take
advantage of the manycore architecture. It is also worth noting that the next generation of
the Xeon Phi codenamed Knights Landing (KNL) will be manufactured in a socket variant
as well. The research of using the co-processor as an independent node as opposed to just
an offload accelerator can serve as a preliminary study for the future KNL servers.
The software components ported to the device will be connected with the rest of the system
via the transport layer therefore there is strong motivation to optimize it for Xeon Phi. The
metrics against which it is optimized are throughput, latency and energy consumption,
with throughput being the primary target. The two core MOM technologies of choice for
ALFA are ZeroMQ and NanoMSG. The out-of-the box versions of these libraries use primarily
TCP as the transport protocol which is known to provide limited performance on Xeon Phi
in terms of data transfer throughput. In this effort these libraries are extended with support
for SCIF, the Xeon Phi native transport protocol over PCIe and additionally with the
Co-processor Communication Link (CCL), an RDMA technology used for efficient internode
communication. By introducing these extensions we will demonstrate improvements in the
data transfer performance by collecting performance monitoring results both in isolation
with micro-benchmarks and integrated in the ALFA framework with the respective transport
layer benchmark. A successful completion of the optimizations of the transport layer will
improve the performance of NanoMSG and ZeroMQ on Xeon Phi. This achievement will
potentially make this architecture a viable choice for certain use cases for ALFA which will
further enrich its heterogeneous computing capabilities.
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ATLAS Jet Trigger Performance in LHC Run I and
Initial Run II Results

Abstract
The immense rate of proton-proton collisions at the Large Hadron Collider (LHC) must be
reduced from the nominal bunch-crossing rate of 40 MHz to approximately 1 kHz before the
data can be written on disk offline. The ATLAS Trigger System performs real-time selection
of these events in order to achieve this reduction. Dedicated selection of events containing
jets is uniquely challenging at a hadron collider where nearly every event contains significant
hadronic energy.
Following the very successful first LHC run from 2010 to 2012, the ATLAS Trigger was
much improved, including a new hardware topological module and a restructured High
Level Trigger system, merging two previous software-based processing levels. This allowed
the optimization of resources and a much greater re-use of the precise but costly offline
software base. After summarising the overall performance of the jet trigger during the first
LHC run, the software design choices and use of the topological module will be reviewed.
The expected performance of jet trigger for the second LHC run, to start in 2015, will be
described together with the available commissioning measurements from early data taking.
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Upgrade of the ATLAS Control and Configuration
Software for Run 2

Abstract

The ATLAS data acquisition (DAQ) system is controlled and configured via a software
infrastructure that takes care of coherently orchestrating the data taking. While the overall
architecture, established at the end of the 90’s, has proven to be solid and flexible, many
software components have undergone a complete redesign or re-implementation in 2013/2014
in order to fold-in the additional requirements that appeared in the course of LHC’s Run
1, to profit from new technologies and to re-factorise and cleanup software. This paper
describes the approach that was taken to plan, organise and carry out this software upgrade
project. It highlights the main technical choices that have guided the overall work, describes
the major achievements and outlines how the control and configuration software may be
further improved or re-shaped in the future.
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Abstract ID : 56

ALDIRAC, a commercial extension to DIRAC

Abstract
We provide a report on ALDIRAC, the first DIRAC extension for a commercial application.
DIRAC is a complete distributed computing solution, initially implemented for the LHCb
experiment but now used by a wider community. The ALDIRAC extension is designed for
the Alpes Lasers SA company in Neuchatel, Switzerland, to perform the simulation of the
properties of Quantum Cascade Lasers on a Cloud system, namely Amazon EC2.
In this report, we will demonstrate that DIRAC is well suited to be used as a commercial
solution. We will put an emphasis on the software developments required to use it in such
a context. In particular, the resources used will be detailed. Moreover, as the Intellectual
Property is an essential aspect of the business, a special treatment of the simulation software
installation was implemented. Additional developments were necessary: due to the limited
in-house computing resources, in particular network bandwidth, a system was designed to
automatically deploy a complete DIRAC server on Amazon EC2 based on external signals.
The machines provided by Amazon EC2 give the ability to quickly scale up and down the
capabilities of the service. We will show the challenges faced and the solutions provided to
allow agility with controlled costs. Finally the chosen data model will be presented: it is
based on a postgresql database, where the every simulation result is stored individually. A
set of meta data is used to select interesting simulation results.
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Abstract ID : 68

The new ALICE DQM client: a web access to
ROOT-based objects

Abstract
A Large Ion Collider Experiment (ALICE) is the heavy-ion detector designed to study the
physics of strongly interacting matter and the quark-gluon plasma at the CERN Large
Hadron Collider (LHC). The online Data Quality Monitoring (DQM) plays an essential
role in the experiment operation by providing shifters with immediate feedback on the data
being recorded in order to quickly identify and overcome problems.
An immediate access to the DQM results is needed not only by shifters in the control room
but also by detector experts worldwide. As a consequence, a new web application has been
developed to dynamically display and manipulate the ROOT-based objects produced by the
DQM system in a flexible and user friendly interface.
This paper describes the architecture and design of the tool, its main features and the
technologies that were used, both on the server and the client side. In particular, we detail
how we took advantage of the most recent ROOT JavaScript I/O and web server library to
give interactive access to ROOT objects stored in a database. We describe as well the use of
modern web techniques and packages such as AJAX, DHTMLX and Jquery, which has been
instrumental in the successful implementation of a reactive and efficient application.
We finally present the performance of this application under normal and peak load and how
code quality was ensured. We conclude with a roadmap for future technical and functional
developments.
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A New Event Builder for CMS Run II

Abstract

The data acquisition system (DAQ) of the CMS experiment at the CERN Large Hadron
Collider (LHC) assembles events at a rate of 100 kHz, transporting event data at an
aggregate throughput of 100 GB/s to the high-level trigger (HLT) farm. The DAQ system
has been redesigned during the LHC shutdown in 2013/14. The new DAQ architecture
is based on state-of-the-art network technologies for the event building. For the data
concentration, 10/40 Gb/s Ethernet technologies are used together with a reduced TCP/IP
protocol implemented in FPGA for a reliable transport between custom electronics and
commercial computing hardware. A 56 Gb/s Infiniband FDR CLOS network has been chosen
for the event builder with a throughput of 4 Tb/s. This paper will discuss the software
design, protocols and optimizations for exploiting the hardware capabilities. We will present
performance measurements from small-scale prototypes and from the full-scale production
system.
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Abstract ID : 72

Towards a 21st Century Telephone Exchange at
CERN

Abstract

The advent of mobile telephony and VoIP has significantly impacted the traditional telephone
exchange industry—to such an extent that private branch exchanges are likely to disappear
completely in the near future. For large organisations, such as CERN, it is important to be
able to smooth this transition by implementing new voice platforms that can protect past
investments and the flexibility needed to securely interconnect emerging VoIP solutions and
forthcoming developments such as VoLTE. We present the results of ongoing studies and
tests at CERN of the latest technologies in this area.
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Software for implementing trigger algorithms on the
upgraded CMS Global Trigger System

Abstract
The Global Trigger is the final step of the CMS level-1 trigger and implements a trigger
menu, a set of selection requirements applied to the final list of objects from calorimeter and
muon triggers to meet the physics objectives. The conditions for trigger object selection,
with possible topological requirements on multi-object triggers, are combined by simple
combinatorial logic (AND-OR-NOT) to form the algorithms. The most basic algorithms
consist of applying ET or pT threshold to single objects. The present Global Trigger is
comprised of several VME modules with FPGAs.
When the LHC resumes its operation in 2015, the collision-energy will be increased from 8
TeV to 13 TeV, with the luminosity expected to go up from 0.75 x 1034 cm−2s−1 to 2 x 1034

cm−2s−1. These operating environments will provide new challenges for the CMS trigger
system. The CMS level-1 trigger system will be upgraded to improve its performance for
selecting interesting physics events and to operate within the predefined data-acquisition
rate.
Together with the upgrade of other level-1 trigger systems, the Global Trigger will be
re-implemented on modern FPGAs on an Advanced Mezzanine Card in MicroTCA crate.
The upgraded system will benefit from the ability to process complex algorithms with DSP
slices and increased processing resources with optical links running at 10 Gbit/s, enabling
more algorithms at a time than previously possible and allowing CMS to be more flexible
in how it handles the trigger bandwidth. CMS also will be able to match different objects,
e.g. muons with jets, with higher resolution and efficiency and be able to calculate more
sophisticated quantities such as the mass of a pair of objects. In 2015, CMS plans to keep the
present triggers running and commission the new ones simultaneously. Detailed comparisons
will be performed between both to test everything from technical implementation to whether
the new triggers perform better, before the older system will be turned off.
A software for handling trigger menu implementation on the present system is strongly
coupled with the current hardware design. In order to handle the increased complexity of
the trigger menu implemented on the upgraded Global Trigger, a set of new software has
been developed. The software allows a physicist to define a menu with analysis-like triggers
using intuitive user interface. The menu is then realised on FPGAs with further software
processing, instantiating predefined firmware blocks. The menu plays a central role in trigger
selection and is shared by the second level trigger, known as the High Level Trigger as well
as a trigger emulating software in an offline software environment. The menu information is
stored in either an XML file or in a database for sharing information with other systems.
The design and implementation of the software for preparing a menu for the upgraded CMS
Global Trigger system will be presented.
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Abstract ID : 90

Evaluation of the flow-based programming (FBP)
paradigm as an alternative to standard programming
practices in physics data processing applications

Abstract

The majority of developed physics data processing applications (PDP) are single, sequential
processes that start at a point in time, and advance one step at a time until they are finished.
In the current era of cloud computing and multi-core hardware architectures this approach
has noticeable limitations. In this paper we present a detailed evaluation of the FBP-based
Clas12 event reconstruction program that was deployed and operated both in cloud and in
batch processing environments. We demonstrate the programming methodology and discuss
some of the issues and optimizations affecting performance. We will also discuss our choice
of using the Petri-Net process modeling formalism for the representation of the Clas12 PDP
application building blocks which exhibit concurrency, parallelism, and synchronization.
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Abstract ID : 93

SWATCH: common control SW for the uTCA-based
upgraded CMS L1 Trigger

Abstract
The CMS (Compact Muon Solenoid) L1 (Level-1) Trigger electronics are composed of a
large number of different cards based on the VMEBus standard. The majority of the system
is being replaced to adapt the trigger to the higher collision rates the LHC will deliver after
the LS1 (Long Shutdown 1), the first phase on the CMS upgrade program. As a consequence,
the software that controls, monitors and tests the hardware will need to be re-written.
The upgraded trigger will consist of a set of general purpose boards of similar technology
that follow the uTCA specification, thus resulting in a more homogeneous system. A great
effort has been made to identify the common firmware blocks and components shared across
different cards, regardless of the role they play within the trigger data path. A similar line of
work has been followed in order to identify all possible common functionalities in the control
software, as well as in the database where the hardware initialisation and configuration data
are stored. This will not only increase the homogeneity on the software and database sides,
but it will also reduce the manpower needed to accommodate the online SW to the changes
on hardware. Due to the fact that the upgrade will take place in different stages, it has been
taken into consideration that these new components had to be integrated in the current SW
framework.
This paper presents the design of the control SW and configuration database for the upgraded
L1 Trigger.
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Abstract ID : 98

The PandaRoot Software and Message Queues

Abstract

Panda is one of the main experiments at the future FAIR facility at Darmstadt, featuring
antiproton induced reactions for beam momenta of 1.5-15 GeV/c. The PandaRoot software
provides detector simulations, reconstruction as well as physics analysis. It is based on
the FairRoot framework, developed at GSI, employing standard software for high energy
physics such as ROOT and Virtual Monte-Carlo as well as highly efficient data transport
via message queues. In preparation for data taking and reconstruction at high interaction
rates up to 20 MHz without a dedicated hardware trigger the software is being redesigned to
run on a continuous stream of data with message queues, recently introduced in FairRoot,
instead of the common linear processing chain approach. Efficient online reconstruction as
well as software triggering on physics regions of interest are being developed to sufficiently
reduce the background level sufficiently to store the data for in-depth offline reconstruction
and analysis. This contribution will give an overview on PandaRoot, recent developments
and the perspective to the future with a focus on the new message queue scheme.
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Abstract ID : 117

The Bayesian analysis toolkit: version 1.0 and
beyond

Abstract

The Bayesian analysis toolkit (BAT) is a C++ package centered around Markov-chain
Monte Carlo sampling. It is used in analyses of various particle-physics experiments such as
ATLAS and Gerda. The software has matured over the last few years to a version 1.0. We
will summarize the lessons learned and report on the current developments of a complete
redesign targeting multicore and multiprocessor architectures and supporting many more
sampling algorithms both built-in and user-supplied.
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Abstract ID : 121

Developments and applications of DAQ framework
DABC v2

Abstract
The Data Acquisition Backbone Core (DABC ) is a C++ software framework that can
implement and run various data acquisition solutions on Linux platforms. In 2013 version 2
of DABC has been released with several improvements. These developments have taken into
account lots of practical experiences of DABC v1 with detector test beams and laboratory
set-ups since first release in 2009. The plug-in interfaces for user code implementation, and
configuration procedures have been simplified. Internally the framework has been enhanced
by means of smart references and object cleanup mechanisms. Moreover, for monitoring and
control a http web server, or a proprietary command channel access have been provided.
In May and August 2014, DABC v2 was applied for production data taking of the HADES
collaboration’s pion beam time at GSI. It replaced the functionality of the established
HADES event builder software hadaq, receiving frontend data via multiple Gigabit UDP
streams, combining them, and storing them to RFIO tape and local disks. DABC was
transparently integrated to the existing HADES DAQ environment, and the EPICS based
control system. Additionally, the HADES quality monitoring process was fed online with
data samples by a DABC “streamserver” socket instead of reading intermediate disk files,
improving reaction time and stability. A maximum of 16 eventbuider processes on 4 Linux
server machines were processing data of 32 subevent inputs. Each of the eventbuilder
processes could be configured to run either dabc or hadaq software. In the first beamtime
block just one single quality monitoring node was replaced by dabc; finally in August
eventbuilding was completely handled by DABC.
GSI standard DAQ systems often use PCIe boards PEXOR/KINPEX that receive data
via optical gosip protocol from various front-end hardware. For DABC v2 corresponding
plug-ins and drivers have been developed to handle reading out such systems on Linux
platform. Functionalities of the previous DAQ solution with the established multi-platform
framework MBS have been re-implemented with DABC v2 and were compared with the
same hardware against MBS.
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Abstract ID : 134

Physics Validation: Challenges of the ATLAS Monte
Carlo Production during Run-I and Beyond (LS1 and

Run-2)

Abstract

In Run 1 physics validation in ATLAS involved a lot of person power due to a historically
grown code base. Each combined performance group had its own approach of producing
plots, relied on different input formats and virtually no shared know-how existed. With
the advent of Run 2 and the introduction of ATLAS’ new unified analysis data format
(xAOD) the structure of the physics validation was revised and reshaped into a centrally
executable framework to which the individual groups contribute analysis modules. The
result is a faster, automated validation process utilising less person power and computing
resources e.g. the validation code is now run by 2 people instead of one person per physics
group. Furthermore a common code structure was introduced easing both the development
and maintenance process as well as enabling a knowledge transfer between the groups. In
the presentation we will revisit the validation code of Run 1 to point out issues that were
encountered and will show how they we addressed them.
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Abstract ID : 148

Status and future evolution of the ATLAS offline
software

Abstract

The talk will give a summary of the broad spectrum of software upgrade projects to prepare
ATLAS for the challenges of the soon coming LHC Run-2. Those projects include the
reduction of the CPU required for reconstruction by a factor 3 compared to 2012, which
was required to meet the challenges of the expected increase in pileup and the higher data
taking rate of up to 1 kHz. As well, the new Integrated Simulation Framework (ISF) has
been put into production. By far the most ambitious project is the implementation of a
completely new Analysis Model, based on a new ROOT readable reconstruction format
xAOD, a reduction framework based on the train model to centrally produce skimmed data
samples and an analysis framework. The Data Challenge 2014 has been a first large scale
test of most of the foreseen software upgrades. At the end of the talk an overview will be
given of future software projects and plans that will lead up to the coming Long Shutdown
2 as the next major ATLAS software upgrade phase.
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Abstract ID : 167

An object-oriented approach to generating highly
configurable Web interfaces for the ATLAS

experiment

Abstract

In order to manage a heterogeneous and worldwide collaboration, the ATLAS experiment
developed web systems that range from supporting the process of publishing scientific papers
to monitoring equipment radiation levels. These systems are vastly supported by Glance, a
technology that was set forward in 2004 to create an abstraction layer on top of different
databases; it automatically recognizes their modelling and generates web search interfaces.
Fence (Front ENd ENgine for glaNCE) assembles classes to build applications by making
extensive use of configuration files. It produces templates of the core JSON files on top
of which it is possible to create Glance-compliant search interfaces. Once the database,
its schemas and tables are defined using Glance, its records can be incorporated into the
templates by escaping the returned values with a reference to the column identifier wrapped
around double enclosing brackets. The developer may also expand on available configuration
files to create HTML forms and securely interact with the database. A token is issued within
each deployed form as a random string of characters which must then be matched whenever
it is posted. Additionally, once the user is authenticated through CERN’s Shibboleth single
sign-on, Fence assigns them roles and permissions as stored in the database. Clearance
attributes can then be bound to individual inputs within their own JSON description so
that whenever they are submitted, the resulting system verifies whether the user has the
necessary permissions to edit them. Input validation is primarily carried out on the server
side with PHP but, following progressive enhancement guidelines, verification routines may
be additionally entrusted to the client side by enabling specific HTML5 data attributes
which are then handed over to the jQuery validation plugin. User monitoring is accomplished
by logging URL requests along with any POST data. The documentation is automatically
published from the source code using the Doxygen tool and made accessible in a web
interface. Fence, therefore, speeds up the implementation of Web software products while
minimizing maintenance overhead and facilitating the comprehension of embedded rules and
requirements.
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Abstract ID : 180

The migration of the ATLAS Metadata Interface
(AMI) to Web 2.0

Abstract

The ATLAS Metadata Interface (AMI) can be considered to be a mature application because
it has existed for at least 10 years. Over the last year, we have been adapting the application
to some recently available technologies. The web interface, which previously manipulated
XML documents using XSL transformations, has been migrated to Asynchronous Java
Script (AJAX). Web development has been considerably simplified by the development of
a framework for AMI based on JQuery and Twitter Bootstrap. Finally there has been a
major upgrade of the python web service client.
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Abstract ID : 185

Recent developments and upgrade to the Geant4
visualization Qt driver

Abstract
Geant4 is a toolkit for the simulation of the passage of particles through matter. This
object-oriented toolkit supports a variety of visualisation drivers including OpenGL, Open-
Inventor, HepRep, DAWN, VRML, RayTracer, gMocren and ASCIITree, with diverse and
complementary functionalities.
In 2013, Gean4-MT[1] has brought multi-threading to Geant4. The OpenGL suite of
visualization drivers has been significantly improved by adding many functionalities, some
specially for MT, in particular in the OpenGL Qt driver. Users may browse the scene tree
and render the scene in multiple frames. The Qt driver is also able to treat multi-thread
output separately and change view parameters in a graphic window. Migrating from old
OpenGL (based on Display Lists) to modern OpenGL (based on Vertex Buffer Object)
compliant code was not only a major implementation, but it also allowed us to include
WebGL [2]. Furthermore, there have been efforts to make the user interface more user
friendly, but still allow users to customize it by adding menus, buttons, toolbars, viewpoints
on scene and many others.
[1] : http://http://geant4.web.cern.ch [2] : https://www.khronos.org/webgl/
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Software Development at Belle II

Abstract
Belle II is a next generation B factory experiment that will collect 50 times more data
than its predecessor Belle. The higher luminosity at the SuperKEKB accelerator leads to
higher background and requires a major upgrade of the detector. As a consequence also
the simulation, reconstruction, and analysis software has to be upgraded substantially and
actually most parts are newly written taking into account the experience from Belle and
other experiments and advances in technology.
While large parts of the Belle software were written by KEK staff members, the Belle
II software development is distributed around the world and relies on contributions from
students and staff members. The regional distribution, the different (cultural) backgrounds
and skills of developers are a challenge for a project that has to make sure that all parts fit
together. Several tools and organizational measures are employed to allow the developers to
focus on their main work and at the same time keep them conscious of the overall goal of
providing an easy-to-use, robust, and powerful software suite to the Belle II collaboration.
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Abstract ID : 238

The evolution of CERN EDMS

Abstract
Large-scale long-term projects such as the LHC require the ability to store, manage, organize
and distribute large amounts of engineering information, covering a wide spectrum of fields.
This information is a living material, evolving in time, following various lifecycles. It has to
reach the next generations of engineers so they understand how their predecessors designed,
crafted, operated and maintained the most complex machines ever built.
This is the role of CERN EDMS. The Engineering and Equipment Data Management
Service has served the High Energy Physics Community for over 15 years. It is the CERN’s
official PLM (Product Lifecycle Management), supporting engineering communities in
their collaborations inside and outside the laboratory. EDMS is integrated with the CAD
(Computer-aided Design) and CMMS (Computerized Maintenance Management) systems
used at CERN providing tools for engineers who work in different domains and who are not
PLM specialists.
Over the years, human collaborations and machines grew in size and complexity. So did
the EDMS: it is currently home to more than 2 million files and documents, and has over 6
thousand active users. In April 2014 we released a new major version of EDMS, featuring a
complete makeover of the web interface, improved responsiveness and enhanced functionality.
Following the results of user surveys and building upon feedback received from key users
group, we brought what we think is a system that is more attractive and makes it easy to
perform complex tasks.
In this paper we will describe the main functions and the architecture of EDMS. We will
discuss the available integration options, which enable further evolution and automation of
engineering data management. We will also present our plans for the future development of
EDMS.
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Geant4 VMC 3.0

Abstract
Virtual Monte Carlo (VMC) provides an abstract interface into Monte Carlo transport codes.
A user VMC based application, independent from the specific Monte Carlo codes, can be
then run with any of the supported simulation programs. Developed by the ALICE Offline
Project and further included in ROOT, the interface and implementations have reached
stability during the last decade and have become a foundation for other detector simulation
frameworks, the FAIR facility experiments framework being among the first and largest.
Geant4 VMC, which provides the implementation of the VMC interface for Geant4, is in
continuous maintenance and development, driven by the evolution of Geant4 on one side
and requirements from users on the other side. Besides the implementation of the VMC
interface, Geant4 VMC also provides a set of examples that demonstrate the use of VMC
to new users and also serve for testing purposes. Since major release 2.0, it includes the
G4Root navigator package, which implements an interface that allows one to run a Geant4
simulation using a ROOT geometry.
The release of Geant4 version 10.00 with the integration of multi-threading processing has
triggered the development of the next major version of Geant4 VMC (version 3.0), whose
release is planned for this year. A beta version, available for user testing since March, has
helped its consolidation and improvement. We will review the new capabilities introduced in
this major version, in particular the integration of multi-threading into the VMC design, its
impact on the Geant4 VMC and G4Root packages, and the introduction of a new package,
MTRoot, providing utility functions for ROOT parallel output in independent files with
necessary additions for thread-safety. Migration of user applications to multi-threading
that preserves the ease of use of VMC will be also discussed. We will also report on the
introduction of a new CMake based build system, the migration to ROOT major release 6
and the improvement of the testing suites.
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ROOT/RooFIT optimizations for Intel Xeon Phi’s -
first results

Abstract
In the past, grid worker nodes struck a reasonable balance between the number of cores,
the amount of available memory, available diskspace and the maximum network bandwidth.
This led to an operating model where worker nodes were “carved up” into single core job
slots, each of which would execute a HEP workload job. Typical worker nodes would have
up to 16 computing cores , with roughly 2 GB RAM and 32 GB scratch space per job slot.
In the last few years the number of threads and cores per processor has risen rapidly. With
the advent of multi-core, many-core and GPU computing the number of cores is expected to
rise even more. This leads to an imbalance on modern worker nodes, where the “job per
core” model is no longer a valid option. In view of these development the desire, or perhaps
even the necessity, to run programs in parallel has also increased. However, the process of
transforming the HEP software to run in parallel has been slow and painful.
One of the more recent development in the GPU and many-core computing field has been
the introduction of the Intel Many Integrated Core architecture, known now as the Intel
Xeon Phi. The Xeon Phi is a PCI-Express adapter with up to 16 GB of RAM on board
and with up to 61 cores, each capable of running 4 threads. The Xeon Phi has a theoretical
performance of more than 1 TFLOPS.
Initial attempts to port HEP code to the Xeon Phi has not produced the expected results
and often a performance decrease has been seen, instead of an increase. This has also been
reported by non-HEP researchers, and slowly the reasons for this are becoming known. Using
the proper optimization techniques it is possible to achieve 1 TFLOPS, but this requires
substantial effort in rewriting and optimizing the application. The main bottleneck here is
that the Xeon Phi should not be regarded “61 independent cores” but instead it should be
seen as a vector instruction machine. By properly vectorizing an application the performance
can improve significantly. This also applies when porting an application to GPUs.
In this talk we will focus on porting and optimizing ROOT, and in particular RooFIT to
the Intel Xeon Phi. A zero-order port does indeed show a decrease in performance, but by
analyzing and optimizing the ‘hot spots’ in the code the performance can be improved. It
is vital to validate the results of the ported application, however: the Xeon Phi version of
RooFIT must produce the same results as the single-core version.
Most interesting is the fact that code optimized for the Xeon Phi also performs better on
“regular” Xeon processors. As part of the results we will also discuss the performance increase
of the optimized code on an Xeon E5 processor. In that way the Xeon Phi porting effort
can be seen as a catalyst to transform the HEP code to run in parallel on modern CPUs.
The main goal of this research and of this talk is to provide a direction for optimizing the
HEP software for modern and future computing platforms. The main goal of parallelizing
RooFIT is not to make it scale to 60 cores or more, but to find a way to restore the imbalance
seen in modern worker nodes. If a relatively simple code optimization leads to HEP software
that can scale to roughly 10 cores then the “core imbalance” can be restored. Worker nodes
could then be carved up into “10 core job slots”. This is a different approach from true High
Performance Computing centers, who are usually interested in getting an application to
scale beyond 32 cores and more.
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A new Self-Adaptive disPatching System for local
cluster

Abstract

Scheduler is one of the most important components of high performance cluster. This
paper introduces a self-adaptive dispatching system (SAPS) based on torque/maui which
increases the resources utilization of cluster effectively and guarantees the high reliability
of the computing platform. It provides great convenience for users to run various tasks
on the computing platform. First of all, the SAPS implements the GPU scheduling with
multi-core. This provides the basis for effective integration and utilization of computing
resources, improves the ability of the cluster computing greatly. Secondly, SAPS analysis
the relationship between the number of jobs queueing and the idle resources left, tune the
priority of users’ job dynamically. In this way, more resources are provided for jobs running
and less resources idle. Thirdly, integrated the on-line error detection with work nodes, the
SAPS can excluded error nodes and include the recovered nodes automatically. In addition,
SAPS provides a monitoring management with fine granularity, a comprehensive scheduling
accounting module and a scheduling real-time alarm function, and all of those ensure the
cluster runs more high-efficiently, and reliably. Currently, the SAPS has been running stable
on IHEP local cluster (more than 10,000 cores and 30,000 jobs every day) and resource
utilization has been improved more than 26%, and the SAPS has reduced costs for both
administrator and users greatly.
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THttpServer class in ROOT

Abstract
New THttpServer class in ROOT implements http server for arbitrary ROOT-based applica-
tion. It is based on embeddable Civetweb server and provides direct access to all registered
for the server objects. THttpServer also supports FastCGI interface and therefore can be
integrated with many standard web servers like Apache.
Main advantage of http server usage in ROOT – one could access objects data from
running applications without need to create temporary files. Together with standard binary
representation objects can be converted into JSON (JavaScript Object Notation), using
new TBufferJSON class. Server also provides access to data members and collections in
registered objects.
Generic user interface for THttpServer implemented with HTML/JavaScript and based on
newest JSROOT development. With any modern web browser one could list, display and
monitor objects available on http server. Different possibilities are provided to integrate
dynamic graphical elements into other HTML pages.
THttpServer available in both 5-34 and 6-02 versions of ROOT. Online documentation and
examples can be found on ROOT web site and on http://web-docs.gsi.de/˜linev/js/
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JSROOT version 3 – JavaScript library for ROOT

Abstract
This is further development of JSRootIO project. Code was mostly rewritten to make it
modular; I/O part was clearly separated from the graphics.
Many new interactive features were implemented:

• loading of required functionality on the fly;

• possibility of dynamic update of objects drawings;

• automatic resize of drawings when browser window is resized;

• move/resize of elements like statbox and title;

• context menu for different elements.

On the central JSROOT page one could open ROOT files, browse their content and display
different ROOT objects like histograms, graphs or canvases. Produced drawings can be
easily integrated into other HTML pages via ‘iframe’ tag. Simple and flexible JSROOT API
provided; it is used to implement graphical interface for THttpServer class.
JSROOT is now part of actual ROOT distribution. On http://web-docs.gsi.de/˜linev/js/
one could found latest version together with documentation and examples.
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Updating the LISE++ software and future upgrade
plans

Abstract
Production of new isotopes is one of the opportunities at the intensity frontier of nuclear
physics. The associated science ranges from tests of the Standard Model to exploration of
the origin and evolution of the chemical elements in the universe. Leading facilities in this
effort are RIBF at RIKEN, TRIUMF in Canada, and ISOLDE at CERN. New large scale
facilities under development at the nuclear intensity frontier include FAIR in Europe, FRIB
in the United States, and others in countries including China, France, Korea, and Italy.
This talk will describe capabilities and future upgrade plans for the isotope production and
simulation software that is used at many of these facilities, namely LISE++ 1. For reference
of its wide-scale use, the LISE++ website had approximately 3000 unique visitors in 2013,
with Japan, USA, Germany, France, and China as the top five countries in terms of visitors.
LISE++ is software used to predict beam intensity and purity of rare isotope beams produced
in-flight by magnetic and electric separators. The primary use of LISE++ at most facilities is
to predict and identify the composition of Radioactive Nuclear Beams 1. Intensity and purity
of a desired beam can be predicted, along with the separator magnet settings. Included in
the LISE++ package are models of isotope production mechanisms, ion optical transport
through magnetic and electric systems, and ion interactions in matter. The suite includes a
full set of utilities for simulation of experiments.
The talk will highlight the process and methods of updating the software while retaining the
computational integrity of the code. To accommodate the diversity of our users, we extend
the software from Windows to a cross platform application. In addition, the C++ standard
will be updated from Borland to C++11. The calculations of beam transport and isotope
production are becoming more computationally intense with the new large scale facilities.
For example, the 90 m long FRIB separator will have around fifty magnetic elements and ten
points of beam interactions with matter. In order to perform the calculations in acceptable
time, numerical optimization and parallel methods are applied. Computational improvements
as well as the process of updating this large code will be discussed.
1 LISE++: Radioactive beam production with in-flight separators. O.B. Tarasov, D. Bazin
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The SNiPER offline software framework for
non-collider physics experiments

Abstract

SNiPER (the abbreviation of Software for Non-collider Physics ExpeRiments) has been
developed based on common requirements from both cosmic ray and nuclear reactor neutrino
experiments. This contribution will introduce the detailed design and implementation of
the SNiPER software. Compared to the existing offline software frameworks in the high
energy physics domain, the design of SNiPER is more focused on efficiency and flexibility. It
contains a compact kernel for software components management, job configuration, event
execution control, input/output data flow, etc. Both event data model and in-memory data
management can be customized by different applications. In SNiPER, a job is composed
of one or more low coupling tasks, and various services and algorithms can be specified
in each task. By using this kind of structure, both multiple I/O streams and conditional
execution of algorithm subsets can be easily realized. In order to facilitate event correlation
analysis (a necessity for non-collider physics experiments), the FIFO buffer is used to
store adjacent events and a sophisticated method of memory updating is applied, so that
accessing to successive events within the user-defined window according to event timestamp
becomes possible. The SNiPER also supports concurrent computing by running multi-threads
concurrently with a single job. Currently a nascent product of SNiPER has been released
and is being used by the JUNO and LHAASO experiments. The practices show that the
software architecture is universal and expandable, and SNiPER can be used by non-collider
physics experiments to build their offline data analysis and processing systems.
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The DIRAC Web Portal 2.0

Abstract

For many years the DIRAC interware (Distributed Infrastructure with Remote Agent Control)
has had a web interface, allowing the users to monitor DIRAC activities and also interact
with the system. Since then many new web technologies have emerged, therefore a redesign
and a new implementation of the DIRAC Web portal were necessary, taking into account the
lessons learnt using the old portal. These new technologies allowed to build a more compact
and more responsive web interface that is robust and that enables users to have more control
over the whole system while keeping a simple interface. The framework provides a large set
of “applications”, each of which can be used for interacting with various parts of the system.
Communities can also create their own set of personalised web applications, and can easily
extend already existing web applications with a minimal effort. Each user can configure and
personalise the view for each application and save it using the DIRAC User Profile service
as RESTful state provider, instead of using cookies. The owner of a view can share it with
other users or within a user community. Compatibility between different browsers is assured,
as well as with mobile versions. In this paper, we present the new DIRAC Web framework
as well as the LHCb extension of the DIRAC Web portal.
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Federating LHCb datasets using the Dirac File
Catalog

Abstract

In the distributed computing model of LHCb the File Catalog (FC) is a central component
that keeps track of each file and replica stored on the Grid. It is federating the LHCb data
files in a logical namespace used by all LHCb applications. As a replica catalog, it is used
for brokering jobs to sites where their input data is meant to be present, but also by jobs for
finding alternative replicas if necessary. The LCG File Catalog (LFC) used originally by
LHCb and other experiments is now being retired and needs to be replaced. The DIRAC File
Catalog (DFC) was developed within the framework of the DIRAC Project and presented
during CHEP 2012. From the technical point of view, the code powering the DFC follows an
Aspect oriented programming (AOP): each type of entity that is manipulated by the DFC
(Users, Files, Replicas, etc) is treated as a separate ‘concern’ in the AOP terminology. Hence,
the database schema can also be adapted to the needs of a Virtual Organization. LHCb
opted for a highly tuned MySQL database, with optimized requests and stored procedures.
This paper will present the improvements brought to the DFC presented at CHEP 2012, its
performance with respect to the LFC, as well as the migration procedure used to migrate
the LHCb data from the LFC to the DFC. Finally it will show how a combination of the
DFC and the LHCb framework Gaudi allow LHCb to build a data federation at low cost.
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Data Management System of the DIRAC Project

Abstract

The DIRAC Interware provides a development framework and a complete set of components
for building distributed computing systems. The DIRAC Data Management System (DMS)
offers all the necessary tools to ensure data handling operations for small and large user com-
munities. It supports transparent access to storage resources based on multiple technologies,
and is easily expandable. The information on data files and replicas is kept in a File Catalog
of which DIRAC offers a powerful and versatile implementation (DFC). Data movement can
be performed using third party services including FTS3. Bulk data operations are resilient
with respect to failures due to the use of the Request Management System (RMS) that keeps
track of ongoing tasks. In this contribution we will present an overview of the DIRAC DMS
capabilities and its connection with other DIRAC subsystems such as the Transformation
System. The DIRAC DMS is in use by several user communities now. The contribution will
present the experience of the LHCb experiment. The experience of other experiements as
well as multi-VO DIRAC services with the use of the DIRAC DMS will be described.
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Monitoring tools of COMPASS experiment at CERN

Abstract
Nowadays, all modern high energy physics experiments are substantially dependent on fast
and reliable data acquisition systems that are able to collect large quantities of data supplied
by various detectors. To ensure smooth and errorless operation, it is necessary to control
and monitor the behavior and state of processes running in the system.
COMPASS is a high energy particle experiment with fixed target located at SPS at CERN
laboratory in Geneva, Switzerland. This poster briefly introduces the data acquisition system
of COMPASS and is mainly focused on the part that is responsible for the monitoring of
the nodes in the whole newly developed data acquisition system of the experiment.
The technical shutdown of CERN during years 2013 and 2014 has been used to upgrade
the data acquisition system of the COMPASS experiment. Both new harware, which uses
PFGA cards for event building, and new software has been developed and deployed. The
monitoring of the system is managed by tools called Message Logger and Message Browser.
The Message Logger is a simple console application that collects informative and error
messages. The messages are received via standard switched network and the communication
is handled by the DIM library. The DIM library is a communication tool originally designed
and developed for the DELPHI experiment at CERN. It provides C++, JAVA, and Python
interfaces. The relevant collected messages are then saved into the central COMPASS DAQ
MySQL database.
The Message Browser is a tool with a graphical user interface created in Qt framework based
upon a MVC (model - view - controller) design pattern. It is used to fetch and display
messages previously stored by the Message Logger. It also features so called “online mode”
which serves for acquisition of new messages via network at the time of their origin (this
works similarly to the Message Logger). This functionality saves time and system resources
- the new messages are displayed immediately and the program does not need to poll the
database for new messages. Even though the Message Browser is connected to other nodes
via the DIM service, it is designed to run independently from the other nodes (it requires
only the database to be connected). Therefore it allows quicker response from the operators
of the experiment in case of unexpected behavior or crash of the data acquisition system of
the experiment. The Message Browser is also equipped with ordering and rich and intuitive
filtering options (by all parameters of the messages).
The central data acquisition database stores system configuration and the messages. The
Message_log table is expected to be the largest table in the database. Because the Message
Browser requires high amount of data from the database, the Message_log table uses the
MyISAM storage engine that is optimized for environments with heavy read operations.
For further increase in speed, several indices are created on some of the columns, most
importantly on the Stamp column (ordering by the time of the creation of the message is
most important).
The poster also contains performance tests of the created monitoring tools.
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Testable physics by design

Abstract
Testable physics by design
The validation of physics calculations requires the capability to thoroughly test them. The
difficulty of exposing parts of the software to adequate testing can be the source of incorrect
physics functionality, which in turn may generate hard to identify systematic effects in
physics observables produced by the experiments.
Starting from real-life examples encountered in the course of an extensive validation effort
of Geant4 physics, we show how software design choices may affect the ability to test basic
aspects of physics functionality and to monitor their evolution in the course of software
lifecycle. We document cases where inaccurate physics behaviour was hidden by software
design that prevented its testability, and illustrate how improved physics functionality could
be achieved by improving the transparency of software design.
Exploiting the experience with Geant4 as a playground for investigation, we discuss methods
to enhance the testability of existing software systems by means of refactoring techniques,
the identification of inflection points and their coverage. We discuss how these techniques
differ from, but can be combined with, the traditional practice of monitoring some physics
observables with regression testing.
We also present guidelines to introduce testability into the software design since the early
phases of the software development, and to preserve it in the course of the product lifecycle.
This issue is especially relevant in the context of ongoing R&D on future simulation systems.
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fwk: a go-based concurrent control framework

Abstract

fwk: a go-based concurrent control framework

Current HEP control frameworks have been designed and written in the early 2000’s, when
multi-core architectures were not yet pervasive. As a consequence, an inherently sequential
event processing design emerged. Evolving current frameworks’ APIs and data models
encouraging global states, non-reentrancy and non-thread-safety to a more concurrent
friendly environment, in an adiabatic way, is a major undertaking, even more so when relying
on the building blocks provided by C++.
This paper reports on the development of fwk, a framework investigating and leveraging the
built-in tools of the Go language to enable concurrency at the event- and sub-event-levels.
The concurrency features, code distribution and tooling of Go will be first presented to set
the scene and explain why Go -and its ecosystem at large- is a natural fit for a concurrent
framework. The aim for such a framework is to be usable as a big HEP experiment’s
control framework. fwk is also meant to be a nimble application for analyses which require
quick development/deployment cycles but without paying the price of a VM on the runtime
performances side.
The paper will then discuss the design decisions applied to the various components of fwk,
introduce its current capabilities (I/O, histogramming, dataflow, ...) and highlight how the
design decisions of the Go language adequately paved the way for fwk. Then, fads, a fast
detector simulation toolkit, will be introduced. ‘fads’ is the port of a single-threaded fast
detector simulation toolkit (Delphes) to fwk. The paper will present benchmarks (CPU,
RSS, I/O, scalability) of real Delphes use cases against fads, as well as comparisons of fads
performances with regard to other next-generation concurrent frameworks, using synthetic
data. Performance tools and concurrency debugging tools provided with the Go toolchain
and used for this comparison will also be presented.
Finally, the paper will present prospects and prototypes to fill the gap in the nascent
Go-based HEP ecosystem and landscape - namely: histograms interactive displays and
interactive analysis tools.
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Implementing a Domain Specific Language to
configure and run LHCb Continuous Integration

builds

Abstract
The new LHCb nightly build system described at CHEP 2013 was limited by the use of
JSON files for its configuration. JSON had been chosen as a temporary solution to maintain
backward compatibility towards the old XML format by means of a translation function.
Modern languages like Python leverage on meta-programming techniques to enable the
development of Domain Specific Languages (DSLs).
In this contribution we will present the advantages of such techniques and how they have
been used to implement a DSL that can be used to both describe the configuration of the
LHCb Nightly Builds and actually operate them.
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ROOT6: a quest for performance

Abstract

The sixth release cycle of ROOT is characterised by a radical modernisation in the core
software technologies the tookit relies on: language standard, interpreter, hardware exploita-
tion mechanisms. If on the one hand, the change offered the opportunity of consolidating
the existing codebase, in presence of such innovations, maintaing the balance between full
backward compatibility and software performance was not easy. In this contribution we
review the challenges and the solutions identified and implemented in the area of CPU
and memory consumption as well as I/O capabilities in terms of patterns. Moreover, we
present some of the new ROOT components which are offered to the users to improve the
performance of third party applications.
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A flexible and modular data format ROOT-based
implementation for HEP

Abstract

A flexible and modular data format implementation for HEP applications is presented.
Designed to face HEP data issues, the implementation is based on the CERN ROOT
toolkit. The design is aimed to create a data format as much as possible modular and easily
upgradable and extendable. Event informations are split into different files, that may contain
different parts of the event (i.e. different sub-detectors) or different levels of abstraction (i.e.
from raw information to high level quantities), in a fully transparent way for the final user.
Fully exploiting the ROOT “Friend” concept and the C++ inheritance, it has been possible
to achieve the desired modularity and flexibility: the possibility to upgrade and extend
without a full reprocessing, but also the simplicity of a standard ROOT-ple functionality
(i.e. TTree::Draw()). The file splitting in self-consistent TFile friends allows also a much
more efficient distribution and upgrade of the data to the regional centers of a typical HEP
experiment. It also gives the possibility to download and process only a small section of the
event information, for example for subdetector studies or specific analyses, even on the user
laptop.
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pawgo: an interactive analysis workstation

Abstract

pawgo: an interactive analysis workstation

Current interactive analysis toolkits usually leverage a Turing-complete general programming
language, such as C++ or python, married with some kind of interpreter (e.g.: CINT or
CLing) and a graphical user interface to present results (ROOT, matplotlib or Chaco.)
An obvious advantage of using a general programming language is that one can tap the
full power of that language to build any analysis. But conversely, users have to comply
with the sometimes verbose ways of that language to describe “graphics” entities or express
manipulations to be applied to these entities, letting much to be improved on the interactivity
and reactivity fronts.
pawgo is a prototype re-investigating the use of a Domain Specific Language (DSL) - whith
a nod to the old PAW and PAW++ applications.
This paper will first introduce the overall architecture of pawgo, a set of reusable Go libraries
packaged as a portable application, and the tools it leverages (d3.js, WebSockets and RPC
to name a few) to enable both remote and local work as well as batch execution mode. Most
importantly, the paper will describe the use of the grammar of graphics to overcome the
impedance mismatch between general programming languages and graphics manipulations,
thus easily allowing users to create new graphic objects, animations or styles. Indeed, the
grammar of graphics lets users and developers focus on the “what” to display, letting the
underlying library deal with the minute details and ceremony of the “how” best to display.
Finally, the paper will present prospects and work ahead for pawgo to graduate from a
prototype to a full-fledged analysis workstation.
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Acceleration of ensemble machine learning methods
using many-core devices

Abstract
Multivariate training and classification methods using machine learning techniques are
commonly applied in data analysis at HEP experiments. Despite their success in looking
for signatures of new physics beyond the standard model it is known that some of these
techniques are computationally bound when input sample size and model complexity are
increased. Investigating opportunities for potential performance improvements is therefore
of great importance if these techniques are to be used with the much larger data volumes
expected from Run 2 operations at the Large Hadron Collider.
It has been previously shown that a large degree of algorithm parallelisation was possible
for MLP-based artificial neural networks by the use of many-core devices such as GPUs.
Improved scaling was observed in network complexity and qualitative performance gains
were attainable through the simultaneous processing of multiple neural networks. Here we
investigate how many-core devices can be used to accelerate ensemble machine learning
methods that are gaining traction in HEP data analysis.
We present a case study into the acceleration of decision forests using many-core devices
in collaboration with Toshiba Medical Visualisation Systems Europe (TMVSE). TMVSE
have developed software to process three-dimensional medical imaging data (such as CT or
MRI scans), using automatic detection of anatomical landmarks defined on the skeleton,
vasculature and major organs. Landmark detection underpins a semantic understanding of
the medical data and thus has many diverse applications, for example, it facilitates rapid
navigation to a named organ. TMVSE have applied ensemble machine learning methods
such as classification by random decision forests to efficiently compute the bounding boxes
of organs in processed image data volumes. It is important that their applications using
this algorithm runs efficiently and quickly. After data preparation and optimisation the
execution time is on average 4.5 seconds per volume with a sub-second processing time being
desirable.
Using representative medical image data as input and pre-trained decision trees we will
demonstrate how the decision forest classification method maps onto the GPU data process-
ing model. It was found that a GPU-based version of the classification method resulted in
over 130 times speed-up over a single-threaded CPU implementation with further improve-
ments possible. We will outline the main optimisation steps undertaken to maximise GPU
performance and detail how this was implemented using device profiling to evaluate thread
occupancy and execution efficiency.
As this solution was developed to be context independent we will demonstrate how this
work can be applied to a suitably formed HEP dataset to determine potential gains in event
throughput and classifier discrimination. We will also explore how the advanced analysis
techniques applied to automatic landmark detection in medical data can be applied to HEP
dataset to achieve further increases in performance.
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CMS Detector Description for Run II and Beyond

Abstract
CMS Detector Description (DD) is an integral part of the CMSSW software multithreaded
framework. CMS software has evolved to be more flexible and to take advantage of new
techniques, but many of the original concepts remain and are in active use. In this presenta-
tion we will discuss the limitations of the Run I DD model and changes implemented for
the restart of the LHC program in 2015. Responses to Run II challenges and transition to
multithreaded environment are discussed.
The DD is a common source of information for Simulation, Reconstruction, Analysis, and
Visualisation, while allowing for different representations as well as specific information for
each application. The DD model usage for CMS Magnetic field map description allows
seamless access to variable field during the same run. Examples of the integration of DD in
the GEANT4 simulation and in the reconstruction applications are provided.
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A Generic Framework for Rapid Development of
OPC UA Servers

Abstract
This paper describes a new approach for generic design and efficient development of OPC
UA servers. Development starts with creation of a design file, in XML format, describing
an object-oriented information model of the target system or device. Using this model, the
framework generates an executable OPC UA server application, which exposes the per-design
OPC UA address space, without the developer writing a single line of code. Furthermore,
the framework generates skeleton code into which the developer adds the necessary logic for
integration to the target system or device.
This approach allows both developers unfamiliar with the OPC UA standard, and advanced
OPC UA developers, to create servers for the systems they are experts in while greatly
reducing design and development effort as compared to developments based purely on COTS
OPC UA toolkits. Higher level software may further benefit from the explicit OPC UA server
model by using the XML design description as the basis for generating client connectivity
configuration and server data representation. Moreover, having the XML design description
at hand facilitates automatic generation of validation tools.
In this contribution, the concept and implementation of this framework is detailed along
with examples of actual production-level usage in the detector control system of the ATLAS
experiment at CERN and beyond.
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ROOT 6 and beyond: TObject, C++14 and many
cores.

Abstract
Following the release of version 6, ROOT has entered a new area of development. It will
leverage the industrial strength compiler library shipping in ROOT 6 and its support of the
C++11/14 standard, to significantly simplify and harden ROOT’s interfaces and to clarify
and substantially improve ROOT’s support for multi-threaded environments.
This talk will also recap the most important new features and enhancements in ROOT in
general, focusing on those allowed by the improved interpreter and better compiler support,
including I/O for smart pointers, easier type safe access to the content of TTrees and
enhanced multi processor support.
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Abstract ID : 414

Alignment and calibration of Belle II tracking
detectors

Abstract

The Belle II experiment will start taking data in 2017. The SuperKEKB accelerator will
deliver a factor 40 higher luminosity in comparison to its predecessor, KEKB, to acquire a 50
times larger data sample of B-B[U+0305] events. In order to manage higher occupancy and
background, a new silicon vertex detector consisting of two inner layers of DEPFET pixel
sensors surrounded by four layers of double-sided strip sensors will be installed. The high
target performance of the detector, in particular vertex and momentum resolution, motivated
the development of reliable alignment and calibration procedures. Combined with calibration
of the upgraded drift chamber tracker, this task requires advanced software design and
considerable computing resources. We present track-based alignment and calibration of the
vertex and tracking detector using the global approach of the Millepede II tool in combination
with an advanced track parametrization by the General Broken Lines (GBL) model. The
procedure is implemented within the software framework of the Belle II experiment and GBL
has also been integrated into the experiment-independent track-fitting toolkit GENFIT.
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Abstract ID : 420

Deep Integration: Python in the Cling World

Abstract

The language improvements in C++11/14 greatly reduce the amount of boilerplate code
required and allow resource ownership to be clarified in interfaces. On top, the Cling C++
interpreter brings a truly interactive experience and real dynamic behavior to the language.
Taken together, these developments bring C++ much closer to Python in ability, allowing the
combination of PyROOT/cppyy and Cling to integrate the two languages on a new level. This
paper describes the current state of the art, including cross-language callbacks, automatic
resource management, software transactional memory, automatic template instantiations,
and the ability to use Python from Cling.
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Abstract ID : 422

ALFA: The new ALICE-FAIR software framework

Abstract
The commonalities between the ALICE and FAIR experiments and their computing re-
quirements lead to the development of large parts of a common software framework in an
experiment independent way. The FairRoot project has already shown the feasibility of such
an approach for the FAIR experiments and extending it beyond FAIR to experiments at
other facilities. The ALFA framework is a joint development between ALICE Online-Offline
(O2) and FairRoot teams.
ALFA is designed as a flexible, elastic system, which balances reliability and ease of devel-
opment with performance using multi-processing and multi-threading. A message-based
approach has been adopted; such an approach will support the use of the software on different
hardware platforms, including heterogeneous systems. Each process in ALFA assumes limited
communication and reliance on other processes. Such a design will add horizontal scaling
(multiple processes) to “vertical scaling” provided by multiple threads to meet computing
and throughput demands. ALFA does not dictate any application protocols. Potentially, any
content-based processor or any source can change the application protocol. The framework
supports different serialization standards for data exchange between different hardware and
software languages. The concept and design of this new framework as well as the already
implemented set of utilities and interfaces will be presented.
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Abstract ID : 429

Simulation and Reconstruction Upgrades for the
CMS experiment

Abstract

Over the past several years, the CMS experiment has made significant changes to its detector
simulation and reconstruction applications motivated by the planned program of detector
upgrades over the next decade. These upgrades include both completely new tracker and
calorimetry systems and changes to essentially all major detector components to meet the
requirements of very high pileup operations. We have untaken an ambitious program to
implement these changes into the Geant4-based simulation and reconstruction applications
of CMS in order to perform physics analyses to both demonstrate the improvements from
the detector upgrades and to influence the detector design itself. In this presentation, we will
discuss our approach to generalizing much of the CMS codebase to efficiently and effectively
work for multiple detector designs. We will describe our computational solutions for very
high pileup reconstruction and simulation algorithms, and show results based on our work.

Primary author(s) : LANGE, David (Lawrence Livermore Nat. Laboratory (US))

Presenter(s) : LANGE, David (Lawrence Livermore Nat. Laboratory (US))

Track Classification : A03 Simulation; A04 Reconstruction; T03 Data structures and
algorithms; T08 Software design
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by LANGE, David on Friday 24 October 2014

December 6, 2014 Page 55



21st Internatio� . . . / Report of Abstracts The evolving grid paradigm and . . .

Abstract ID : 432

The evolving grid paradigm and code "tuning" for
modern architectures- are the two mutually

exclusive?

Abstract

With the data output from the LHC increasing, many of the LHC experiments have made
significant improvements to their code to take more advantage of the underlying CPU
architecture and advanced features. With the grid environment changing to heavily include
virtualisation and cloud services, we look at whether these two systems can be compatible,
or whether improvements in code are lost through virtualisation. This is done by looking at
the efficiency increases achieved in the latest iterations of ATLAS code and testing it within
various grid paradigms.
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Abstract ID : 439

A design study for the upgraded ALICE O2
computing facility

Abstract
An upgrade of the ALICE detector is currently prepared for the Run 3 period of the Large
Hadron Collider (LHC) at CERN starting in 2020. The physics topics under study by
ALICE during this period will require the inspection of all collisions at a rate of 50 kHz for
minimum bias Pb-Pb and 200 kHz for pp and p-Pb collisions in order to extract physics
signals embedded into a large background.
The upgraded ALICE detector will produce more than 1 TByte/s of data. Both collision
and data rate impose new challenges onto the detector readout and compute system. Some
detectors will not use a triggered readout, which will require a continuous processing of the
detector data.
Although various online systems are existing for event based reconstruction, the application
of a production system for time-based data processing and reconstruction is a novel case
in HEP. The project will benefit from the experience gained with the current ALICE High
Level Trigger online system, which already implements a modular concept combining data
transport, algorithms and heterogeneous hardware. Processing of individual events will
however have to be replaced by the continuous processing of the data stream segmented
according to a time-frame structure.
One challenge is the distribution of data within the compute nodes. Time-correlated data sets
are received by the First Level Processors (FLP) and must be coherently transported to and
aggregated on the Event Processing Nodes (EPN). Several approaches for the distribution
of data are being studied. Aggregated time-frame data is processed on the EPN with
the primary goal to reconstruct particle properties. On-the-fly and short-latency detector
calibration is necessary for the reconstruction. The impact of the calibration strategy to
the reconstruction performance is under study. Based on the partially reconstructed data,
events corresponding to particular collisions can be assembled from the time-based data.
The original raw data are then replaced by these preprocessed data. This transformation
together with the application of lossless data compression algorithms will provide a data
volume reduction of a factor of 20 before data is passed onto the storage system.
Building on messaging solutions, the design and development of a flexible framework for
transparent data flow, online reconstruction, and data compression has started. The system
uses parallel processing on the level of processes and threads within processes in order to
achieve an optimal utilization of CPU cores and memory. Furthermore, the framework
provides the necessary abstraction to run common code on heterogeneous platforms including
various hardware accelerator cards.
We present in this contribution the first results of a prototype with estimates for scalability
and feasibility for a full scale system.

Primary author(s) : RICHTER, Matthias (University of Oslo (NO))

Presenter(s) : RICHTER, Matthias (University of Oslo (NO))

Track Classification : A01 DAQ; A02 Trigger; A04 Reconstruction; A07 Experiment
frameworks for WAN distributed computing; A11 Computing models; T02 Event processing
frameworks; T03 Data structures and algorithms; T04 Data handling/access; T08 Software

December 6, 2014 Page 57



21st Internatio� . . . / Report of Abstracts A design study for the upgraded . . .

design; T11 Continuous integration systems; T12 Parallel programming; T17 High performance
computing; T18 CPU architectures, GPU, FPGA
Contribution Type : oral presentation

Comments:
M. Richter for the ALICE collaboration

Track Status: SUBMITTED

Submitted by RICHTER, Matthias on Friday 24 October 2014

December 6, 2014 Page 58



21st Internatio� . . . / Report of Abstracts org.lcsim: A Java-based tracki� . . .

Abstract ID : 446

org.lcsim: A Java-based tracking toolkit

Abstract

We describe a software toolkit for full event simulation and reconstruction in silicon tracking
detectors. It features modular packages providing sophisticated simulations of the response
of silicon detectors to the passage of charged particles. Sensor classes allow very detailed
descriptions of charge carrier movement in silicon detectors: one can list the collecting,
absorbing and reflecting regions, properties of silicon (doping, mobility, diffusion length,
etc.), and electric and magnetic fields (including TCAD maps). After the charge carriers
are generated and collected, the electronics simulation processes this into digital signals.
We have defined an interface to specify how any such simulation should communicate with
other parts of the package. Since details of signal processing are very sensor specific, it is
anticipated that any sensor option will have its own class handling such processing, but
we have implemented a number of readout technologies of interest to HEP detectors, such
as CCDs and active pixel devices. Common to all the specific electronics simulation are
the addition of electronics noise, propagation of the signal to readout, thresholding, and
digitization of the signal. The final output is then a list of electronics channels with their
corresponding ADC counts, and optionally the time for the signal, replicating the readout
from a real detector. We also provide code for cluster finding, pattern recognition, track-
finding and fitting, and analysis. The detector is defined by the same xml input files used
for the Geant4 detector response simulation, ensuring that simulation and reconstruction
geometries are always commensurate by construction. We describe an easy-to-use software
toolkit used to fully simulate all aspects of silicon trackers, from signal development in
pixels and microstrips, through pattern recognition and track fitting, to analysis. Originally
developed within the context of collider detector development for the ILC, it is being used
by the Heavy Photon Search Detector, a fixed-target experiment at the Thomas Jefferson
National Laboratory. We will describe its use and performance in a running experiment.
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Abstract ID : 451

MAUS: The MICE Analysis and User Software

Abstract

The Muon Ionization Cooling Experiment (MICE) has developed the MICE Analysis User
Software (MAUS) to simulate and analyse experimental data. It serves as the primary
codebase for the experiment, providing for offline batch simulation and reconstruction as
well as online data quality checks . The software provides both traditional particle physics
functionalities such as track reconstruction and particle identification, and accelerator physics
functions such as calculating transfer matrices and emittances. The code is structured in
a Map-Reduce framework to allow parallelization whether on a personal computer or in
the control room. MAUS allows users to develop in either Python or C++ and provides
APIs for both. Various software engineering practices from industry are also used to ensure
correct and maintainable physics code, which include unit, functional and integration tests,
continuous integration and load testing, code reviews, and distributed version control systems.
The software framework and the simulation and reconstruction capabilities are described.
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Abstract ID : 454

The Linear Collider Software Framework

Abstract

Detectors at future electron-positron linear colliders such as ILC or CLIC will require
unprecedentedly precise tracking, vertexing, and calorimetry in order to meet the ambitious
physics goals of the experimental program. The physics performance of different detector
geometries and technologies has to be realistically estimated. These assessments require
sophisticated and flexible full detector simulation and reconstruction software. At the
heart of the linear collider detectors lies the particle flow reconstruction. The goal of
unambiguously associating tracks and showers to individual particles requires the combination
of precise, lightweight trackers combined with fine-grained “imaging” calorimeters and
advanced clustering software. Detailed physics and detector optimization studies are taking
place in the CLICdp, ILD, and SiD groups. The similarities between the different detector
concepts allow for the use of common software tools. All the concepts share an event data
model and persistency format which enables the sharing of files and applications across
the concepts. Particle flow clustering, vertexing and flavor tagging is already provided by
standalone packages via lightweight interfaces. In the near future the geometry information for
all detector layouts will be provided by a common source for the simulation and reconstruction
programs, providing further re-use of software between the collaborations. In addition, a
track reconstruction package is currently under development. The sharing and development
of flexible software tools not only saves precious time and resources, the use of common tools
for different detectors also helps to uncover bugs or inefficiencies that would be harder to
spot without multiple users. The concept of generic software tools and some of the programs
themselves can be beneficial to experiments beyond the linear collider community.
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Abstract ID : 480

VecGeom: A new vectorised geometry library for
particle-detector simulation

Abstract
A geometry modeller library is among the most important components of the software
simulating the passage of particles in a detector, and many experiment simulations are
currently based on the geometry implementations offered by Geant4 or ROOT. Here, we
report on our effort to extend, re-engineer and evolve thes libraries in multiple directions
in order to make them ready for the future challenges of computing in HEP. This includes
primarily an extended API as well as SIMD-vectorised algorithms able to efficiently handle
geometry queries for multiple particles at the same time. Secondly, we aim for a native
support of the geometry module on the GPU or on mixed heterogeneous CPU/GPU platforms.
This effort is one of the essential ingredients of the Geant-Vector project that is focusing
on a fine-grained multithreaded and vectorised design, propagating many particles from
different events at the same time.
Our presentation will give an overview of the new vectorizsed, generic and templated
geometry library “VecGeom” that accomplishes those primary goals and which also improves
the overall geometry performance for current simulation frameworks. Beyond discussing new
performance numbers for elementary and higher level geometry algorithms, we will show
a first global evaluation of the new library on a realistic detector in form of the geometry
description from the CMS experiment
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Abstract ID : 482

Status report of the migration of the CERN
Document Server to the invenio-next package

Abstract
With the expected release of invenio next stable version, CDS is preparing a ‘lab’ service
where users will have the opportunity to experience the powerful features of the new software.
After a short introduction of Invenio next, the talk will explain the mechanisms that have
been implemented to allow to run parallel services with the same content exposed from two
different designs and the related constraints of this architecture. It will then focus on the
main advantages of the new service for end-users.
The modern personalized collection home pages that have been designed after interviewing
random users, will be detailed. Both the process to converge to a User Interface answering
the major requirements and the result of the development (how a user can easily decide on
the more interesting content to be displayed first) will be presented to the audience.
Many other improvements to the current CDS will also be introduced, like the advanced
search clusters, the new commenting scheme heavily used by the experiments, the new
auto-suggest feature looking in multiple author databases and the move of the CDS service
monitoring tool to a dedicated ElasticSearch/Kibana instance.
Finally, the on-going project of creating CERN Authors profile will be over-viewed, from the
mandatory disambiguation process that uniquely identifies people to the design of the most
appropriate profile pages.
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Abstract ID : 483

Hardware and Software Design of FPGA-based PCIe
Gen3 interface for APENet+ network interconnect

system

Abstract
The computing nodes of modern hybrid HPC systems are built using the CPU+GPU
paradigm. When this class of systems is scaled to large size, the efficiency of the network
connecting GPUs mesh and supporting the internode traffic is a critical factor. The adoption
of a low latency, high performance dedicated network architecture, exploiting peculiar
characteristics of CPU and GPU hardware, allows to guarantee scalability and a good level
of sustained performances.
In the attempt to develop a custom interconnection architecture optimized for scientific
computing we designed APEnet+, a point-to-point, low-latency and high-performance 3D
torus network controller which supports 6 fully bidirectional off-board links. The first
release of APEnet+ (named V4), was a board based on a high end 40nm Altera FPGA
that integrates multiple (6) channels at 34Gbps of raw bandwidth per direction and a PCIe
Gen2 x8 host interface. APEnet+ board was the first-of-its-kind to implement a Remote
Direct Memory Access (RDMA) protocol to directly read/write data from/to Fermi and
Kepler NVIDIA GPUs using the Nvidia “peer-to-peer” and “GPUDirect RDMA” protocols,
obtaining real zero-copy, low-latency GPU-to-GPU transfers over the network and reducing
the performance bottleneck due to the costly copies of data from user to kernel space( and
vice-versa).
The last generation of APEnet+ systems (V5), currently under development, is based on state-
of-the-art high end FPGA, 28nm Altera Stratix V, offering a number of multi-standard fast
transceivers (up to 14.4 Gbps), huge amount of configurable internal resources and hardware
IP cores to support main interconnection standard protocols. APEnet+ V5 implements a
PCIe Gen3 x8 interface, the current standard protocol for high end system peripherals, in
order to gain performance on the critical CPU/GPU connection and mitigate the effect of
the bottleneck represented by GPUs memory access. Furthermore the FPGA technology
advancement, allowed us to integrate in V5, new off-board torus channels characterized
by a target speed of 56 Gbps. Both Linux Device Driver and the low-level libraries, have
been redesigned to support the PCIe Gen3 protocol, introducing optimizations and solutions
based on hardware/software co-design.
In this paper we present the architecture of APEnet+ V5 and discuss the status of APEnet+
V5 PCIe Gen3 hardware and system software design. Measures of performance in terms of
latency and bandwidth, both for the local APEnet+ to CPU-GPU connection (with Kepler
class GPU) and host-to-host via torus links, will also be provided.
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Abstract ID : 506

Pilot run of the new DAQ of the COMPASS
experiment

Abstract
This contribution focuses on the deployment and first results of the new data acquisition
system (DAQ) of the COMPASS experiment utilizing FPGA-based event builder. The new
DAQ system is developed under name RCCARS (run control, configuration, and readout
system).
COMPASS is a high energy physics experiment situated at the SPS particle accelerator at
CERN laboratory in Geneva, Switzerland. After two years of preparations and commissioning,
the physics data taking started in 2002. The original DAQ consisted of several layers and was
based on software event building paradigm. The detector frontend electronics continuously
preprocess and digitize data in approximately 300000 channels, the data are readout when
trigger signal arrives and are concentrated into 250 custom VME modules. These modules
were connected to the event building network using 90 Slinks. The network consisted of
two types of servers: readout buffers and event builders. Readout buffers served for data
reception and buffering which allowed to distribute the load over the entire SPS accelerator
cycle. The collected event fragments were transferred over the switched gigabit Ethernet
to the event builders that assembled full events. Full events were written into the local
disk space and afterwards send to the central CERN storage facility CASTOR. The system
was controlled by adapted ALICE DATE package which implemented run control, event
sampling, monitoring, run keeping, and configuration functionality.
Since 2002, number of channels increased from 190000 to approximately 300000, trigger rate
increase from 5 kHz to 30 kHz; the average event size remained roughly 35 kB. In order to
handle the increased data rates and mainly cope with aging of the system, it has been decided
to develop a new DAQ system during technical shutdown of CERN accelerator in 2013-2014.
Custom FPGA based data handling cards (DHC) are responsible for building of events in
the new system, thus replacing the event building network. The cards have been designed
in Compact AMC form factor and they feature 16 high speed serial links, 4GB of DDR3
memory, Gigabit Ethernet connection, and COMPASS Trigger Control System receiver.
There are two different versions of firmware: multiplexer and switch. The multiplexer card
combines data from 15 incoming Slinks send them into one outgoing, whereas the switch
combines data from up to 8 multiplexers and distributes the full events to the readout engine
servers equipped by spillbuffer PCI-Express cards that receive the data. DHC cards memory
allows to store date of one spill and to distribute the load over the accelerator cycle period.
Readout engine servers are also used for monitoring of data consistency and data quality
checks.
As the DHC cards perform data flow control and event building, the software serves for
configuration, run control, and monitoring. For these purposes, we have developed special
software package. The main part of the software is implemented in the C++ language
with the Qt framework; JavaScript, PHP, TCL, Python languages are used for support
tasks. MySQL database has been selected as storage of system configuration and logs.
Communication between processes in the system is implemented using the DIM library.
Several types of processes are present in the system. The master is the most important
process; it exchanges information and commands between user interface and slave processes.
Slaves monitor and configure the DHC cards, process data, and provide interface for data
access. User interface can run either in control or in viewer mode. However, only one instance
of user interface may be present in the control mode. Message logger collects messages from
all processes involved in the RCCARS and stores them in the database. Message browser is
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a graphical tool which allows to display and to filter these logs. The RCCARS is configured
trough the web interface.
The RCCARS has been deployed for the pilot run starting from the September 2014. In
the paper, we present performance and stability results of the new DAQ architecture, we
compare it with the original system in more details.
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Abstract ID : 512

The Pattern Recognition software for the PANDA
experiment

Abstract

PANDA is an antiproton-proton experiment that will run at center-of-mass energies from
2.25 to 5.46 GeV at the new facility FAIR in Darmstadt, Germany. In order to achieve
the broad range of physics goals of PANDA, a triggerless data acquisition and a high
luminosity (20 MHz interaction rate) are necessary. This talk will concentrate on the Pattern
Recognition software of the experiment. This software will use the information of all tracking
devices in PANDA, namely a microvertex detector (10 ns signal time resolution), straw tube
subdetectors (170 ns signal collection time), a GEM detector (few tens of ns time resolution),
a fast scintillator tile system (100 ps time resolution), and several planes of gas proportional
drift chambers. The absence of a hardware trigger, on one hand, gives maximum flexibility
in the selection of events of interest, and on the other hand, poses severe requirements to the
pattern recognition code: 1- it has to be very fast to keep up with the 20 MHz interaction
rate; 2- it must be very efficient in finding tracks and very selective in rejecting ghost tracks
caused by the large signal collection time of the straw systems combined with the 20 MHz
interaction rate makes possible the (wrong) assignment of a hit to several physics events. In
this talk the ideas and the various algorithms explored in the Pattern Recognition to tackle
those challenges will be shown.
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Abstract ID : 518

A python library for access of SharePoint without
using SharePoint

Abstract
One of the weak points of the Microsoft SharePoint systems is interoperability, especially for
users living in a non-Windows world. In addition, expert-level programming of Active Server
Pages (ASP.net, or “php for IIS") with C# or VirtualBasic is locked-away from standard
users due to the high level of demands of security of the SharePoint environment.
While experimenting with the SOAP and REST interfaces for querying existing SharePoint
database contents from a Linux/python/libcurl environment, I discovered that this is indeed
a viable alternative to the native tools provided by Microsoft. Some difficulties had to be
overcome, due to the multiple possibilities to authentify to a SharePoint system through IIS
(i.e. “the httpd for Windows"). But surprisingly table queries and joins were felt to be much
faster than over HTTP, once the correct syntax had been found. Other users have started
to use this pioneering work on a regular basis.
Documentation is provided nowadays by Microsoft for the interoperating interfaces SOAP
and REST protocols, albeit sometims rudimentary. Ambiguous naming of variables and
columns add another layer of opacity. The presentation should guide interested users to
the right places for solutions and last but not least to the sample codes on Codeplex (i.e.
“sourceforge by Microsoft"). I will present the present state of development of a python
package that attempts to make abstraction of the internal difficulties of SOAP and REST
for the end user, as well as possible plans to bridge access to ShPt completely behind a
LAxP system, where x might become x=ShPt.
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Abstract ID : 521

The ROOT 6 Runtime: Interpreter and Type
Information

Abstract
ROOT 6 can do all of C++ - thanks to its interpreter cling which in turn is based on the
industrial strength compiler llvm / clang. With the transition from CINT to cling, all the
runtime type information infrastructure (the well known “dictionaries") had to be adapted,
too.
This contribution will explain how the binding of user and experiment classes to ROOT
currently happens and how this binding is migrated to C++ modules. These same modules
are also considered for inclusion in the upcoming C++ standards, where they are seen
as a way to accelerate compilation time by factors. The presentation will showcase the
advantages of using a compiler as an interpreter back-end and introduce the current areas of
development for the interpreter.
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The GeantV project: preparing the future of
simulation

Abstract

Detector simulation is consuming at least half of the HEP computing cycles, and even so,
experiments have to take hard decisions on what to simulate, as their needs greatly surpass
the availability of computing resources. New experiments still in the design phase such
as FCC, CLIC and ILC as well as upgraded versions of the existing LHC detectors will
push further the simulation requirements. Since computing resources will not increase at
best, it is therefore necessary to sustain the progress of High Energy Physics and to explore
innovative ways of speeding up simulation. The GeantV project aims at developing a high
performance detector simulation system integrating fast and full simulation that can be
ported on different computing architectures, including accelerators. After more than two
years of R&D the project has produced a prototype capable of transporting particles in
complex geometries exploiting micro-parallelism, SIMD and multithreading. Portability is
obtained via C++ template techniques that allow the development of machine-independent
computational kernels. A set of tables derived from Geant4 for cross sections and final states
provides a realistic shower development and, having been ported into a Geant4 physics list,
is also a basis for a performance comparison. The talk will describe the development of the
project and the main R&D results motivating the technical choices of the project. It will
review the current results and the major challenges facing the project. We will conclude
with an outline of the future roadmaps and major milestones for the project.
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