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Abstract ID : 7

Running and Testing T2 Grid Services with Puppet
at GRIF-IRFU

Abstract

GRIF is a distributed Tiers2 center, made of 6 different centers in the Paris region (France),
and serving many VOs. The sub-sites are connected with 10Gbits/s private network and
share tools for central management. One of the sub-sites, GRIF-IRFU held and maintained
in the CEA-Saclay center, moved a year ago, to a configuration management using Puppet.
Thanks to the versatility of Puppet/Foreman automation, the GRIF-IRFU site maintains
usual grid services, with among them: a Cream-CE with a Torque+Maui (running a batch
with more than 4000 jobs slots), a DPM storage of more than 2PB, a Nagios monitoring
essentially based on check_mk, as well as centralized services for the French NGI, like the
accounting, or the argus central banning system. We report on the actual functionalities of
Puppet and present the last tests and evolutions including a monitoring with Graphite, a
HT-condor multi core batch accessed with an ARC-CE and a CEPH storage file system.

Primary author(s) : Dr. FERRY, Sophie Catherine (CEA/IRFU,Centre d’etude de Saclay
Gif-sur-Yvette (FR))

Co-author(s) : MICOUT, Pierrick (Unknown); Mr. SCHAER, Frederic (CEA)

Presenter(s) : Dr. FERRY, Sophie Catherine (CEA/IRFU,Centre d’etude de Saclay Gif–
sur-Yvette (FR))

Track Classification : A08 Middleware and services for production-quality infrastructures;
A13 Monitoring; T06 Storage systems; T07 Computing facilities and infrastructures; T14
Collaborative tools
Contribution Type : poster presentation

Track Status: SUBMITTED
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Abstract ID : 8

Modular and scalable RESTful API to sustain STAR
collaboration’s record keeping

Abstract
STAR collaboration’s record system is a collection of heterogeneous and sparse information
associated to each members and institutions. In its original incarnation, only flat information
were stored revealing many restrictions such as the lack of historical change information, the
inability to keep track of members leaving and re-joining or the ability to easily extend the
saved information as new requirements appear.
In mid-2013, a new project was launched covering for an extensive set of revisited requirements.
The requirements led us to a design based on a RESTful API, back-end storage engine
relying on key/value pair data representation model coupled with a tiered architecture design.
This design was motivated by the fact that unifying many STAR tools, relying on the same
business logic and storage engine, was a key and central feature for the maintainability
of records. This central service API would leave no ambiguities and provide easy service
integration between STAR tools.
The new design stores the changes in records dynamically and allows tracking the changes
chronologically. The storage engine is extensible as new field of information emerges (member
specific or general) without affecting the presentation or the business logic layers. The
new record system features a convenient administrative interface, fuzzy algorithms for data
entry and search and provides basic statistics and graphs. Finally, this modular approach
is supplemented with access control, allowing sensitive information and administrative
operations away from public users.
In this contribution, we will review the requirements, present our design and its benefits as
well as illustrate the power of the approach using practical examples for record keeping in a
large collaboration like STAR.

Primary author(s) : SHANMUGANATHAN, Prashanth (Kent State University, USA); Dr.
LAURET, Jerome (BROOKHAVEN NATIONAL LABORATORY); ARKHIPKIN, Dmitry
(Brookhaven National Laboratory)

Presenter(s) : SHANMUGANATHAN, Prashanth (Kent State University, USA)

Track Classification : A06 Data stores; A09 Outreach; T03 Data structures and algorithms;
T05 Databases; T08 Software design; T14 Collaborative tools
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Abstract ID : 37

ATLAS TDAQ System Administration: evolution
and re-design

Abstract

The ATLAS Trigger and Data Acquisition (TDAQ) system is responsible for the online
processing of live data, streaming from the ATLAS experiment at the Large Hadron Collider
(LHC) at CERN. The online farm is composed of ˜3000 servers, processing the data readout
from ˜100 million detector channels through multiple trigger levels. During the two years of
the first Long Shutdown (LS1) there has been a tremendous amount of work done by the
ATLAS TDAQ System Administrators, implementing numerous new software applications,
upgrading the OS and the hardware, changing some design philosophies and exploiting
the High Level Trigger farm with different purposes. During the data taking only critical
security updates are applied and broken hardware is replaced to ensure a stable operational
environment. The LS1 provided an excellent opportunity to look into new technologies
and applications that would help to improve and streamline the daily tasks of not only the
System Administrators, but also of the scientists who will be working during the upcoming
data taking period (Run-II). The OS version has been upgraded to SLC6; for the largest
part of the farm, which is composed by netbooted nodes, this required a completely new
design of the netbooting system. In parallel, the migration to Puppet of the Configuration
Management systems has been completed for both netbooted and localbooted hosts; the
Post-Boot Scripts system and Quattor have been consequently dismissed. Various new
ATCA-based readout systems, with specific network requirements, have also been integrated
into the overall system. Virtual Machine (VM) usage has been investigated and tested and
many of our core servers are now running on VMs. This provides us with the functionality of
rapidly replacing them in case of failures and increasing the number of servers when needed.
Virtualization has also been used to adapt the HLT farm as a batch system, which has been
used for running Monte Carlo production jobs that are mostly CPU and not I/O bound. In
Run-II this feature could be exploited during the downtimes of the LHC. A new Satellite
Control Room (SCR) has also been commissioned and in the ATLAS Control Room (ACR)
the PC-over-IP network connections have been upgraded to a fully redundant network. The
migration to SLC6 has also had an impact on the Control Room Desktop (CRD), the in
house KDE-based desktop environment designed to enforce access policies while fulfilling the
needs of the people working in the ACR and the SCR. Finally, monitoring the health and
the status of ˜3000 machines in the experimental area is obviously of the utmost importance,
so the obsolete Nagios v2 has been replaced with Icinga, complemented by Ganglia for
performance data. This paper serves for reporting “What”, “Why” and “How” we did in
order to improve and produce a system capable of performing for the next 3 years of ATLAS
data taking.

Primary author(s) : GARELLI, Nicoletta (SLAC National Accelerator Laboratory (US))

Co-author(s) : LEE, Christopher Jon (University of Johannesburg (ZA)); BALLESTRERO,
Sergio (University of Johannesburg (ZA)); BOGDANCHIKOV, Alexander (Budker Institute of
Nuclear Physics (RU)); BRASOLIN, Franco (Universita e INFN (IT)); CONTESCU, Cristian
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(Polytechnic University of Bucharest (RO)); DUBROV, Sergei (Budker Institute of Nuclear
Physics (RU)); FAZIO, Daniel (CERN); KOROL, Aleksandr (Budker Institute of Nuclear
Physics (RU)); SCANNICCHIO, Diana (University of California Irvine (US)); TWOMEY,
Matthew Shaun (University of Washington (US)); VORONKOV, Artem (Budker Institute of
Nuclear Physics (RU))

Presenter(s) : GARELLI, Nicoletta (SLAC National Accelerator Laboratory (US))

Track Classification : A01 DAQ; A02 Trigger; A03 Simulation; A11 Computing models;
A13 Monitoring; T01 Control systems; T04 Data handling/access; T07 Computing facilities
and infrastructures; T10 Performance and validation tools; T13 Networking; T14 Collaborative
tools; T16 Virtualization; T17 High performance computing
Contribution Type : oral presentation

Comments:
I am submitting this abstract as a member of the ATLAS TDAQ Speaker Committee,
on behalf of the ATLAS TDAQ community. In case of acceptance, a speaker or poster
presenter will be assigned later.
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Abstract ID : 54

Monte Carlo Production Management at CMS

Abstract
The analysis of the LHC data at the Compact Muon Solenoid (CMS) experiment requires the
production of a large number of simulated events. During the runI of LHC (2010-2012), CMS
has produced over 12 Billion simulated events, organized in approximately sixty different
campaigns each emulating specific detector conditions and LHC running conditions (pile
up).
In order to aggregate the information needed for the configuration and prioritization of
the events production, assure the book-keeping and of all the processing requests placed
by the physics analysis groups, and to interface with the CMS production infrastructure,
the web-based service ‘Monte Carlo Management’ (McM) has been developed and put in
production in 2012.
McM is based on recent server infrastructure technology (CherryPy + java) and relies on a
CouchDB database back-end.
This contribution will cover the one and half year of operational experience managing samples
of simulated events for CMS, the evolution of its functionalities and the extension of its
capability to monitor the status and advancement of the events production.

Primary author(s) : FRANZONI, Giovanni (CERN)

Co-author(s) : NORKUS, Antanas (Vilnius University (LT)); SRIMANOBHAS, Phat
(Chulalongkorn University (TH)); BOUDOUL, Gaelle (Universite Claude Bernard-Lyon I
(FR)); Dr. VLIMANT, Jean-roch (California Institute of Technology (US)); POL, Adrian
(CERN)

Presenter(s) : FRANZONI, Giovanni (CERN)

Track Classification : A03 Simulation; T14 Collaborative tools
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by FRANZONI, Giovanni on Saturday 11 October 2014
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Abstract ID : 61

Indico - the road to 2.0

Abstract
Indico has come a long way since it was first used to organize CHEP 2004. More than ten
years of development have brought new features and projects, widening the application’s
feature set and enabling event organizers to work even more efficiently. While this has
boosted the tool’s usage and facilitated its adoption by a remarkable 300,000 events (at
CERN only), it has also generated a whole new range of challenges, which have been the
target of the team’s attention for the last 2 years. One of them was that of scalability and
the maintainability of the current database solution (ZODB).
After careful consideration, the decision was taken to move away from ZODB to PostgreSQL,
a relational and widely-adopted solution that will permit the development of a more ambitious
feature set as well as improved performance and scalability. A change of this type is by no
means trivial in nature and requires the refactoring of most backend code as well as the full
rewrite of significant portions of it. We are taking this opportunity to modernize Indico, by
employing standard web modules, technologies and concepts that not only make development
and maintenance easier but also constitute an upgrade to Indico’s stack. The first results
are already visible since August 2014, with the full migration of the Room Booking module
to the new paradigm.
In this paper we explain what has been done so far in the context of this ambitious migration,
what have been the main findings and challenges, as well as the main technologies and
concepts that will constitute the foundation of the resultant Indico 2.0.

Primary author(s) : FERREIRA, Pedro (CERN)

Presenter(s) : FERREIRA, Pedro (CERN)

Track Classification : T14 Collaborative tools
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by BARON, Thomas on Monday 13 October 2014
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Abstract ID : 62

Vidyo@CERN: A Service Update

Abstract

We will present an overview of the current real-time video service offering for the LHC, in
particular the operation of the CERN Vidyo service will be described in terms of consolidated
performance and scale: The service is an increasingly critical part of the daily activity of
the LHC collaborations, topping recently more than 50 million minutes of communication
in one year, with peaks of up to 852 simultaneous connections. We will elaborate on the
improvement of some front-end key features such as the integration with CERN Indico, or
the enhancements of the Unified Client and also on new ones, released or in the pipeline,
such as a new WebRTC client and CERN SSO/Federated SSO integration. An overview
of future infrastructure improvements, such as virtualization techniques of Vidyo routers
and geo-location mechanisms for load-balancing and optimum user distribution across the
service infrastructure will also be discussed. The work done by CERN to improve the
monitoring of its Vidyo network will also be presented and demoed. As a last point, we will
touch the roadmap and strategy established by CERN and Vidyo with a clear objective of
optimizing the service both on the end client and backend infrastructure to make it truly
universal, to serve Global Science; that includes the introduction of the multi-tenant concept
to serve different communities, as the follow up of CERN’s decision to offer the Vidyo service
currently operated for the LHC, to other Sciences, Institutions and Virtual Organizations
beyond HEP that might express interest for it.

Primary author(s) : Mr. CORREIA FERNANDES, Joao (CERN)

Presenter(s) : Mr. CORREIA FERNANDES, Joao (CERN)

Track Classification : T14 Collaborative tools
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by BARON, Thomas on Monday 13 October 2014
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Abstract ID : 63

Offering Global Collaboration Services beyond
CERN and HEP

Abstract

The CERN IT department has built over the years a performant and integrated ecosystem
of collaboration tools, from videoconference and webcast services to event management
software. These services have been designed and evolved in very close collaboration with
the various communities surrounding the laboratory and have been massively adopted by
CERN users. To cope with this very heavy usage, global infrastructures have been deployed
which take full advantage of CERN’s international and global nature. If these services
and tools are instrumental in enabling the worldwide collaboration which generates major
HEP breakthroughs, they would certainly also benefit other sectors of science in which
globalisation has already taken place. Some of these services are driven by commercial
software (Vidyo or Wowza for example), some others have been developed internally and
have already been made available to the world as Open Source Software in line with CERN’s
spirit and mission. Indico for example is now installed in 100+ institutes worldwide. But
providing the software is often not enough and institutes, collaborations and project teams
do not always possess the expertise, or human or material resources that are needed to set up
and maintain such services. Regional and national institutions have to answer needs which
are growingly global and often contradict their operational capabilities or organisational
mandate and so are looking at existing worldwide service offers such as CERN’s. We believe
that the accumulated experience obtained through the operation of a large scale worldwide
collaboration service combined with CERN’s global network and its recently-deployed Agile
Infrastructure would allow the Organisation to set up and operate collaborative services,
such as Indico and Vidyo, at a much larger scale and on behalf of worldwide research and
education institutions and thus answer these pressing demands while optimizing resources
at a global level. Such services would be built over a robust and massively scalable Indico
server to which the concept of communities would be added, and which would then serve
as a hub for accessing other collaboration services such as Vidyo, on the same simple and
successful model currently in place for CERN users. This talk will describe this vision, its
benefits and the steps which have already been taken to make it come to life.

Primary author(s) : BARON, Thomas (CERN)

Co-author(s) : FERREIRA, Pedro (CERN); Mr. CORREIA FERNANDES, Joao (CERN)

Presenter(s) : FERREIRA, Pedro (CERN); Mr. CORREIA FERNANDES, Joao (CERN)

Track Classification : T14 Collaborative tools
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by BARON, Thomas on Monday 13 October 2014
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Abstract ID : 72

Towards a 21st Century Telephone Exchange at
CERN

Abstract

The advent of mobile telephony and VoIP has significantly impacted the traditional telephone
exchange industry—to such an extent that private branch exchanges are likely to disappear
completely in the near future. For large organisations, such as CERN, it is important to be
able to smooth this transition by implementing new voice platforms that can protect past
investments and the flexibility needed to securely interconnect emerging VoIP solutions and
forthcoming developments such as VoLTE. We present the results of ongoing studies and
tests at CERN of the latest technologies in this area.

Primary author(s) : VALENTIN VINAGRERO, Francisco (CERN)

Co-author(s) : CHAPRON, Frederic (CERN); SIERRA, Rodrigo (CERN)

Presenter(s) : VALENTIN VINAGRERO, Francisco (CERN)

Track Classification : T08 Software design; T13 Networking; T14 Collaborative tools
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by CHAPRON, Frederic on Monday 13 October 2014
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Abstract ID : 73

The ALICE Glance Shift Accounting Management
System

Abstract
ALICE (A Large Ion Collider Experiment) is an experiment at the CERN LHC (Large
Hadron Collider) studying the physics of strongly interacting matter and the quark-gluon
plasma.
The experiment operation requires a 24 hours per day and 7 days a week “shift” crew at
the experimental site, composed by the ALICE collaboration members. Shift duties are
calculated for each institute according to their correlated members. In order to ensure
the full coverage of the experiment operation as well as its good quality, the ALICE Shift
Accounting Management System (SAMS) is used to manage the shift bookings as well as
the needed training.
ALICE SAMS is the result of a joint effort between the Federal University of Rio de Janeiro
(UFRJ) and the ALICE Collaboration. The Glance technology, developed by the UFRJ and
the ATLAS experiment, sits at the basis of the system as an intermediate layer isolating the
particularities of the databases.
In this paper, we describe the ALICE SAMS development process and functionalities. The
database has been modelled according to the collaboration needs and is fully integrated
with the ALICE Collaboration repository in order to access members information and
respectively roles and activities. Run, period and training coordinators can manage their
subsystem operation and ensure an efficient personnel management. Members of the ALICE
collaboration can book shifts and on call according to pre-defined rights.
ALICE SAMS features a user’s profile containing all the statistics and user contact information
as well as the Institutes profile. Both the user and institute profiles are public (within
the scope of the collaboration) and show the done over due credit balance in real time. A
shift calendar allows the run Coordinator to plan data taking periods in terms of which
subsystems shifts are enabled or disabled and on call responsibles and slots. An overview
display presents the shift crew attending the control room and allows the run coordination
team to confirm the presence of both regular and trainees shift personnel, necessary for
credit accounting.

Primary author(s) : HENRIQUE MARTINS SILVA, Heron (Univ. Federal do Rio de Janeiro
(BR))

Co-author(s) : MAIDANTCHIK, Carmen (Univ. Federal do Rio de Janeiro (BR)); RONCHETTI,
Federico (Istituto Nazionale Fisica Nucleare (IT)); TELESCA, Adriana (CERN)

Presenter(s) : HENRIQUE MARTINS SILVA, Heron (Univ. Federal do Rio de Janeiro
(BR))

Track Classification : T14 Collaborative tools
Contribution Type : oral presentation

Track Status: SUBMITTED
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Abstract ID : 74

The ALICE Glance Membership Management
System

Abstract
ALICE (A Large Ion Collider Experiment) is an experiment at the CERN LHC (Large
Hadron Collider) studying the physics of strongly interacting matter and the quark-gluon
plasma. The experiment collaboration counts more than 1500 members from 148 institutes
in 39 countries.
During the experiment start up in 2008 and the following years of data taking the information
about members was manually maintaned in a static database called the ALICE Collaboration
Database (ACDB). The increased size and complexity of the collaboration in terms of
contracts diversity and institutions responsibility in physics and experiment operation made
clear the need of using a dynamic and flexible system.
In this paper, we introduce the ALICE Glance Membership system, which is the result
of a fruitful joint effort between UFRJ (Federal University of Rio de Janeiro) and the
ALICE Collaboration at CERN. The Glance tecnology, developed by the UFRJ and the
ATLAS experiment, sits at the basis of the system as an intermediate layer isolating the
particularities of the databases.
The developed Web system manages members data and their employments contracts,
activities and appointments in the collaboration. It handles institutes and funding agencies
information, agreements and representatives, which is essential to give the right access to
ALICE members, create mailing lists, electronic groups and automatic notifications as well
as generating the list of publication authors. The ALICE Glance Membership interacts with
external software such as the CERN Foundation database and the Greybook. The system
supports the decentralization of functions, allowing Institute leaders to directly manage
their team and members to access their own information, enabling a dynamic collaboration
network through the Web.

Primary author(s) : HENRIQUE MARTINS SILVA, Heron (Univ. Federal do Rio de Janeiro
(BR)); BOETTGER, Stefan (Johann-Wolfgang-Goethe Univ. (DE))

Co-author(s) : MAIDANTCHIK, Carmen (Univ. Federal do Rio de Janeiro (BR)); TELESCA,
Adriana (CERN); ABREU DA SILVA, Igor (Univ. Federal do Rio de Janeiro (BR))

Presenter(s) : HENRIQUE MARTINS SILVA, Heron (Univ. Federal do Rio de Janeiro
(BR))

Track Classification : T14 Collaborative tools
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by TELESCA, Adriana on Monday 13 October 2014
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Abstract ID : 81

Enterprise Social Networking Systems for HEP
community

Abstract
The emergence of social media platforms in the consumer space unlocked new ways of
interaction between individuals on the web. People develop now their social networks and
relations based on common interests and activities with the choice to opt-in or opt-out on
content of their interest. This kind of platforms have also an important place to fill inside
large organizations and enterprises where communication and collaborators interaction are
keys for development. They are enablers to unlock hidden opportunities.
Enterprise Social Networking Systems (ESN) add value to an organization by encouraging
information sharing, capturing knowledge, enabling action and empowering people. For such
they propose microblogging, profiles, social networking, suggestion systems and discussion
forums. Microblogging introduces a lightweight and informal communication channel that
primes information sharing, promotes discussion and gives an equal opportunity to everyone
to reach a broad audience. Profiles and social networking are the perfect tool to seek for
skills and can act as a catalyzer for new projects and opportunities. Suggestion systems and
discussion forums are the perfect tools to identify evolving trends and allow new communities
to born.
CERN is currently rolling out an ESN which aims to unify and provide a single point of
access to the multitude of information sources in the organization. It also implements social
features that can be added on top of existing communication channels. This talk will review
the experiences with this deployment, the risks and benefits and outlook for the future as a
social community tool for HEP.

Primary author(s) : SILVA DE SOUSA, Bruno (CERN)

Co-author(s) : GRZYWACZEWSKI, Pawel (CERN); ORMANCEY, Emmanuel (CERN)

Presenter(s) : SILVA DE SOUSA, Bruno (CERN)

Track Classification : T14 Collaborative tools
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by SILVA DE SOUSA, Bruno on Tuesday 14 October 2014
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Abstract ID : 85

The CERN Lync system : voice-over-ip and much
more

Abstract
While travelling, we expect to have access to Internet, or being able to check a mailbox. But
until recently, it was difficult to maintain voice conversations while outside of your working
place. For some cases we can use mobile phones but the roaming charges are high when
abroad. At CERN we have deployed Lync, a Voice-over-IP system that fills this gap. Once a
CERN user has requested a migration of a landline phone number to the Lync Phone system,
people can place calls from range of supported clients: Lync IP phones, Lync application on
Windows/MAC, or Lync application on a smartphones (iPhone, Android, Windows Phone).
This reduces costs and allows people to place phone calls using their CERN number from
any place around the world.
This talk will explain the new functionalities such as instant messaging, presence detection,
desktop sharing and integration with the CERN phone system, the technical architecture
and the experiences with deploying the Lync solution at CERN. Lync Federation with other
organisations and bridging to Skype and Google Talk will also be described.

Primary author(s) : GRZYWACZEWSKI, Pawel (CERN)

Co-author(s) : SILVA DE SOUSA, Bruno (CERN)

Presenter(s) : SILVA DE SOUSA, Bruno (CERN)

Track Classification : T14 Collaborative tools
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by GRZYWACZEWSKI, Pawel on Tuesday 14 October 2014
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Abstract ID : 162

Exploring JavaScript and ROOT technologies to
create Web-based ATLAS analysis and monitoring

tools

Abstract

We explore the potentialities of current web applications to create online interfaces that
allow the visualization, interaction and real physics cut-based analysis and monitoring of
processes trough a web browser. The project consists in the initial development of web-based
and cloud computing services to allow students and researches to perform fast and very
useful cut-based analysis on a browser, reading and using real data and official Monte-Carlo
simulations stored in ATLAS computing facilities. Several tools are considered: ROOT,
JavaScript and HTML. Our study case is the current cut-based H->ZZ->llqq analysis of the
ATLAS experiment. Preliminary but satisfactory results have been obtained online; this
presentation describes the tests and plans and future upgrades.

Primary author(s) : SANCHEZ PINEDA, Arturo (Universita di Napoli Federico II-Universita
e INFN)

Co-author(s) : MOSKALETS, Tetiana (C)

Presenter(s) : SANCHEZ PINEDA, Arturo (Universita di Napoli Federico II-Universita e
INFN)

Track Classification : A05 Data analysis; T10 Performance and validation tools; T14
Collaborative tools

Comments:
On behalf of the ATLAS Collaboration
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Abstract ID : 177

Dual-use tools and systematics-aware analysis
workflows in the ATLAS Run-II analysis model

Abstract

The ATLAS analysis model has been overhauled for the upcoming run of data collection
in 2015 at 13 TeV. One key component of this upgrade was the Event Data Model (EDM),
which now allows for greater flexibility in the choice of analysis software framework and
provides powerful new features that can be exploited by analysis software tools. A second
key component of the upgrade is the introduction of a dual-use tool technology, which
provides abstract interfaces for analysis software tools to run in either the Athena framework
or a ROOT-based framework. The tool interfaces, including a new interface for handling
systematic uncertainties, have been standardized for the development of improved analysis
workflows and consolidation of high-level analysis tools. This presentation will cover the
details of the dual-use tool functionality, the systematics interface, and how these features
fit into a centrally supported analysis environment.

Primary author(s) : FARRELL, Steven Andrew (University of California-Unknown-Un-
known)

Co-author(s) : KRUMNACK, Nils Erik (Iowa State University (US)); CALAFIURA,
Paolo (Lawrence Berkeley National Lab. (US)); Dr. LEI, Xiaowen (University of Arizona
(US)); LAYCOCK, Paul James (University of Liverpool (GB)); KRASZNAHORKAY, Attila
(CERN); ADAMS, David (Brookhaven National Laboratory (US)); DELSART, Pierre-antoine
(Centre National de la Recherche Scientifique (FR)); ELSING, Markus (CERN); KOENEKE,
Karsten (Albert-Ludwigs-Universitaet Freiburg (DE)); LANCON, Eric Christian (CEA/IRFU,Centre
d’etude de Saclay Gif-sur-Yvette (FR)); LAVRIJSEN, Wim (Lawrence Berkeley National Lab.
(US)); STRANDBERG, Sara Kristina (Stockholm University (SE)); VERKERKE, Wouter
(NIKHEF (NL)); VIVARELLI, Iacopo (University of Sussex (GB)); WOUDSTRA, Martin
(University of Manchester (GB))
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Abstract ID : 178

ATLAS analysis framework and software tools for
ROOT/C++

Abstract

During ATLAS Run-1, high demand for analysis software useable outside the realm of
Athena (the framework used by the ATLAS offline software) led to the development of
an analysis framework that can be used in a pure ROOT/C++ software environment.
This framework is centrally maintained by the Analysis Software Group and provides an
event loop and software tools for performing analysis jobs. Users construct algorithms and
steering macros which can be run on either local machines or on the grid in a transparent
way. Some of the powerful features of the framework include easy integration with grid
tools, distributed computing with batch systems and PROOF, and management of sample
datasets and meta-data. A lightweight package build and management system is provided
which simplifies the work of the tool developer and analyzer in writing and using analysis
packages. Commonly used packages are organized into lightweight analysis releases which
are distributed on the grid via CVMFS and can also be downloaded and compiled easily on
a local machine or laptop. This presentation will cover the technical details and features of
this framework and discuss how it fits into a typical analysis workflow in ATLAS.
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The evolution of CERN EDMS

Abstract
Large-scale long-term projects such as the LHC require the ability to store, manage, organize
and distribute large amounts of engineering information, covering a wide spectrum of fields.
This information is a living material, evolving in time, following various lifecycles. It has to
reach the next generations of engineers so they understand how their predecessors designed,
crafted, operated and maintained the most complex machines ever built.
This is the role of CERN EDMS. The Engineering and Equipment Data Management
Service has served the High Energy Physics Community for over 15 years. It is the CERN’s
official PLM (Product Lifecycle Management), supporting engineering communities in
their collaborations inside and outside the laboratory. EDMS is integrated with the CAD
(Computer-aided Design) and CMMS (Computerized Maintenance Management) systems
used at CERN providing tools for engineers who work in different domains and who are not
PLM specialists.
Over the years, human collaborations and machines grew in size and complexity. So did
the EDMS: it is currently home to more than 2 million files and documents, and has over 6
thousand active users. In April 2014 we released a new major version of EDMS, featuring a
complete makeover of the web interface, improved responsiveness and enhanced functionality.
Following the results of user surveys and building upon feedback received from key users
group, we brought what we think is a system that is more attractive and makes it easy to
perform complex tasks.
In this paper we will describe the main functions and the architecture of EDMS. We will
discuss the available integration options, which enable further evolution and automation of
engineering data management. We will also present our plans for the future development of
EDMS.
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Software Management for the NOvA Experiment

Abstract

The NOvA software (NOvASoft) is written in C++ and built on the Fermilab Computing
Division’s ART framework that uses ROOT analysis software. NOvASoft makes use of
more than 50 external software packages, is developed by more than 50 developers and is
used by more than 100 physicists from over 30 universities and laboratories in 3 continents.
The software builds are handled by Fermilab’s custom version of Software Release Tools
(SRT), a UNIX based software management system for large, collaborative projects that is
used by several experiments at Fermilab. The system provides software version control with
SVN configured in a client-server mode and is based on the code originally developed by
the BaBar collaboration. In this paper, we present efforts towards distributing the NOvA
software via the CERN VMFS distributed file system. We will also describe our recent work
to use CMake build system and Jenkins, the open source continuous integration system, for
NOvASoft.
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Accelerating Debugging In A Highly Distributed
Environment

Abstract

As more experiments move to a federated model of data access the environment becomes
highly distributed and decentralized. In many cases this may pose obstacles in quickly
resolving site issues; especially given vast time-zone differences. Spurred by ATLAS needs,
Release 4 of XRootD incorporates a special mode of access to provide remote debugging
capabilities. Essentially, XRootD allows a site to grant secure access to specific individuals
to view certain XRootD information (e.g. log files, configuration files, etc). In a virtual
view all of the information is laid out in a site independent way regardless of how the site
configured its system. This allows experts at other locations to assist in resolving issues and
alleviates time-zone vagaries. The view is available through XRootd or, optionally, HTTP.
This talk provides the motivation for developing the remote debugging facility, why it is
essential in highly distributed environments, and what can actually be done with it.
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Cernbox + EOS: End-user Storage for Science

Abstract
Cernbox is a cloud synchronisation service for end-users: it allows to sync and share files on
all major mobile and desktop platforms (Linux, Windows, MacOSX, Android, iOS) aiming
to provide offline availability to any data stored in the CERN EOS infrastructure.
The successful beta phase of the service confirmed the high demand in the community for
such easily accessible cloud storage solution. Integration of the Cernbox service with the
EOS storage back-end is the next step towards providing sync and share capabilities for
scientific and engineering use-cases.
In this report we will present lessons learnt offering the Cernbox service, key technical aspects
of Cernbox/EOS integration and new, emerging usage possibilities. The latter include the
ongoing integration of sync and share capabilities with the LHC data analysis tools and
transfer services.
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Tile-in-ONE: A web platform which integrates Tile
Calorimeter data quality and calibration assessment

Abstract
The ATLAS Tile Calorimeter assesses the quality of data in order to ensure its proper
operation. A number of tasks are then performed by running several tools and systems,
which were independently developed to meet distinct collaboration’s requirements and do
not necessarily builds an effective connection among them. Thus, a program is usually
implemented without a global perspective of the detector, requiring basic software features.
In addition, functionalities may overlap in their objectives and frequently replicate resources
retrieval mechanisms.
Tile-in-ONE is a unique platform that assembles various web systems used by the calorimeter
community through a single framework and a standard technology. It provides an infrastruc-
ture to support the code implementation, avoiding duplication of work while integrating
with an overall view of the detector status. Database connectors smooth the process of
information access since developers do not need to be aware of where records are placed
and how to extract them. Within the environment, a dashboard stands for a particular
Tile operation aspect and gets together plug-ins, i.e. software components that add specific
features to an existing application.
A server contains the platform core, which represents the basic environment to deal the
configuration, manage user settings and load plug-ins at runtime. A web middleware assists
users to develop their own plug-ins, perform tests and integrate them into the platform as
a whole. Backends are employed to allow that any type of application is interpreted and
displayed in a uniform way.
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The GridPP DIRAC project - DIRAC for non-LHC
communities

Abstract
The GridPP consortium in the UK is currently testing a multi-VO DIRAC service aimed
at non-LHC VOs. These VOs are typically small (fewer than two hundred members) and
generally do not have a dedicated computing support post. The majority of these represent
particle physics experiments (e.g. T2K, NA62 and COMET), although the scope of the
DIRAC service is not limited to this field. A few VOs have designed bespoke tools around the
EMI-WMS & LFC, while others have so far eschewed distributed resources as they perceive
the overhead for accessing them to be too high. The aim of the GridPP DIRAC project is to
provide an easily adaptable toolkit for such VOs in order to lower the threshold for access to
distributed resources such as grid and cloud computing. As well as hosting a centrally run
DIRAC service, we will also publish our changes and additions to the base DIRAC codebase
under an open-source license. We started by taking a survey of the existing VO specific
solutions using the feedback to determine the user requirements that were driving these
implementations. These details were then used to map the base requirements to available
DIRAC features, implementing any additional common functionality that was needed. Once
the groundwork was complete, this knowledge was shared with the existing VOs and we
worked with them to adapt their grid model to use the new DIRAC service. The experience
gained from this process was then used to recommend sensible approaches to the new VOs
and assist them in getting started with distributed computing. We investigated different
support models and found that a mailing list was the most accessible option for the target
audience, while GGUS is used for tracking service issues.
We report on the current status of this project and show increasing adoption of DIRAC
within the non-LHC communities.
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Development of site-oriented Analytics for Grid
computing centres

Abstract
The field of analytics, the process of analysing data to visualise meaningful patterns and
trends, has become increasingly important to a wide range of scientific applications as
the volume and variety of accessible data available to process (so called Big Data) has
significantly increased. There are a number of scalable analytic platforms and services
which have risen in prominence (such as Elasticsearch) which enable unstructured data from
numerous sources to be gathered, curated and visualised through a single extensible interface.
There is ongoing work in the HEP community evaluating these tools, for example in the
augmentation of system management at regional computing centres. In this context the
provisioning of analytic solutions for computing sites pledging resources to the Worldwide
LHC Computing Grid (WLCG) is an area of considerable interest.
Each Grid computing centre generates a wealth of monitoring data from multiple sources as
part of their ongoing operations. These include system logging, Grid middleware services,
LRMS scheduling information, network and storage utilisation and workload performance.
This rich set of data is available for exploitation using analytics tools to enable post-facto
diagnostics and a more comprehensive understanding of site systems, extending existing
work on site monitoring. A site-oriented analytics portal would allow administrators to
more easily leverage their available logging and monitoring data to determine the causes in
variations in workload performance that may be unclear from a single data source.
In this study we will explore the components necessary for a WLCG site-oriented analytics
platform. A corpus of relevant time-series based monitoring and logging data collected at
two UK Grid computing centres (ECDF and Glasgow) will be categorised and stored. We
will then explore the use of this data as part of a distributed analytics system. A necessary
part of this work will be an examination of the appropriate level of visibility for different
categories of site data. Furthermore, we will explore the extent to which machine learning
techniques could be harnessed to provide predictive capability in error detection by using
curated site data as a continuous training set.
This model is being developed with a particular focus on providing a solution for Grid
computing centres rather than attempting to cover all data sources generated by a Virtual
Organisation (VO). Such an approach is intended to complement analytic development from
larger VOs (such as the LHC experiments) whilst benefiting smaller VOs who may not have
the resources available to develop these types of tools. Based on this work we will look
towards areas of best practice in developing systems of this nature.
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Towards Reproducible Experiment Platform

Abstract

Data analysis in fundamental sciences nowadays is essential process that pushes frontiers of
our knowledge and leads to new discoveries. At the same time we can see that complexity
of those analysis increases exponentially due to a) enormous volumes of datasets being
analyzed, b) variety of techniques and algorithms one have to check inside a single analysis,
c) distributed nature of research teams that requires special communication media for
knowledge and information exchange between individual researchers. There is a lot of
resemblance between techniques and problems arising in the areas of industrial information
retrieval and particle physics. To address those problems we propose a Reproducible
Experiment Platform (REP) - a software infrastructure to support a collaborative ecosystem
for computational science. It is a Python-based solution for research teams that allows
running computational experiments on big shared datasets, obtaining reproducible and
repeatable results, and consistent comparisons of the obtained results. REP supports many
data formats including ROOT, allowing for easy integration with existing HEP software and
analyses. We present some key features of REP based on case studies which include trigger
optimization and physics analysis studies at the LHCb experiment, as well as an example
case of applying the prototype of such a system in Information Retrieval research that led
to a performance increase of two orders of magnitude.

Primary author(s) : USTYUZHANIN, Andrey (ITEP Institute for Theoretical and Experi-
mental Physics (RU)); BARANOV, Alexander (ITEP Institute for Theoretical and Experimental
Physics (RU)); LIKHOMANENKO, Tatiana (National Research Centre Kurchatov Institute
(RU)); ARTEMOV, Alexey (Yandex School of Data Analysis); KHAIRULLIN, Egor (Yandex
School of Data Analysis, Moscow); ROGOZHNIKOV, Alexey (Yandex School of Data Analysis,
Moscow)

Co-author(s) : WILLIAMS, J Michael (Massachusetts Inst. of Technology (US)); GLIGOROV,
Vladimir (CERN)

Presenter(s) : USTYUZHANIN, Andrey (ITEP Institute for Theoretical and Experimental
Physics (RU))

Track Classification : A05 Data analysis; A09 Outreach; T07 Computing facilities and
infrastructures; T14 Collaborative tools
Contribution Type : oral presentation

Track Status: SUBMITTED

Submitted by USTYUZHANIN, Andrey on Friday 24 October 2014

December 6, 2014 Page 25



21st Internatio� . . . / Report of Abstracts Evolution of the Open Science . . .

Abstract ID : 427

Evolution of the Open Science Grid Application
Software Installation Service (OASIS)

Abstract
The Open Science Grid Application Software Installation Service (OASIS) provides an
application installation service for Open Science Grid (OSG) virtual organizations (VOs)
built on top of the CERN Virtual Machine File System (CVMFS). This paper provides
an overview and progress report of the OASIS service, which has been in production for
over 18 months. OASIS can be used either directly, as a service run by OSG Operations,
or as a standalone software product. In either use case, the VOs’ files feed into a network
of Stratum One replication servers, along with other partners within a federation. The
OASIS network has the flexibility of providing pure CVMFS repositories, the OSG-run
central OASIS repository, or VO-run OASIS repositories. Depending on their needs, VOs
can integrate into OASIS at several different points, leading to a more complex trust model
than that of the standard CVMFS service.
This paper describes the evolution of usage and implementation of OASIS over the past 18
months, as well as its operational successes, evolutions and issues. Topics such as monitoring
and auditing of the distributed content, handling of cryptographic keys, and establishing
technical and organizational trust relationships are discussed.
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ATLAS Public Web Pages: Online Management of
HEP External Communication Content

Abstract
The ATLAS Education and Outreach Group is in the process of migrating its public online
content to a professionally designed set of web pages built on a Drupal-based content
management system. Development of the front-end design passed through several key stages,
including audience surveys, stakeholder interviews, usage analytics, and a series of fast design
iterations, called sprints. Implementation of the web site involved application of the html
design using Drupal templates, refined development iterations, and the overall population of
the site with content.
We present the design and development processes and share the lessons learnt along the
way, including the results of the data-driven discovery studies. We also demonstrate the
advantages of selecting a back-end supported by content management, with a focus on
workflow. Finally, we discuss usage of the new public web pages to implement Outreach
strategy through implementation of clearly presented themes, consistent audience targeting
and messaging, and the enforcement of a well-defined visual identity.
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Engineering the CernVM-FileSystem as a High
Bandwidth Distributed Filesystem for Auxiliary

Physics Data

Abstract

Fermilab has several physics experiments including NOvA, MicroBooNE, and the Dark
Energy Survey that have computing grid-based applications that need to read from a shared
set of data files. We call this type of data Auxiliary data to distinguish it from (a) Event
data which tends to be different for every job, and (b) Conditions data which tends to
be the same for each job in a batch of jobs. Conditions data also tends to be relatively
small per job (100s of Megabytes) where both Event data and Auxiliary data are larger
per job (Gigabytes), but unlike Event data, Auxiliary data comes from a limited working
set (10s to 100s of Gigabytes) of shared files. Since there is some sharing of the Auxiliary
data, it appeared at first that the CernVM-Filesystem (CVMFS) infrastructure built for
distributing software to the grid would also be the best way to distribute Auxiliary data.
However, because grid jobs tend to be started in large batches running the same code, the
software distribution use case of CVMFS has a very high cache hit ratio, so the bandwidth
requirements on the per-site http proxy caches (squids) is quite low. As a result those proxy
caches have been engineered with relatively low bandwidth, and they are easily overwhelmed
by Auxiliary data with its relatively low cache hit ratio. A new approach was needed.
We are taking advantage of a CVMFS client feature called “alien cache” to cache data on
site-local high-bandwidth data servers that were engineered for storing Event data. This
site-shared cache replaces caching CVMFS files on both the worker node local disks and on
the site-local squids. We have tested this alien cache with the dCache NFSv4.1 interface,
Lustre, and Hadoop-FS-fuse, and found that they all perform well. In addition, we use
high-bandwidth data servers at central sites to perform the CVMFS Stratum 1 function
instead of the low-bandwidth web servers deployed for the CVMFS software distribution
function. We have tested this using the dCache http interface. As a result, we have an
end-to-end high-bandwidth widely distributed caching read-only filesystem, using existing
client software already widely deployed to grid worker nodes and existing file servers already
widely installed at grid sites. Files are published in a central place and are soon available
on demand throughout the grid and cached locally on the site with a convenient POSIX
interface. This paper discusses the details of the architecture and reports performance
measurements.
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The Linear Collider Software Framework

Abstract

Detectors at future electron-positron linear colliders such as ILC or CLIC will require
unprecedentedly precise tracking, vertexing, and calorimetry in order to meet the ambitious
physics goals of the experimental program. The physics performance of different detector
geometries and technologies has to be realistically estimated. These assessments require
sophisticated and flexible full detector simulation and reconstruction software. At the
heart of the linear collider detectors lies the particle flow reconstruction. The goal of
unambiguously associating tracks and showers to individual particles requires the combination
of precise, lightweight trackers combined with fine-grained “imaging” calorimeters and
advanced clustering software. Detailed physics and detector optimization studies are taking
place in the CLICdp, ILD, and SiD groups. The similarities between the different detector
concepts allow for the use of common software tools. All the concepts share an event data
model and persistency format which enables the sharing of files and applications across
the concepts. Particle flow clustering, vertexing and flavor tagging is already provided by
standalone packages via lightweight interfaces. In the near future the geometry information for
all detector layouts will be provided by a common source for the simulation and reconstruction
programs, providing further re-use of software between the collaborations. In addition, a
track reconstruction package is currently under development. The sharing and development
of flexible software tools not only saves precious time and resources, the use of common tools
for different detectors also helps to uncover bugs or inefficiencies that would be harder to
spot without multiple users. The concept of generic software tools and some of the programs
themselves can be beneficial to experiments beyond the linear collider community.
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Status report of the migration of the CERN
Document Server to the invenio-next package

Abstract
With the expected release of invenio next stable version, CDS is preparing a ‘lab’ service
where users will have the opportunity to experience the powerful features of the new software.
After a short introduction of Invenio next, the talk will explain the mechanisms that have
been implemented to allow to run parallel services with the same content exposed from two
different designs and the related constraints of this architecture. It will then focus on the
main advantages of the new service for end-users.
The modern personalized collection home pages that have been designed after interviewing
random users, will be detailed. Both the process to converge to a User Interface answering
the major requirements and the result of the development (how a user can easily decide on
the more interesting content to be displayed first) will be presented to the audience.
Many other improvements to the current CDS will also be introduced, like the advanced
search clusters, the new commenting scheme heavily used by the experiments, the new
auto-suggest feature looking in multiple author databases and the move of the CDS service
monitoring tool to a dedicated ElasticSearch/Kibana instance.
Finally, the on-going project of creating CERN Authors profile will be over-viewed, from the
mandatory disambiguation process that uniquely identifies people to the design of the most
appropriate profile pages.
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A Virtual Geant4 Environment

Abstract
We describe the development of an environment for Geant4 consisting of the application and
data that enables users a faster and easier way to access the Geant4 applications without
having to download and build the software locally. The environment is platform neutral and
offers the users near-real time performance. The environment consists of data and Geant4
libraries built using the LLVM tools which can then result in bitcode that can be embedded
in HTML and accessed via the browser. The bitcode is downloaded to the local machine via
the browser and can then be configured by the user.
This approach provides a way of minimising the risk of leaking potentially sensitive data
used to construct the Geant4 model and has application in the medical domain for treatment
planning.
We describe several applications that have used this approach and describe the performance
of applications built with this approach compared to native applications. We also describe
potential user communities that could benefit from this approach.
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A python library for access of SharePoint without
using SharePoint

Abstract
One of the weak points of the Microsoft SharePoint systems is interoperability, especially for
users living in a non-Windows world. In addition, expert-level programming of Active Server
Pages (ASP.net, or “php for IIS") with C# or VirtualBasic is locked-away from standard
users due to the high level of demands of security of the SharePoint environment.
While experimenting with the SOAP and REST interfaces for querying existing SharePoint
database contents from a Linux/python/libcurl environment, I discovered that this is indeed
a viable alternative to the native tools provided by Microsoft. Some difficulties had to be
overcome, due to the multiple possibilities to authentify to a SharePoint system through IIS
(i.e. “the httpd for Windows"). But surprisingly table queries and joins were felt to be much
faster than over HTTP, once the correct syntax had been found. Other users have started
to use this pioneering work on a regular basis.
Documentation is provided nowadays by Microsoft for the interoperating interfaces SOAP
and REST protocols, albeit sometims rudimentary. Ambiguous naming of variables and
columns add another layer of opacity. The presentation should guide interested users to
the right places for solutions and last but not least to the sample codes on Codeplex (i.e.
“sourceforge by Microsoft"). I will present the present state of development of a python
package that attempts to make abstraction of the internal difficulties of SOAP and REST
for the end user, as well as possible plans to bridge access to ShPt completely behind a
LAxP system, where x might become x=ShPt.
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Agile Research - Strengthening Reproducibility in
Collaborative Data Analysis Projects

Abstract

Reproducibility of results is a fundamental quality of scientific research. However, as data
analyses become more and more complex and research is increasingly carried out by larger
and larger teams, it becomes a challenge to keep up this standard. The decomposition of
complex problems into tasks that can be effectively distributed over a team in a reproducible
manner becomes nontrivial. Overcoming these obstacles requires a shift in both management
methodology as well as supporting technology. The LHCb collaboration is experimenting
with different methods and technologies to attack such challenges. In this talk we present a
language and thinking framework for laying out data analysis projects. We show how this
framework can be supported by specific tools and services that allow teams of researchers to
achieve high quality results in a distributed environment. Those methodologies are based on
so called agile development approaches that have been adopted very successfully in industry.
We show how the approach has been adapted to HEP data analysis projects and report on
experiences gathered on a pilot project.
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Sharing lattice QCD data over a widely distributed
file system

Abstract
JLDG is a data-grid for the lattice QCD (LQCD) community in Japan. Several large research
groups in Japan have been working on lattice QCD simulations using supercomputers
distributed over distant sites. The JLDG provides such collaborations with an efficient
method of data management and sharing.
File servers installed on 9 sites are connected to the NII SINET VPN called HEPnet-J/sc
and are bound into a single file system with the GFarm, a grid-base file system software.
Because the file system looks the same from any sites, users can do analyses (measurement
of physical quantities) on a supercomputer on a site, using data generated and stored in the
JLDG at a different site.
Since the official start of operation in 2008, the JLDG has been improved in various
ways. Among others, the following two have drastically improved usability of the JLDG. 1)
Implementation of FUSE mount which enables users to mount the JLDG file system as a
unix file system. 2) Development of fast data copy sub-system between the JLDG and the
HPCI Shared Storage, where the HPCI is a Japanese national project started in 2011 for
constructing High Performance Computing Infrastructure.
We present a brief description of hardware and software of the JLDG, focusing mainly on the
above two improvements and report performance and statistics of the JLDG. As of October
2014, 11 research groups (66 users) store their daily research data of 4.0PB including replica
and 63 million files in total. Number of publications for works used the JLDG is 105. The
large number of publications and recent rapid increase of disk usage convince us that the
JLDG has grown up into a useful infrastructure for LQCD community in Japan.
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