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Abstract ID : 6

How much higher can HTCondor fly

Abstract
The HTCondor batch system is heavily used in the HEP community as the batch system
for several WLCG resources. Moreover it is the backbone of the GlideInWMS, the main
pilot system used by CMS. To prepare for LHC Run 2, we are probing the scalability limits
of new versions and configurations of HTCondor with the goal of reaching at least 200,000
simultaneous running jobs in a single pool.
A sleeper pool of this size was achieved without a major impact in real jobs by using only
10,000 real slots distributed at several WLCG sites. We will report on how this was made
and the impact it has in future scalability tests, not only of HTCondor but of any web faced
service.
High configurability is one of the main capabilities of HTCondor. In addition to the test
conditions and the testbed topology, we include the suggested configuration options used
to obtain the scaling results.Finally, we will list the features present in newer versions of
HTCondor that allow for sustained operations at scales well beyond what was previously
possible.
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Abstract ID : 27

Optimizing the transport layer of the ALFA
framework for the Intel Xeon Phi co-processor

Abstract
ALFA is the common framework of the next generation software for ALICE and FAIR high
energy physics experiments. It supports both offline and online processing which includes
ALICE DAQ/HLT/Offline and the FairRoot project. The framework is designed based on a
data-flow model with message-oriented middleware (MOM) serving as a transport layer. By
using multiple data-flows concurrently it facilitates parallel processing which maps naturally
to emerging multi-core and many-core computing architectures.
With the introduction of the Intel Xeon Phi co-processor in the industry it is interesting
to investigate whether it can be used by ALFA to increase the processing efficiency. The
co-processor can be used in three main computing modes. These are offload in which portions
of code are accelerated on the device, native where the full program is executed on the device
and symmetric where complete tasks are executed on the device and the host processor. For
acceleration via offloading there are many competitive platforms such as GPUs and FPGAs.
Although Xeon Phi can be used as an accelerator, it is particularly interesting to investigate
the possibility of utilizing the co-processor in the symmetric mode of operation. Since it
is x86_64 compatible it is possible to port complete task processes to the device and take
advantage of the manycore architecture. It is also worth noting that the next generation of
the Xeon Phi codenamed Knights Landing (KNL) will be manufactured in a socket variant
as well. The research of using the co-processor as an independent node as opposed to just
an offload accelerator can serve as a preliminary study for the future KNL servers.
The software components ported to the device will be connected with the rest of the system
via the transport layer therefore there is strong motivation to optimize it for Xeon Phi. The
metrics against which it is optimized are throughput, latency and energy consumption,
with throughput being the primary target. The two core MOM technologies of choice for
ALFA are ZeroMQ and NanoMSG. The out-of-the box versions of these libraries use primarily
TCP as the transport protocol which is known to provide limited performance on Xeon Phi
in terms of data transfer throughput. In this effort these libraries are extended with support
for SCIF, the Xeon Phi native transport protocol over PCIe and additionally with the
Co-processor Communication Link (CCL), an RDMA technology used for efficient internode
communication. By introducing these extensions we will demonstrate improvements in the
data transfer performance by collecting performance monitoring results both in isolation
with micro-benchmarks and integrated in the ALFA framework with the respective transport
layer benchmark. A successful completion of the optimizations of the transport layer will
improve the performance of NanoMSG and ZeroMQ on Xeon Phi. This achievement will
potentially make this architecture a viable choice for certain use cases for ALFA which will
further enrich its heterogeneous computing capabilities.
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Abstract ID : 37

ATLAS TDAQ System Administration: evolution
and re-design

Abstract

The ATLAS Trigger and Data Acquisition (TDAQ) system is responsible for the online
processing of live data, streaming from the ATLAS experiment at the Large Hadron Collider
(LHC) at CERN. The online farm is composed of ˜3000 servers, processing the data readout
from ˜100 million detector channels through multiple trigger levels. During the two years of
the first Long Shutdown (LS1) there has been a tremendous amount of work done by the
ATLAS TDAQ System Administrators, implementing numerous new software applications,
upgrading the OS and the hardware, changing some design philosophies and exploiting
the High Level Trigger farm with different purposes. During the data taking only critical
security updates are applied and broken hardware is replaced to ensure a stable operational
environment. The LS1 provided an excellent opportunity to look into new technologies
and applications that would help to improve and streamline the daily tasks of not only the
System Administrators, but also of the scientists who will be working during the upcoming
data taking period (Run-II). The OS version has been upgraded to SLC6; for the largest
part of the farm, which is composed by netbooted nodes, this required a completely new
design of the netbooting system. In parallel, the migration to Puppet of the Configuration
Management systems has been completed for both netbooted and localbooted hosts; the
Post-Boot Scripts system and Quattor have been consequently dismissed. Various new
ATCA-based readout systems, with specific network requirements, have also been integrated
into the overall system. Virtual Machine (VM) usage has been investigated and tested and
many of our core servers are now running on VMs. This provides us with the functionality of
rapidly replacing them in case of failures and increasing the number of servers when needed.
Virtualization has also been used to adapt the HLT farm as a batch system, which has been
used for running Monte Carlo production jobs that are mostly CPU and not I/O bound. In
Run-II this feature could be exploited during the downtimes of the LHC. A new Satellite
Control Room (SCR) has also been commissioned and in the ATLAS Control Room (ACR)
the PC-over-IP network connections have been upgraded to a fully redundant network. The
migration to SLC6 has also had an impact on the Control Room Desktop (CRD), the in
house KDE-based desktop environment designed to enforce access policies while fulfilling the
needs of the people working in the ACR and the SCR. Finally, monitoring the health and
the status of ˜3000 machines in the experimental area is obviously of the utmost importance,
so the obsolete Nagios v2 has been replaced with Icinga, complemented by Ganglia for
performance data. This paper serves for reporting “What”, “Why” and “How” we did in
order to improve and produce a system capable of performing for the next 3 years of ATLAS
data taking.
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Abstract ID : 40

gFEX, the ATLAS Calorimeter Level 1 Real Time
Processor

Abstract

The global feature extractor (gFEX) is a component of the Level-1 Calorimeter trigger
Phase-I upgrade for the ATLAS experiment. It is intended to identify patterns of energy
associated with the hadronic decays of high momentum Higgs, W, & Z bosons, topquarks,
and exotic particles in real time at the LHC crossing rate. The single processor board
will be implemented as a fast reconfigurable processor based on four largeFPGAs. The
board will receive coarse-granularity information from all the ATLAS calorimeters on 264
optical fibers with the data transferred at the 40 MHz LHC clock frequency. The gFEX will
be controlled by a single system-on-chip processor, ZYNQ, that will be used to configure
FPGAs, monitor board health, and interface to externalsignals. Although the board is being
designed specifically for the ATLAS experiment, itis sufficiently generic that it could be used
for fast data processing at other HEP or NP experiments. We will present the design of the
gFEX board and discuss how it is beingimplemented.
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Abstract ID : 78

Parallelization and Computational Steering of the
Electron Avalanche Simulations

Abstract

Traditionally, the workflow of the simulation of the electron avalanches in a particle detector
is to prepare input, execute the simulation, and then visualize the results as a post-processing
step. Usually, these simulations are long running and computationally intensive. It is not
unusual for a simulation to keep running for several days or even weeks. If the experiment
leads to the conclusion that there is incorrect logic in the application, or input parameters
were wrong, then simulation has to be restarted with correct parameters. Furthermore, these
simulations are commonly run on the high performance supercomputer which is typically a
shared resource among several other researchers. The supercomputer maintains a queue of
researchers programs and executes them as time and priorities permit. If the simulation
produces incorrect results and there is a need to restart it with different parameters, it may
not be possible to restart it immediately. The simulation jobs have to wait in the queue until
they are given a chance to execute again. It prolongs the scientific discovery process and
hence reduces the researchers’ productivity. In this presentation, we will describe the work
done to address these problems with the help of parallelization and computational steering
of the simulations. With the computational steering, the progress of the simulations can be
monitored whenever the user wishes while it is running. In addition, the simulation can be
restarted immediately on the fly with different parameters without requiring to resubmit
the job on the supercomputer.
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Fast TPC online tracking on GPUs and
asynchronous data-processing in the ALICE HLT to

enable online calibration

Abstract
ALICE (A Large Heavy Ion Experiment) is one of the four major experiments at the Large
Hadron Collider (LHC) at CERN, which is today the most powerful particle accelerator
worldwide. The High Level Trigger (HLT) is an online compute farm of about 200 nodes,
which reconstructs events measured by the ALICE detector in real-time. The HLT uses a
custom online data-transport framework to distribute the data and the workload among the
compute nodes.
ALICE employs several subdetectors that are sensitive to calibration, e.g. the TPC (Time
Projection Chamber). For a precise reconstruction, the HLT has to perform the calibration
online. Online-calibration can make certain offline calibration steps obsolete and can thus
speed up offline analysis. In ALICE Run 3 starting in 2020, online calibration becomes
a necessity. The main detector used for track reconstruction is the TPC. Reconstructing
the trajectories in the TPC is the most compute-intense step during event reconstruction.
Therefore, a fast tracking implementation is of great importance. Reconstructed TPC tracks
build the basis for the calibration making a fast online-tracking mandatory.
We present several components developed for the ALICE High Level Trigger to perform fast
event reconstruction and to provide features required for online calibration.
As first topic, we present our TPC tracker, which employs GPUs to speed up the processing,
and which bases on a Cellular Automaton and on the Kalman filter. Our TPC tracking
algorithm has been successfully used in 2011 and 2012 in the lead-lead and the proton-lead
runs. We have improved it to leverage features of newer GPUs and we have ported it to
support OpenCL, CUDA, and CPUs with a single common source code. This makes us
vendor independent.
As second topic, we present framework extensions, which are required for online calibration.
The extensions, however, are generic and can be used for other purposes as well. We have
extended the framework to allow asynchronous compute chains, which are required for
long-running tasks e.g. for online calibration. And we describe our method to feed in
custom data sources in the data flow. This can be external parameters like environmental
temperature required for calibration and this can also be used to feed back calibration results
in the processing chain.
Overall, the work presented in this contribution makes the ALICE HLT ready for online
reconstruction and calibration for the LHC Run 2 starting in 2015.
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ATLAS computing on the HPC Piz Daint machine

Abstract

The Piz Daint Cray XC30 HPC system at CSCS, the Swiss National Supercomputing centre,
is in 2014 the highest ranked European system on TOP500, also featuring GPU accelerators.
Event generation and detector simulation for the ATLAS experiment has been enabled for
this machine. We report on the technical solutions, performance, HPC policy challenges
and possible future opportunities for HEP on extreme HPC systems. In particular a custom
made integration to the ATLAS job submission system has been developed via the Advanced
Resource Connector (ARC) middleware. Further, some GPU acceleration of the GEANT4
detector simulations were implemented to justify the allocation request for this machine.
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Abstract ID : 107

Investigating machine learning to classify events in
CMS

Abstract

High energy physics experiments are experiencing a growth in the number of collected and
processed events that exceeds the rate of growth in computing resources sustainable by
technology improvements at a flat yearly cost. This trend is expected to continue into the
foreseeable future, and as the field is not expecting a big increase in support, innovative
approaches are needed. In areas of science as diverse as biology and cosmology groups are
deploying advanced machine learning techniques to learn to classify events based on rules
and trained outcomes. High energy physics has used similar decision techniques at the
analysis step, and has tried a few specific demonstrations as challenges. In this presentation
we present the early exploratory work in CMS to utilize machine learning techniques for
real-time event classification for triggering and analysis. The early performance and next
steps will be outlined.
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Abstract ID : 117

The Bayesian analysis toolkit: version 1.0 and
beyond

Abstract

The Bayesian analysis toolkit (BAT) is a C++ package centered around Markov-chain
Monte Carlo sampling. It is used in analyses of various particle-physics experiments such as
ATLAS and Gerda. The software has matured over the last few years to a version 1.0. We
will summarize the lessons learned and report on the current developments of a complete
redesign targeting multicore and multiprocessor architectures and supporting many more
sampling algorithms both built-in and user-supplied.
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Abstract ID : 140

Fine grained event processing on HPCs with the
ATLAS Yoda system

Abstract

High performance computing facilities present unique challenges and opportunities for HENP
event processing. The massive scale of many HPC systems means that fractionally small
utilizations can yield large returns in processing throughput. Parallel applications which can
dynamically and efficiently fill any scheduling opportunities the resource presents benefit
both the facility (maximal utilization) and the (compute-limited) science. The ATLAS Yoda
system provides this capability to HENP-like event processing applications by implementing
event-level processing in an MPI-based master-client model that integrates seamlessly with
the more broadly scoped ATLAS Event Service. Fine grained, event level work assignments
are intelligently dispatched to parallel workers to sustain full utilization on all cores, with
outputs streamed off to destination object stores in near real time with similarly fine
granularity, such that processing can proceed until termination with full utilization. The
system offers the efficiency and scheduling flexibility of preemption without requiring the
application actually support or employ checkpointing. We will present the new Yoda system,
its motivations, architecture, implementation, and applications in ATLAS data processing
at several US HPC centers.
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Abstract ID : 143

Overview of High Performance Computing in the
ATLAS Experiment at the LHC

Abstract

The Large Hadron Collider (LHC), operating at the international CERN Laboratory in
Geneva, Switzerland, is leading Big Data driven scientific explorations. Experiments at
the LHC explore the fundamental nature of matter and the basic forces that shape our
universe, and were recently credited for the discovery of a Higgs boson. ATLAS, one of the
largest collaborations ever assembled in the sciences, is at the forefront of research at the
LHC. To address an unprecedented multi-petabyte data processing challenge, the ATLAS
experiment is relying on a heterogeneous distributed computational infrastructure. ATLAS
uses of the Worldwide LHC Computing Grid (WLCG) has been remarkably successful, with
a billion CPU-hours supplied per year. However, the growth of the WLCG is constrained.
Additionally, there exist jobs that are too computationally intense to run efficiently on
the grid. High performance computing provides an attractive solution to these challenges.
In 2013 we started an ambitious program to integrate all available computing resources,
including scheduled and opportunistic use of commercial and academic clouds, Leadership
Computing Facilities and super-computers in ATLAS Distributed Computing. We discuss
an overview of ATLAS’ strategy, history and global planning in this area. Performance and
scaling for various HEP-specific and generic payloads will be shown and prospects for the
future will be discussed.
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Abstract ID : 152

Integration of PanDA workload management system
with Titan supercomputer at OLCF.

Abstract
The PanDA (Production and Distributed Analysis) workload management system (WMS)
was developed to meet the scale and complexity of LHC distributed computing for the
ATLAS experiment. While PanDA currently uses more than 100,000 cores at well over 100
Grid sites with a peak performance of 0.3 petaFLOPS, next LHC data taking run will require
more resources than Grid computing can possibly provide. To alleviate these challenges,
ATLAS is engaged in an ambitious program to expand the current computing model to
include additional resources such as the opportunistic use of supercomputers.
We will describe a project aimed at integration of PanDA WMS with Titan supercomputer
at Oak Ridge Leadership Computing Facility (OLCF). Current approach utilizes modified
PanDA pilot framework for job submission to Titan’s batch queues and local data man-
agement, with light-weight MPI wrappers to run single threaded workloads in parallel on
Titan’s multi-core worker nodes. It also gives PanDA new capability to collect, in real time,
information about unused worker nodes on Titan, which allows precisely define the size and
duration of jobs submitted to Titan according to available free resources. This capability
significantly reduces PanDA job wait time while improving Titan’s utilization efficiency.
This implementation was tested with a variety of Monte-Carlo workloads on Titan and is
being tested on several other supercomputing platforms.
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Abstract ID : 153

Bringing ATLAS production to HPC resources - A
use case with the Hydra supercomputer of the Max

Planck Society

Abstract
The possible usage of HPC resources by ATLAS is now becoming viable due to the changing
nature of these systems and it is also very attractive due to the need for increasing amounts
of simulated data.
In recent years the architecture of HPC systems has evolved, moving away from specialized
monolithic systems, to a more generic linux type platform. This change means that the
deployment of non HPC specific codes has become much easier. The timing of this evolution
perfectly suits the needs of ATLAS and opens a new window of opportunity.
The ATLAS experiment at CERN will begin a period of high luminosity data taking in
2015. This high luminosity phase will be accompanied by a need for increasing amounts of
simulated data which is expected to exceed the capabilities of the current Grid infrastructure.
ATLAS aims to address this need by opportunistically accessing resources such as cloud
and HPC systems. This paper presents the results of a pilot project undertaken by ATLAS
and the MPP/RZG to provide access to the HYDRA supercomputer facility. Hydra is the
supercomputer of the Max Planck Society, it is a linux based supercomputer with over 80000
cores and 4000 physical nodes located at the RZG near Munich.
This paper describes the work undertaken to integrate Hydra into the ATLAS production
system by using the Nordugrid ARC-CE and other standard Grid components. The cus-
tomization of these components and the strategies for HPC usage are discussed as well as
possibilities for future directions.
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The ATLAS ARC ssh back-end to HPC

Abstract

The current distributed computing resources used for simulating and processing collision
data collected by the LHC experiments are largely based on dedicated Linux clusters. Job
control and software provisioning mechanisms are quite different from the common concept
of self-contained HPC applications run by particular users on specific HPC systems. This
poster reports on the development and the usage of a ssh back-end to the Advanced Resource
Connector (ARC) middleware to enable HPC compliant access and on the corresponding
software provisioning mechanisms.

Primary author(s) : HOSTETTLER, Michi (Universitaet Bern (CH))

Co-author(s) : HAUG, Sigve (Universitaet Bern (CH)); SCIACCA, Francesco Giovanni
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Abstract ID : 184

Integration of Russian Tier-1 Grid Center with High
Performance Computers at NRC-KI for LHC

experiments and beyond HENP

Abstract
During LHC Run1 ATLAS and ALICE produced more than 30 Petabytes of data, That rate
outstripped any other scientific effort going on, even in data-rich fields such as genomics
and climate science. To address an unprecedented multi-petabyte data processing challenge,
the experiments are relying on the computational grid infrastructure deployed by the
Worldwide LHC Computing Grid (WLCG). LHC experiments preparing for the precision
measurements and further discoveries that will be made possible by much higher LHC
collision rates from early 2015 (Run2). The need for simulation, data processing and analysis
and would overwhelm the expected capacity of WLCG computing facilities unless the range
and precision of physics studies were to be curtailed. To meet this challenge the integration
of the opportunistic resources into LHC computing model is highly important.
Tier-1 facility at Kurchatov Institute (NRC-KI) in Moscow is a part of WLCG and it
will process and store up to 10% of total data obtained from ALICE, ATLAS and LHCb
experiments. In addition Kurchatov Institute has supercomputers with peak performance
0.12 PFLOPS. Delegation of even a fraction of super-computing resources to the LHC
Computing will notably increase total capacity.
In 2014, we have started a pioneer work to develop a portal combining a Tier-1 and a
supercomputer in Kurchatov Institute. This portal is aimed to provide interfaces to run
Monte-Carlo simulation at the Tier-1 Grid and supercomputer, using common portal and
storage. PanDA (Production and Distributed Analysis) workload management system having
great results at the ATLAS was chosen as underlying technology. In the nearest future
we are planning to evolve the portal to fullscale data- and task- management system for
federative heterogeneous resources.
The portal will be used not only for HEP, but also for other data-intensive sciences like
biology with genome sequencing analysis; astrophysics with cosmic rays analysis, antimatter
and dark matter search, etc. At this moment we have developed portal architecture, deployed
prototype and run the first HENP and biology applications. Also we have deployed the
local independent PanDA WMS instance in Kurchatov Institute adapted for the local
supercomputer.
We want to present our current accomplishments with running PanDA WMS at NRC-
KI super-computers and use PanDA as a portal independent to the computing facilities
infrastructure for High-Energy and Nuclear Physics as well as other data-intensive science
applications.

Primary author(s) : Dr. POYDA, Alexey (NATIONAL RESEARCH CENTRE "KURCHA-
TOV INSTITUTE"); RYABINKIN, Eygene (National Research Centre Kurchatov Institute
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Abstract ID : 188

Protocol benchmarking for HEP data access using
HTTP and Xrootd

Abstract
The DPM project offers an excellent opportunity for comparative testing of the HTTP and
xroot protocols for data analysis.

• The DPM storage itself is multi-protocol, allowing comparisons to be performed on
the same hardware

• The DPM has been instrumented to produce an i/o monitoring stream, familiar from
the xrootd project, regardless of the protocol being used for access

• The continuous builds of DPM have been instrumented in 2013 with automated testing
procedures that regularly produce, and collect metadata stress test information

• The DPM Collaboration involves a number of active grid sites who have made testing
resources available. These sites are continuously exercised by a ROOT analysis
benchmark several times per day, and comparisons can be conducted in a variety of
environments, also involving access through Wide Area Network.

We present the results of our performance analyses of realistic use cases, and discuss their
implications for the use of HTTP as a data and metadata access protocol for HEP.
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Abstract ID : 190

Docker experience at INFN-Pisa Grid Data Center

Abstract

A large scale computing center, when not dedicated to a single/few users, has to face the
problem of meeting ever changing user needs with respect to operating system version,
architecture, availability of attached data volumes and logins. While clouds are a typical
answer to these types of questions, they introduce resource problems like higher usage of
RAM, difficulty to expose bare metal additional hardware, and are in general a few % slower.
The Pisa computing center chose to use CHROOT long ago, in order to meet the needs of
more than 50 user groups, with distinct needs. The CHROOTed system were started from a
local tar image, preloaded on the host systems. We recently started investigating system
distribution and setup via Docker, which does not cause any of the resource problems clouds
do. We report here on our experience, and on the ease of its deployment on a 8000+ cores
computing centers. Docker has also be used to deploy user specific services, like web portals,
caching machines and web services. The data volume distribution is obtained via a 2+ PB
GPFS system mounted on the host systems, which is attached to the CHROOTed machines
whenever needed.

Primary author(s) : MAZZONI, Enrico (INFN-Pisa)

Co-author(s) : BOCCALI, Tommaso (Sezione di Pisa (IT)); CIAMPA, Alberto (Universita
degli Studi di Pisa-INFN, Sezione di Pisa); AREZZINI, Silvia (Univ. + INFN); COSCETTI,
Simone (Sezione di Pisa (IT)); FABIANI, Dario (INFN-Pisa); Dr. CARUSO, Giuseppe
(INFN-Pisa)

Presenter(s) : MAZZONI, Enrico (INFN-Pisa)

Track Classification : T07 Computing facilities and infrastructures; T15 Cloud computing;
T16 Virtualization; T17 High performance computing
Contribution Type : poster presentation

Track Status: SUBMITTED

Submitted by MAZZONI, Enrico on Monday 20 October 2014

December 6, 2014 Page 21



21st Internatio� . . . / Report of Abstracts Realtime optimization of comp� . . .

Abstract ID : 195

Realtime optimization of computing grid resources
utilization for individual users and groups in CMS

Abstract
For Run 2 of the LHC, CMS physics output is expected to be increasingly computing resource
limited. In addition, to exploring opportunistic, cloud, and HPC resources we are thus
increasingly focusing on reducing inefficiencies in our use of pledged grid resources within
WLCG.
The dominant source of inefficient use of pledged wall time within the WLCG is due to
failed physics user jobs. Lowering this failure rate has proven to be a very difficult problem
during Run 1 due to the diversity of user tasks leading to a changing pattern of a wide range
of failure modes. In this talk we report first results on using data mining and predictive
analytics to adjust scheduling decisions in CMS GlideinWMS in realtime in order to maximize
physics output by minimizing wall-time wasted due to user level errors.
We use historic data from Run 1 operations to quantify the impact of this approach in
principle, and show initial results of operating the algorithms developed in practice. Possible
future refinements are also discussed.
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Abstract ID : 226

Cloud Federation - the new way to build distributed
clouds

Abstract
Cloud federation brings an old concept into new technology, allowing for sharing resources
between independent cloud installations. Cloud computing starts to play major role in HEP
and e-science allowing resources to be obtained on demand. Cloud federation supports
sharing between independent organizations and companies coming from the commercial
world such as public clouds, bringing new ways of joint collaboration along with security
and usability.
From the OpenStack Icehouse release, cloud federation, based on the SAML2 protocol, is
now integrated with the standard open source tree and becoming a reality. Examples of
this configuration both command line and web based use of providers such as EduGain or
connections to public clouds such as Rackspace.
This presentation will demonstrate what functionalities OpenStack brings, what are the
main concepts, how it was designed, how federation with the SAML ECP extension allows
use of REST and CLIs, and what are our plans to use real hybrid clouds - identity federation,
optimal image sharing and networking layer which would allow for creating distributed
vLANs.
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Abstract ID : 234

dCache, evolution by tackling new challenges.

Abstract
With the great success of the dCache Storage Technology in the framework of the World
Wide LHC Computing Grid, an increasing number of non HEP communities were attracted
to use dCache for their data management infrastructure. As a natural consequence, the
dCache team was presented with new use-cases that stimulated the development of interesting
dCache features.
Perhaps the most important group of new features is the enhanced media awareness. One
aspect is the optimized migration of data between random access devices and tertiary storage,
e.g. tape systems. Transparently for the user, dCache combines small files into containers
before being copied to tape. Another aspect of this media awareness work is dCache’s
activity in making more efficient use of SSDs to boost high speed writing and chaotic reading:
depending on access profile or protocol, data is placed on the most appropriate media types.
A second hot topic, often requested by scientific communities, is Cloud Storage. By marrying
the OwnCloud software with dCache, a unique hybrid system becomes available that provides
both the simplicity of a sync-n-share service and dCache’s many unique data management
features. Beyond simple sync-n-share, users also demand control over the quality of service
dCache offers. To support this, dCache is implementing the CDMI standard. With CDMI,
dCache can present new functionality in a standard fashion; e.g. storing and querying
metadata, triggering media migration or treating dCache as an object store.
As the X509 certificate infrastructure proved unpopular outside of HEP sciences, dCache
will support alternative methods of authenticating, like SAML and OpenID Connect. Such
support allows sites running dCache to join identity federations as part of international
collaborations.
The dCache team will describe its ongoing activities and present its future development road
map.
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Abstract ID : 243

ROOT/RooFIT optimizations for Intel Xeon Phi’s -
first results

Abstract
In the past, grid worker nodes struck a reasonable balance between the number of cores,
the amount of available memory, available diskspace and the maximum network bandwidth.
This led to an operating model where worker nodes were “carved up” into single core job
slots, each of which would execute a HEP workload job. Typical worker nodes would have
up to 16 computing cores , with roughly 2 GB RAM and 32 GB scratch space per job slot.
In the last few years the number of threads and cores per processor has risen rapidly. With
the advent of multi-core, many-core and GPU computing the number of cores is expected to
rise even more. This leads to an imbalance on modern worker nodes, where the “job per
core” model is no longer a valid option. In view of these development the desire, or perhaps
even the necessity, to run programs in parallel has also increased. However, the process of
transforming the HEP software to run in parallel has been slow and painful.
One of the more recent development in the GPU and many-core computing field has been
the introduction of the Intel Many Integrated Core architecture, known now as the Intel
Xeon Phi. The Xeon Phi is a PCI-Express adapter with up to 16 GB of RAM on board
and with up to 61 cores, each capable of running 4 threads. The Xeon Phi has a theoretical
performance of more than 1 TFLOPS.
Initial attempts to port HEP code to the Xeon Phi has not produced the expected results
and often a performance decrease has been seen, instead of an increase. This has also been
reported by non-HEP researchers, and slowly the reasons for this are becoming known. Using
the proper optimization techniques it is possible to achieve 1 TFLOPS, but this requires
substantial effort in rewriting and optimizing the application. The main bottleneck here is
that the Xeon Phi should not be regarded “61 independent cores” but instead it should be
seen as a vector instruction machine. By properly vectorizing an application the performance
can improve significantly. This also applies when porting an application to GPUs.
In this talk we will focus on porting and optimizing ROOT, and in particular RooFIT to
the Intel Xeon Phi. A zero-order port does indeed show a decrease in performance, but by
analyzing and optimizing the ‘hot spots’ in the code the performance can be improved. It
is vital to validate the results of the ported application, however: the Xeon Phi version of
RooFIT must produce the same results as the single-core version.
Most interesting is the fact that code optimized for the Xeon Phi also performs better on
“regular” Xeon processors. As part of the results we will also discuss the performance increase
of the optimized code on an Xeon E5 processor. In that way the Xeon Phi porting effort
can be seen as a catalyst to transform the HEP code to run in parallel on modern CPUs.
The main goal of this research and of this talk is to provide a direction for optimizing the
HEP software for modern and future computing platforms. The main goal of parallelizing
RooFIT is not to make it scale to 60 cores or more, but to find a way to restore the imbalance
seen in modern worker nodes. If a relatively simple code optimization leads to HEP software
that can scale to roughly 10 cores then the “core imbalance” can be restored. Worker nodes
could then be carved up into “10 core job slots”. This is a different approach from true High
Performance Computing centers, who are usually interested in getting an application to
scale beyond 32 cores and more.

Primary author(s) : KEIJSER, Jan Justinus (NIKHEF)
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Abstract ID : 244

A new Self-Adaptive disPatching System for local
cluster

Abstract

Scheduler is one of the most important components of high performance cluster. This
paper introduces a self-adaptive dispatching system (SAPS) based on torque/maui which
increases the resources utilization of cluster effectively and guarantees the high reliability
of the computing platform. It provides great convenience for users to run various tasks
on the computing platform. First of all, the SAPS implements the GPU scheduling with
multi-core. This provides the basis for effective integration and utilization of computing
resources, improves the ability of the cluster computing greatly. Secondly, SAPS analysis
the relationship between the number of jobs queueing and the idle resources left, tune the
priority of users’ job dynamically. In this way, more resources are provided for jobs running
and less resources idle. Thirdly, integrated the on-line error detection with work nodes, the
SAPS can excluded error nodes and include the recovered nodes automatically. In addition,
SAPS provides a monitoring management with fine granularity, a comprehensive scheduling
accounting module and a scheduling real-time alarm function, and all of those ensure the
cluster runs more high-efficiently, and reliably. Currently, the SAPS has been running stable
on IHEP local cluster (more than 10,000 cores and 30,000 jobs every day) and resource
utilization has been improved more than 26%, and the SAPS has reduced costs for both
administrator and users greatly.
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Abstract ID : 261

Tier-1 in Kurchatov Institute: status before Run-2
and HPC integration

Abstract
We present the status of RRC-KI-T1, new Russian Tier-1 that supports ALICE, ATLAS
and LHCb. Our aim is to enter the full production mode just before the beginning of
Run-2 and we will talk about our current setup, deployed services and middleware, workflow,
achievements and problems on the route of bringing yet another Tier-1 for WLCG.
Another facet of our current activity is making the parts of the processing resources at our
HPC facilities to be available for Grid on-demand usage. This requires us to adopt our HPC
environment to be able to process Grid jobs, to use the storage at our Tier-1 as the native
storage element and to adopt site-level services for interoperability with HPC parts. We
also collaborate with Kurchatov Institute BigData laboratory that adopts PanDA workload
management system for HPC environments in the context of ATLAS and ALICE workloads,
the task that also requires major tweaks of HPC worker nodes to incorporate them into
PanDA and WLCG environments. We will present our hardware and software architecture
that powers such integration and results of test for its real-world usage.
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SIMD studies in the LHCb reconstruction software

Abstract
During the data taking process in the LHC at CERN, millions of collisions are recorded every
second by the LHCb Detector. The LHCb “Online” computing farm, counting around 15000
cores, is dedicated to the recontruction of the events in real-time, in order to filter those with
interesting Physics. The ones kept are later analysed “Offline” in a more precise fashion on
the Grid. This imposes very stringent requirements on the Reconstruction Software, which
has to be as efficient as possible.
Modern CPUs support so-called “vector-extensions”, which extend their Instruction Sets,
allowing for concurrent execution across functional units. Several libraries expose the Single
Instruction Multiple Data programming paradigm to issue these instructions. The use of
vectorisation in our codebase can provide performance boosts, leading ultimately to Physics
reconstruction enhancements.
In this paper, we present vectorisation studies of significant reconstruction algorithms. A
variety of vectorisation libraries are analysed and compared in terms of design, maintainability
and performance. We also present the steps taken to systematically measure the performance
of the released software, to ensure the consistency of the run-time of the vectorized software.
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Abstract ID : 274

Designing and Optimizing LQCD code using
OpenACC

Abstract

An increasing number of massively-parallel machines are based on heterogeneous node archi-
tectures combining traditional powerful multicore CPUs with energy-efficient accelerators.
Programming heterogeneous systems can be cumbersome and designing efficient codes can
result a hard task. The lack of standard programming frameworks for accelerator based
machines makes it more complex; in fact in most of the cases best efficiency can only be
achieved rewriting the code, usually written in C or C++, using proprietary programming
languages such as CUDA. OpenACC is a programming standard framework for parallel
computing aimed to facilitate the code development on heterogeneous computing systems.
It offers a different approach based on directives: porting applications to run on hybrid
architectures “only” requires to annotate existing codes with specific “pragma” instructions.
These identify functions to be executed on accelerators, and instruct the compiler on how
to generate and structure code for specific target device. In this poster we present our
experience in designing and optimizing a Lattice QCD code targeted for multi-GPU cluster
machines, giving details about the implementation and presenting preliminary results.
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HPC in a HEP lab: lessons learned from setting up
cost-effective HPC clusters

Abstract
In this paper we present our findings gathered during the evaluation and testing of Windows
Server High Performance Computing (Windows HPC) in view of potentially using it as
a production HPC system for engineering applications. The Windows HPC package, an
extension of Microsoft’s Windows Server product, provides all essential interfaces, utilities
and management functionality for creating, operating and monitoring a Windows based
HPC cluster infrastructure. The evaluation and test phase was focused on verifying the
functionalities of Windows HPC, its performance, support of commercial tools and the
integration with the users’ work environment.
We will describe constraints imposed by the way the CERN Computer Centre is oper-
ated, licensing for engineering tools and scalability and behaviour of the HPC Engineering
applications used at CERN. We will present an initial set of requirements, which were
created based on above constraints and requests from the CERN engineering user community.
We will explain how we have configured Windows HPC clusters to provide job scheduling
functionalities required to support the CERN engineering user community, quality of service,
user and project based priorities, and fair access to limited resources. Finally, we will present
several performance tests we carried out to verify Windows HPC performance and scalability.
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Abstract ID : 332

Using HPC for data-intensive HEP workflows

Abstract
The data requirements of LHC experiments are set to grow beyond their expected resource
allocation. Meanwhile ‘Big Data’ is no longer the preserve of High Energy Physics, with
various communities also requiring and deploying significant resource to meet their needs.
There has been substantial activity in the HEP community to make opportunistic use of
compute resource including large-scale HPC resources, but this has largely avoided tackling
data-intensive workloads or opportunistic storage resource. At the same time, there have
been considerable recent developments on the data and storage side of HEP, which allow for
more flexible use of varied storage resources, and in distributed data access mechanisms to
allow seamless access and management of data regardless of actual location. HPC resources
can have additional constraints in making use of this however including restricted network
access and limited storage capacity on compute nodes, making use instead of a shared
file-system and gateway servers for access to off-site data.
We develop a lightweight data management approach that exploits HEP data federation
developments within HPC constraints, to allow for flexible, and dynamic, utilisation by
different communities of diverse storage and data resources. This is demonstrated with
production HEP workloads, such as those for the ATLAS experiment, run on a range of
compute resources accessing data from diverse locations. This includes HPC resources
at Archer, the UK national supercomputer, as well as commercial cloud and WLCG grid
resources accessing data stored on the Research Data Facility (a national, shared, multi-
petabyte data store) as well as commercial cloud storage and WLCG storage resources.
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Abstract ID : 361

Operational Experience with Opportunistic Use of
Allocation Based HPC Facilities for CMS Data

Processing.

Abstract

We describe the operational experience gained by the CMS experiment at CERN in integrating
allocation based HPC resources into its computing infrastructure. Utilization of these
resources allows us to perform tasks not necessarily suited - due to higher CPU or memory
needs, for example - to CMS native resources. We have begun expanding our computing
capabilities through the use of allocation-based super-computing facilities around the world.
With the support of Brown University and Fermilab, we have obtained an allocation at
DOE’s NERSC super-computer facility at LBNL, and with UCSD - an allocation on the
Gordon XSEDE cluster at SDSC. CMS used Bosco to access these resources, and a parrot
glidein wrapper to bring in the CMS environment. With this the resources were made
available to the CMS HTCondor/glideinWMS pools in a way that allows additional future
allocations at these centers to be readily used. The experience gained through building this
capability for CMS, and its use for a variety of workflows is described here.
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Abstract ID : 371

Pushing HTCondor and glideinWMS to 200K+ Jobs
in a Global Pool for CMS before LHC Run 2

Abstract

The CMS experiment at the LHC relies on HTCondor and glideinWMS as its primary batch
and pilot-based Grid provisioning system. So far we have been running several independent
resource pools, but we are working on unifying them all to reduce the operational load and
more effectively share resources between various activities in CMS. The major challenge
of this unification activity is scale. The combined pool size is expected to reach 200K
job slots, which is significantly bigger than any other multi-user HTCondor based system
currently in production. To get there we have studied scaling limitations in our existing
pools, the biggest of which tops out at about 70K slots, providing valuable feedback to
the development communities, who have responded by delivering improvements which have
helped us reach higher and higher scales with more stability. We have also worked on
improving the organization and support model for this critical service during Run 2 of the
LHC. This contribution will present the results of the scale testing and experiences from the
first months of running the Global Pool.
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Abstract ID : 376

Large-Scale Merging of Histograms using
Distributed In-Memory Computing

Abstract

Most high-energy physics analysis jobs are embarrassingly parallel except for the final
merging of the output objects, which are typically histograms. Currently, the merging of
output histograms scales badly. The running time for distributed merging depends not only
on the overall number of bins but also on the number partial histogram output files. That
means, while the time to analyze data decreases linearly with the number of worker nodes,
the time to merge the histograms in fact increases with the number of worker nodes. On the
grid, merging jobs that take a few hours are not unusual. In order to improve the situation,
we present a distributed and decentral merging algorithm whose running time is independent
of the number of worker nodes. We exploit full bisection bandwidth of local networks and
we keep all intermediate results in memory. We present benchmarks from an implementation
using the parallel ROOT facility (PROOF) and RAMCloud, a distributed key-value store
that keeps all data in DRAM. Our results show that a real-world collection of ten thousand
histograms with overall ten million non-zero bins can be merged in less than one minute.
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Abstract ID : 386

Clusteralive

Abstract
“CLUSTERALIVE”
“Clusteralive” is an integrated system developed in order to monitor and manage few im-
portant tasks in our HPC environment. We have also other management systems, but
now, with “Clusteralive” we can know immediately, just seeing our screen, if Clusters are
up and running and we are sure that the most important functionality are well instanced.
“Clusteralive” is a php scripts suite able to monitor and perform tasks of automatic man-
agement about services, parameters and basic activities related in particular to computing
nodes of the HPC clusters but also of the entire computing infrastructure. At this link:
http://farmsmon.pi.infn.it/clusteralive/monitoring.php you have a look at the specific ap-
plication of “Clusteralive” dedicated to our principal projects. In particular “Clusteralive”
controls the cluster (dedicated to theoretical physics) called ‘Zefiro’ and funded by the
SUMA project (SUper MAssive computing project, link: http://vh2.pi.infn.it/ a special
project approved by Italian Research Ministery). Zefiro (2048 cores total: AMD Opteron
6380-2.5GHz) consists of 32 machines each one with 512 GB of RAM and 4 processors (16
cores for processors fo 64 cores total, grouped into 2 jobslot). Nodes are linked via Infiniband
QDR connections operated with Mellanox IS5100 switch with 108 ports. The accesses are
regulated by the IBM LSF (V.9) scheduler. “Clusteralive” has also been recently extended
to all the resources of the HPC in Pisa used for academic and industrial collaborations (more
than 4000 computing cores total). The monitoring system allows, via web browser, the
view of essential informations about the status of each compute nodes and about a specific
service and status of the entire HPC infrastructure. For each computing node are displayed
few informations like: the state (used / free / closed for maintenance), users that have
assigned resources on it (used or reserved), information about the communication between
the machines (ping) via Ethernet and via Infiniband, the percentage of used disk space,
the used or reserved resources, the CPU load, the loked processes called zombie (due to a
termination or to a bug in the application), daemons for user’s autentication (nscd / nslcd),
communication daemons (sshd) and node status daemons (gmond / hsflowd). For the entire
cluster the status of jobs on the specific queues are shown , specifically the running/pending
and suspended jobs end in last two cases, it is possible to know reasons for the specific status.
The monitoring system also shows the physically turned off and turned on computing nodes
and the nodes with the file system unmounted. The automatic management system, has
been developed for the recovery of some services in case of their malfunction. Specifically, an
automatic restart of stopped and blocked services and an automatic closing system for all
compute nodes in case of malfunction of the filesystem which supports the entire cluster HPC
has been implemented togheter a system of automatic recovery of all the services necessary
for communication between computing nodes and user identification. An additional feature
is going to be implemented and will permit the automatic cleaning of processes (zombie)
after an unexpected termination or at the end of specific job.
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Abstract ID : 398

Standing up a data center for the Large Synoptic
Survey Telescope at the National Center for

Supercomputing applications

Abstract
The National Center for Supercomputing Applications (NCSA) at the University of Illinois
at Urbana Champaign will provide the processing center for the Large Synoptic Survey
Telescope (LSST) and its Data Access Center for the United States. The LSST is a planned
wide-field survey reflecting telescope that will photograph the entire available sky every few
nights. It will take 30 Terabytes of data nightly, and provide nearly instant alerts issued for
objects that change in position or brightness.
The processing infrastructure at NCSA will receive the exposures from the LSST telescope in
Chile over a dedicated, bandwidth protected network and it will process them for transient
detections within a minute of their arrival producing around 106 transients each night.
The design and architecture of the system draws from High Energy Physics big system
experiences.
In addition, NCSA will provide computing workflows for the annual release production.
Initially, during the commissioning phase, NCSA will be the sole computing site. After
operations commence, additional sites will most likely be added.
Lastly, NCSA will be the United States Data Access Center, providing data to the US
Community, including the United States Dark Energy Science collaboration.
In this paper we revise the tools and solutions used to fulfill the aforementioned requirements
and the requirements posed by the scale of the cluster.
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Abstract ID : 406

Statistical analysis of virtualization performance in
high energy physics software

Abstract

Cloud Computing is emerging today as the new approach followed by computing centres,
since the flexibility the Cloud provides is a powerful component to manage their resources.
Through the use of virtualization, cloud promise to address with the same shared set of
physical resources a large user base with different needs. However, virtualization may induce
significant performance penalties for the demanding scientific computing workloads. This
work presents an evaluation of the usefulness of the current cloud computing services for
scientific applications. The performace of a sample of High Energy Physics (HEP) software
running in a Kernel-based Virtual Machine (KVM) under different set-ups is analysed with
the use of a multivariate analysis of variance (MANOVA). While clouds are still changing,
our results indicate that the current cloud services have to take into account the different
setups of Cores and Memory in order to get reasonable performances in HEP-Software.
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Abstract ID : 409

Evolution of CMS workload management towards
multicore job support

Abstract
The successful exploitation of the multicore processor architectures available at the computing
sites is a key element of the LHC distributed computing system in the coming era of the
LHC Run 2. High-pileup complex-collision events represent a challenge for the traditional
sequential programming in terms of memory and processing time budget. The CMS
data production and processing framework has introduced the parallel execution of the
reconstruction and simulation algorithms to overcome these limitations.
CMS plans to execute the data reconstruction and simulation as multicore processing yet
supporting single-core processing for other tasks difficult to parallelize, such as user analysis.
The CMS strategy for job management across the Grid thus aims at integrating single and
multicore job scheduling. This is accomplished by scheduling multicore pilots with dynamic
partitioning of the allocated resources, capable of running jobs with various core counts
within a single pilot.
An extensive test programme has been conducted to enable multicore scheduling with the
various local batch systems available at CMS sites. Scale tests have been run to optimize
the scheduling strategy and to ensure the most efficient use of the distributed resources.
This contribution will present in detail the evolution of the CMS job management and
resource provisioning systems in order to support this hybrid scheduling model, as well as its
optimization and deployment, which will enable CMS to transition to a multicore production
model by the restart of the LHC.
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Abstract ID : 411

ROOT 6 and beyond: TObject, C++14 and many
cores.

Abstract
Following the release of version 6, ROOT has entered a new area of development. It will
leverage the industrial strength compiler library shipping in ROOT 6 and its support of the
C++11/14 standard, to significantly simplify and harden ROOT’s interfaces and to clarify
and substantially improve ROOT’s support for multi-threaded environments.
This talk will also recap the most important new features and enhancements in ROOT in
general, focusing on those allowed by the improved interpreter and better compiler support,
including I/O for smart pointers, easier type safe access to the content of TTrees and
enhanced multi processor support.
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Abstract ID : 413

GPU Accelerated Event-by-event Reweighting for a
T2K Neutrino Oscillation Analysis

Abstract

The Tokai-to-Kamioka (T2K) experiment is a second generation long baseline neutrino
experiment, which uses a near detector to constrain systematic uncertainties for oscillation
measurements with its far detector. Event-by-event reweighting of Monte Carlo (MC)
events is applied to model systematic effects and construct PDFs describing predicted event
distributions. However when analysing simultaneously several data samples from both near
and far detectors, the computational overhead can become a limiting factor in an oscillation
analysis. Because reweighting each MC event is an independent process, it can be parallelized
using graphics processing units (GPUs). For a recent T2K analysis, several bottlenecking
calculations were offloaded onto NVIDIA GPUs using CUDA: the calculation of oscillation
probabilities with matter effects and the evaluation of non-linear parameter responses
with cubic splines. Individually, these methods achieved 40-180x speed-ups in standalone
benchmarks. When implemented into the analysis software suite, an improvement of ˜20x
was seen to the overall analysis. This talk will discuss the motivation and implementation of
GPU reweighting into the T2K oscillation analysis, and prospects for further improvements
using GPUs.
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Abstract ID : 414

Alignment and calibration of Belle II tracking
detectors

Abstract

The Belle II experiment will start taking data in 2017. The SuperKEKB accelerator will
deliver a factor 40 higher luminosity in comparison to its predecessor, KEKB, to acquire a 50
times larger data sample of B-B[U+0305] events. In order to manage higher occupancy and
background, a new silicon vertex detector consisting of two inner layers of DEPFET pixel
sensors surrounded by four layers of double-sided strip sensors will be installed. The high
target performance of the detector, in particular vertex and momentum resolution, motivated
the development of reliable alignment and calibration procedures. Combined with calibration
of the upgraded drift chamber tracker, this task requires advanced software design and
considerable computing resources. We present track-based alignment and calibration of the
vertex and tracking detector using the global approach of the Millepede II tool in combination
with an advanced track parametrization by the General Broken Lines (GBL) model. The
procedure is implemented within the software framework of the Belle II experiment and GBL
has also been integrated into the experiment-independent track-fitting toolkit GENFIT.
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Abstract ID : 431

Use of containerisation as an alternative to full
virtualisation in grid environments.

Abstract

Virtualisation is a key tool on the grid. It can be used to provide varying work environments
or as pat of a cloud infrastructure. Virtualisation itself carries certain overheads that decrease
the performance of the system through requiring extra resources to virtualise the software
and hardware stack, and CPU-cycles wasted instantiating or destroying virtual machines
for each job. With the rise and improvements in containerisation, where only the software
stack is kept separate, and no hardware or kernel virtualisation is used, their is scope for
speed improvements and efficiency increases over standard virtualisation. We compare
containerisation and virtualisation, including a comparison against bare-metal machines as
a benchmark.
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Abstract ID : 432

The evolving grid paradigm and code "tuning" for
modern architectures- are the two mutually

exclusive?

Abstract

With the data output from the LHC increasing, many of the LHC experiments have made
significant improvements to their code to take more advantage of the underlying CPU
architecture and advanced features. With the grid environment changing to heavily include
virtualisation and cloud services, we look at whether these two systems can be compatible,
or whether improvements in code are lost through virtualisation. This is done by looking at
the efficiency increases achieved in the latest iterations of ATLAS code and testing it within
various grid paradigms.
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Abstract ID : 433

Using vcycle to provision compute resource on a
commercial cloud provider

Abstract

Cloud computing has the potential to provide flexible and elastic computing resource to
the HEP community. This requires robust and simple orchestration tools especially when
interacting with commercial cloud providers where system support is less familiar with HEP
workflow. This contribution will describe the use of ‘vcycle’ to manage compute resource on
a commercial cloud provider. Operational details will be mentioned along with performance
comparison to typical grid sites. The use of a local object store is described and compared
with WAN data access.
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Abstract ID : 437

Redundant Web Services Infrastructure for Data
Intensive and Interactive Applications

Abstract
RESTful web services are popular solution for distributed data access and information
management. Performance, scalability and reliability of such services is critical for the
success of data production and analysis in High Energy Physics as well as other areas of
science.
At FNAL, we have been successfully using HTTP/REST-based data access architecture to
provide access to various types of data, in particular, access to scientific databases. We have
built a simple yet versatile infrastructure which allows us to use redundant copies of web
application servers to increase service performance, scalability and availability. It is designed
to handle both state-less and state-full data access methods using distributed web server.
The redundant infrastructure allows us to add or remove individual application servers at any
time without a visible interruption of the service. This infrastructure has been successfully
used for several years now with data web services as well as with interactive web applications.
We will present components of our infrastructure and several examples of how it can be
used.
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Abstract ID : 439

A design study for the upgraded ALICE O2
computing facility

Abstract
An upgrade of the ALICE detector is currently prepared for the Run 3 period of the Large
Hadron Collider (LHC) at CERN starting in 2020. The physics topics under study by
ALICE during this period will require the inspection of all collisions at a rate of 50 kHz for
minimum bias Pb-Pb and 200 kHz for pp and p-Pb collisions in order to extract physics
signals embedded into a large background.
The upgraded ALICE detector will produce more than 1 TByte/s of data. Both collision
and data rate impose new challenges onto the detector readout and compute system. Some
detectors will not use a triggered readout, which will require a continuous processing of the
detector data.
Although various online systems are existing for event based reconstruction, the application
of a production system for time-based data processing and reconstruction is a novel case
in HEP. The project will benefit from the experience gained with the current ALICE High
Level Trigger online system, which already implements a modular concept combining data
transport, algorithms and heterogeneous hardware. Processing of individual events will
however have to be replaced by the continuous processing of the data stream segmented
according to a time-frame structure.
One challenge is the distribution of data within the compute nodes. Time-correlated data sets
are received by the First Level Processors (FLP) and must be coherently transported to and
aggregated on the Event Processing Nodes (EPN). Several approaches for the distribution
of data are being studied. Aggregated time-frame data is processed on the EPN with
the primary goal to reconstruct particle properties. On-the-fly and short-latency detector
calibration is necessary for the reconstruction. The impact of the calibration strategy to
the reconstruction performance is under study. Based on the partially reconstructed data,
events corresponding to particular collisions can be assembled from the time-based data.
The original raw data are then replaced by these preprocessed data. This transformation
together with the application of lossless data compression algorithms will provide a data
volume reduction of a factor of 20 before data is passed onto the storage system.
Building on messaging solutions, the design and development of a flexible framework for
transparent data flow, online reconstruction, and data compression has started. The system
uses parallel processing on the level of processes and threads within processes in order to
achieve an optimal utilization of CPU cores and memory. Furthermore, the framework
provides the necessary abstraction to run common code on heterogeneous platforms including
various hardware accelerator cards.
We present in this contribution the first results of a prototype with estimates for scalability
and feasibility for a full scale system.
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Abstract ID : 461

Lightweight scheduling of elastic analysis containers
in a competitive cloud environment: a Docked

Analysis Facility for ALICE

Abstract

During the last years, several Grid computing centers chose virtualization as a better way to
manage diverse use cases with self-consistent environments on the same bare infrastructure.
The maturity of control interfaces (such as OpenNebula and OpenStack) opened the possi-
bility to easily change the amount of resources assigned to each use case by simply turning
on and off virtual machines. Some of those private clouds use, in production, copies of the
Virtual Analysis Facility, a fully virtualized and self-contained batch analysis cluster capable
of expanding and shrinking automatically upon need: however, resources starvation occurs
frequently as expansion has to compete with other virtual machines running long-living batch
jobs. Such batch nodes cannot relinquish their resources in a timely fashion: the more jobs
they run, the longer it takes to drain them and shut off, and making one-job virtual machines
introduces a non-negligible virtualization overhead. By improving several components of the
Virtual Analysis Facility we have realized an experimental “Docked” Analysis Facility for
ALICE, which leverages containers instead of virtual machines for providing performance
and security isolation. We will present the techniques we have used to address practical
problems, such as software provisioning through CVMFS, as well as our considerations on
the maturity of containers for High Performance Computing. As the abstraction layer is
thinner, our Docked Analysis Facilities may feature a more fine-grained sizing, down to
single-job node containers: we will show how this approach will positively impact automatic
cluster resizing by deploying lightweight pilot containers instead of replacing central queue
polls.
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Abstract ID : 477

High performance data analysis via coordinated
caches

Abstract
With the second run period of the LHC, high energy physics collaborations will have to face
increasing computing infrastructural needs. Opportunistic resources are expected to absorb
many computationally expensive tasks, such as Monte Carlo event simulation. This leaves
dedicated HEP infrastructure with an increased load of analysis tasks that in turn will need
to process an increased volume of data. In addition to storage capacities, a key factor for
future computing infrastructure is therefore input bandwidth available per core.
Modern data analysis infrastructure relies on one of two paradigms: data is kept on dedicated
storage and accessed via network or distributed over all compute nodes and accessed locally.
Dedicated storage allows data volume to grow independently of processing capacities, whereas
local access allows processing capacities to scale linearly. However, with the growing data
volume and processing requirements, HEP will require both of these features.
For enabling adequate user analyses in the future, the KIT CMS group is merging both
paradigms: High-throughput data is spread over a local disk layer on compute nodes,
while any data is available from an arbitrarily sized background storage. This concept is
implemented as a pool of distributed caches, which are loosely coordinated by a central
service. A Tier 3 prototype cluster is currently being set up for performant user analyses of
both local and remote data.
The contribution will discuss the current topology of computing resources available for HEP
user analyses. Based on this, an overview on the KIT CMS analysis cluster design and
implementation is presented. Finally, operational experience in terms of performance and
reliability is presented.
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Abstract ID : 480

VecGeom: A new vectorised geometry library for
particle-detector simulation

Abstract
A geometry modeller library is among the most important components of the software
simulating the passage of particles in a detector, and many experiment simulations are
currently based on the geometry implementations offered by Geant4 or ROOT. Here, we
report on our effort to extend, re-engineer and evolve thes libraries in multiple directions
in order to make them ready for the future challenges of computing in HEP. This includes
primarily an extended API as well as SIMD-vectorised algorithms able to efficiently handle
geometry queries for multiple particles at the same time. Secondly, we aim for a native
support of the geometry module on the GPU or on mixed heterogeneous CPU/GPU platforms.
This effort is one of the essential ingredients of the Geant-Vector project that is focusing
on a fine-grained multithreaded and vectorised design, propagating many particles from
different events at the same time.
Our presentation will give an overview of the new vectorizsed, generic and templated
geometry library “VecGeom” that accomplishes those primary goals and which also improves
the overall geometry performance for current simulation frameworks. Beyond discussing new
performance numbers for elementary and higher level geometry algorithms, we will show
a first global evaluation of the new library on a realistic detector in form of the geometry
description from the CMS experiment
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Abstract ID : 483

Hardware and Software Design of FPGA-based PCIe
Gen3 interface for APENet+ network interconnect

system

Abstract
The computing nodes of modern hybrid HPC systems are built using the CPU+GPU
paradigm. When this class of systems is scaled to large size, the efficiency of the network
connecting GPUs mesh and supporting the internode traffic is a critical factor. The adoption
of a low latency, high performance dedicated network architecture, exploiting peculiar
characteristics of CPU and GPU hardware, allows to guarantee scalability and a good level
of sustained performances.
In the attempt to develop a custom interconnection architecture optimized for scientific
computing we designed APEnet+, a point-to-point, low-latency and high-performance 3D
torus network controller which supports 6 fully bidirectional off-board links. The first
release of APEnet+ (named V4), was a board based on a high end 40nm Altera FPGA
that integrates multiple (6) channels at 34Gbps of raw bandwidth per direction and a PCIe
Gen2 x8 host interface. APEnet+ board was the first-of-its-kind to implement a Remote
Direct Memory Access (RDMA) protocol to directly read/write data from/to Fermi and
Kepler NVIDIA GPUs using the Nvidia “peer-to-peer” and “GPUDirect RDMA” protocols,
obtaining real zero-copy, low-latency GPU-to-GPU transfers over the network and reducing
the performance bottleneck due to the costly copies of data from user to kernel space( and
vice-versa).
The last generation of APEnet+ systems (V5), currently under development, is based on state-
of-the-art high end FPGA, 28nm Altera Stratix V, offering a number of multi-standard fast
transceivers (up to 14.4 Gbps), huge amount of configurable internal resources and hardware
IP cores to support main interconnection standard protocols. APEnet+ V5 implements a
PCIe Gen3 x8 interface, the current standard protocol for high end system peripherals, in
order to gain performance on the critical CPU/GPU connection and mitigate the effect of
the bottleneck represented by GPUs memory access. Furthermore the FPGA technology
advancement, allowed us to integrate in V5, new off-board torus channels characterized
by a target speed of 56 Gbps. Both Linux Device Driver and the low-level libraries, have
been redesigned to support the PCIe Gen3 protocol, introducing optimizations and solutions
based on hardware/software co-design.
In this paper we present the architecture of APEnet+ V5 and discuss the status of APEnet+
V5 PCIe Gen3 hardware and system software design. Measures of performance in terms of
latency and bandwidth, both for the local APEnet+ to CPU-GPU connection (with Kepler
class GPU) and host-to-host via torus links, will also be provided.
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Abstract ID : 488

Evaluation of ’OpenCL for FPGA’ for Data
Acquisition and Acceleration in High Energy Physics

applications

Abstract
The proposed upgrade for the Large Hadron Collider LHCb experiment at CERN envisages a
system of 500 Data sources each generating data at 100 Gbps, the acquisition and processing
of which is a challenge even for state of the art FPGAs. This challenge splits into two, the
Data Acquisition (DAQ) part and the Algorithm acceleration part, the later not necessarily
immediately following the former.
Looking first at the DAQ part, a Header Generator module was needed to packetize the
streaming data coming in from the front-end electronics of the detectors, for easy access
and processing by the servers. This necessitates FPGA architectures that not only handle
the data generated by the experiment in real-time but also dynamically adapt to potential
inadequacies of other components, such as the network and PCs, while ensuring system
stability and overall data integrity. Since the data source has no flow control, this module
needs to modify the stream data by dropping datasets in a controlled fashion in the event of
receiving a back pressure signal from the downstream modules. Also needed was a front-end
source emulator capable of generating the various data patterns, that can act as a test bed
to validate the functionality and performance of the Header Generator. Such a system was
earlier designed and realized in VHDL. The results from this were presented as a paper,
‘Dynamically Adaptive Header Generator and Front-End Source Emulator for a 100 Gbps
FPGA based DAQ’ presented at the IEEE Real-Time Conference earlier in 2014 (RT2014).
While this process has been traditionally carried out using hardware description languages
(HDLs), the possibility exists of using OpenCL to design a DAQ system. This has the
potential to simplify development for physicists using the tools, who are more familiar with
traditional software as opposed to HDLs, so they can understand the system and make
modifications in the future. This is challenging due to fact that the OpenCL language is
designed for Parallel Processing and not really targeted at real-time DAQ and there are
major challenges in representing the cycle-accurate data acquisition and processing system
in OpenCL. However, OpenCL for FPGAs may be applicable from a high level synthesis
perspective. Achieving this will enable the movement of the entire FPGA design flow for
High Energy Physics applications to OpenCL, rather than just the algorithm acceleration
portion that involves parallel processing.
For the algorithm acceleration part, the Hough transformation will be implemented in
OpenCL. This is a method to reconstruct lines from points in 2D/3D space and can be
used to identify particle tracks from hits in the VELO detector elements. Variations of this
algorithm are also used for feature identification on the data from other detectors too.
This work explores the feasibility of implementing Data Acquisition and Processing system
on OpenCL and evaluates the performance of this OpenCL implementation with the HDL
based implementation. Development is using the Altera OpenCL compiler for FPGA.
This work was is funded under ICE-DIP, a European Industrial Doctorate project in the
European Community’s 7th Framework programme Marie Curie Actions under grant PITN-
GA-2012-316596.
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Abstract ID : 492

Network technology research on IhepCloud platform

Abstract

Traditionally, physical computer is used to run high-performance computing jobs. There are
many problems such as job interference with each other, operation system crash because
of abnormal operation and low computing resource utilization. IhepCloud expects to
solve the job isolation, operating system fault isolation and to improve resource utilization
by computing resource virtualization. IhepCloud builds virtual infrastructure platform
and provides virtual machine to high-performance computing system. In this report, we
introduce our network architecture of high-performance computing system which contained
virtual computing resource. We discuss dynamic synchronization between Openstack virtual
environment and physic environment such as virtual machine DNS register, virtual machine
network monitor, synchronization between virtual machine and some application systems.
A service is deployed to collect virtual machine’s information such as virtual machine
name, IP, MAC and so on. The information will be stored to a network database and be
synchronized to each service. These help to transparently integrate virtual system into
physical computing environment. We describe a virtual network topology based on Openstack
neutron component in IhepCloud. In this topology, OVS plugin and vlan mode is deployed to
achieve L2 interconnection between virtual network and physical network. Each computing
node connects to physical switch through trunk links and virtual machine directly access
physic network through 802.1Q supported by OVS plugin. Openstack neutron component
is only responsible for distributing addresses and supporting 802.1Q. L3 is configured in
physical switch. This topology avoids the performance insufficient of pure virtual network
and achieves an easy interconnection with physical network. Thus, virtual system integration
will not result in large changes in computing environment. Finally we report operation and
maintenance experience in our test-bed. Performance testing about glance and ceph will be
given. Testing report shows image copy to each computing node is inefficient and nova with
ceph is not ready. We also introduce and analyze vxlan performance testing with physical
switch.
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Abstract ID : 493

Future Computing Platforms for Science in a Power
Constrained Era

Abstract

Power consumption will be a key constraint on the future growth of Distributed High
Throughput Computing (DHTC) as used by High Energy Physics (HEP). This makes
performance-per-watt a crucial metric for selecting cost-efficient computing solutions. For this
paper, we have done a wide survey of current and emerging architectures becoming available
on the market including x86-64 variants, ARMv7 32-bit, ARMv8 64-bit, Many-Core and
GPU solutions, as well as newer System-on-Chip (SoC) solutions. We compare performance
and energy efficiency using an evolving set of standardized HEP-related benchmarks and
power measurement techniques we have been developing. We evaluate the potential for use
of such computing solutions in the context of DHTC systems, such as the Worldwide LHC
Computing Grid (WLCG).
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Abstract ID : 495

A Grid and cloud computing farm exploiting
HTCondor

Abstract

This work presents the result of several tests that demonstrate the capabilities of HTCondor
as batch system for a big computing farm serving both LHC use cases and others scientists.
The HTCondor testbed hosted at INFN-Bari is made of about 300 nodes and 15’000 CPU
slots, and meant to sustain about 50’000 job in the queue. The computing farm is used
both from Grid users of many VOs (HEP, Bioinformatics, Astrophysics, etc) and from local
users, that come from complete different environments: meteorologists, HEP, bioinformatics,
humanities, computational chemistry, remote sensing, statistics, etc. These very different
use-cases express a wide range of requirements to the batch system. For instance, the batch
system must address both a huge number of very fast jobs and very large MPI based multi-
CPU jobs. The HTCondor configuration tuned in the test aims to allow several scheduling
functionalities: Hierarchical FairShare, Quality of Service, priority on users, priority on
group, limit on the number of jobs per user/group/queue, job age scheduling, job size
scheduling, “consumable resources” scheduling. Also it has been tested the ability to manage
different job types: serial job, MPI job, multi-thread jobs, interactive jobs, whole node jobs.
HTCondor has been tested as well on a HPC Cluster with GPU card and Low Latency
Infiniband connection, connected to the standard HTC farm at the same time. Another
point of interest is the High Availability configuration for the master node. This possibility
is indeed very useful in order to let the cluster working also in case of hardware failure of
the server hosting the batch system. Other interesting features involved in our tests are:
capabilities of using ACLs on resources in general; capabilities to deal with the pre-execution
and post-execution script, capabilities of Condor_rooster to manage the start-up the worker
node as soon as there are job waiting in the queue, and to shutdown them as soon as they
are not needed anymore. A very new item is also instantiating computational resources
in a cloud environment. We have developed a plug-in that is able to request the needed
resources to our OpenStack local facility, choosing the right image and the flavour that
fulfills the user requirements expressed with the ClassAD in the jobs. In this way there
is the possibility to support the computational user requests exploiting cloud resources,
and this will help the site admin to efficiently and dynamically share resources, among
different use-cases (batch jobs, Cloud applications, etc), exploiting the flexibility of a Cloud
Computing infrastructure. Finally, results will be shown in terms of performances achieved
in job submission/scheduled/executed, configuration available and behaviour in terms of
scheduling features, best practices on how to configure the batch master for High Availability.
The work will also provide the results in terms of stress tests for the configuration of the
CREAM Computing Element when exploiting the HTCondor cluster. Hence, this work
summarizes the capabilities of HTCondor when supporting a big computing farm made up
of diverse computational resources (Grid, Local HTC Cluster and Cloud Computing).
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Architecture of a new data taking and analysis
infrastructure and services for the next generation

detectors of Petra3 at DESY

Abstract
Data taking and analysis infrastructures in HEP have evolved during many years to a well
known problem domain. In contrast to HEP, third generations synchrotron light sources,
existing and upcoming free electron laser are confronted an explosion in data rates which is
primarily driven by recent developments in 2D pixel array detectors. The next generation
will produce data in the region upwards of 50 Gbytes per second. At synchrotrons, data
was traditionally taken away by users following data taking using portable media. This will
clearly not scale at all.
We present first experiences of our new architecture and services underlying by results taken
from the resumption of data taking in March 2015. Technology choices were undertaking
over a period of twelve month. The work involved a close collaboration between central IT,
beamline controls, and beamline support staff. In addition a cooperation was established
between DESY IT and IBM to include industrial research and development experience and
skills.
In technological terms the next generation detectors exceeds current generations in order
of magnitudes by data volume, -rate as well as complexity at an exponential growth. We
are challenging unpredictable data access demands, computing platform and OS version
integration (i.e. Windows), but still requiring acceptable bandwidth for DAQ rate at the
final storage system.
Our approach integrates HPC technologies for storage systems and protocols. In particular,
our solution uses a single filesystem instance with a multiple protocol access, while operating
within a single namespace - ubiquitous NFS & SMB access to same repository. We are
targeting a system supporting distributed parity, decent erasure codes - to allow very fast
rebuilds and a high availability level for the capacity disk based resources, multiple cluster,
asynchronous file replication, high speed networking - Infiniband FDR & 10/40GE Ethernets,
storage class memory (SSD & FlashDIMM) to run the high IOPS burst buffering layer
within the architecture.
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Abstract ID : 505

Exploiting heterogeneity on the Grid for fun and
profit

Abstract
In recent years large scientific projects such as the Large Hadron Collider (LHC) have
developed extensive distributed computing systems, involving many computer centers around
the globe. At first glance the resulting computing platform appears to be based on a
homogeneous deployment of Linux on commodity x86 processors. In practice, however, many
generations of processors are deployed in the computing centers, typically corresponding to 4
or 5 years worth of purchases. Depending on where an application is run and details of what
it is doing, it will see some variation in achievable compute performance stemming directly
from the processor heterogeneity. In the future, this heterogeneity will increase significantly.
Due to power density limitations in processors, alternate processor architectures are now
being considered, including low power cores (ARM, ATOM) and specialized coprocessors
(GPUs, Xeon Phi). If the distributed computing system evolves to include clusters with
alternate technologies, the resulting heterogeneity will mean that both the performance and
the performance/Watt achievable by any given application will vary significantly.
This heterogeneity and the resulting variations in application performance and energy
efficiency can in principle provide information usable for job scheduling to improve net
throughput or to reduce power consumption or cost. We report our studies into potential
performance and power efficiency/cost gains resulting for inclusion of this kind of information
in scheduling choices.
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Abstract ID : 512

The Pattern Recognition software for the PANDA
experiment

Abstract

PANDA is an antiproton-proton experiment that will run at center-of-mass energies from
2.25 to 5.46 GeV at the new facility FAIR in Darmstadt, Germany. In order to achieve
the broad range of physics goals of PANDA, a triggerless data acquisition and a high
luminosity (20 MHz interaction rate) are necessary. This talk will concentrate on the Pattern
Recognition software of the experiment. This software will use the information of all tracking
devices in PANDA, namely a microvertex detector (10 ns signal time resolution), straw tube
subdetectors (170 ns signal collection time), a GEM detector (few tens of ns time resolution),
a fast scintillator tile system (100 ps time resolution), and several planes of gas proportional
drift chambers. The absence of a hardware trigger, on one hand, gives maximum flexibility
in the selection of events of interest, and on the other hand, poses severe requirements to the
pattern recognition code: 1- it has to be very fast to keep up with the 20 MHz interaction
rate; 2- it must be very efficient in finding tracks and very selective in rejecting ghost tracks
caused by the large signal collection time of the straw systems combined with the 20 MHz
interaction rate makes possible the (wrong) assignment of a hit to several physics events. In
this talk the ideas and the various algorithms explored in the Pattern Recognition to tackle
those challenges will be shown.
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The GeantV project: preparing the future of
simulation

Abstract

Detector simulation is consuming at least half of the HEP computing cycles, and even so,
experiments have to take hard decisions on what to simulate, as their needs greatly surpass
the availability of computing resources. New experiments still in the design phase such
as FCC, CLIC and ILC as well as upgraded versions of the existing LHC detectors will
push further the simulation requirements. Since computing resources will not increase at
best, it is therefore necessary to sustain the progress of High Energy Physics and to explore
innovative ways of speeding up simulation. The GeantV project aims at developing a high
performance detector simulation system integrating fast and full simulation that can be
ported on different computing architectures, including accelerators. After more than two
years of R&D the project has produced a prototype capable of transporting particles in
complex geometries exploiting micro-parallelism, SIMD and multithreading. Portability is
obtained via C++ template techniques that allow the development of machine-independent
computational kernels. A set of tables derived from Geant4 for cross sections and final states
provides a realistic shower development and, having been ported into a Geant4 physics list,
is also a basis for a performance comparison. The talk will describe the development of the
project and the main R&D results motivating the technical choices of the project. It will
review the current results and the major challenges facing the project. We will conclude
with an outline of the future roadmaps and major milestones for the project.
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Simulation of LHC events on a million threads

Abstract

Demand for Grid resources is expected to double during LHC Run II as compared to Run I;
the capacity of the grid, however, will not double. The HEP community must consider how
to bridge this computing gap. Two approaches to meeting this demand include targeting
larger compute resources, and using the available compute resources as efficiently as possible.
Argonne’s Mira, the fifth fastest supercomputer in the world, can run roughly five times
the number of parallel processes that the ATLAS experiment typically uses on the Grid.
We have ported Alpgen, a serial x86 code, to run as a parallel application under MPI on
the Blue Gene/Q architecture. By analysis of the Alpgen code, we reduced the memory
footprint to allow running 64 threads per node, utilizing the four hardware threads available
per core on the PowerPC A2 processor. Event generation and unweighting, typically run
as independent serial phases, are coupled together in a single job in this scenario, reducing
intermediate writes to the filesystem. By these optimizations, we have successfully run LHC
proton-proton physics event generation at the scale of a million threads, filling two-thirds of
Mira.
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Achieving production-level use of HEP software at
the Argonne Leadership Computing Facility

Abstract

HEP’s demand for computing resources has grown beyond the capacity of the Grid, and
these demands will accelerate with the higher energy and luminosity planned for Run II.
Mira, the ten petaflops supercomputer at the Argonne Leadership Computing Facility, is a
potentially significant compute resource for HEP research. Through an award of fifty million
hours on Mira, we have delivered millions of events to LHC Experiments by establishing the
means of marshaling jobs through serial stages on local clusters, and parallel stages on Mira.
We are running several HEP applications, including Alpgen, Pythia, Sherpa, and Geant4.
Event generators, such as Sherpa, typically have a split workload: a small scale integration
phase, and a second, more scalable, event-generation phase. To accommodate this workload
on Mira we have developed two Python-based Django applications, Balsam and ARGO.
Balsam is a generalized scheduler interface which uses a plugin system for interacting with
scheduler software such as Condor, Cobalt, and Torque. ARGO is a workflow manager that
submits jobs to instances of Balsam. Through these mechanisms, the serial and parallel tasks
within jobs are executed on the appropriate resources. This approach and its integration
with the PanDA production system will be discussed.
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4-Dimensional Event Building in the First-Level
Event Selection of the CBM Experiment.

Abstract
The future heavy-ion experiment CBM (FAIR/GSI, Darmstadt, Germany) will focus on the
measurement of very rare probes at interaction rates up to 10 MHz with data flow of up to
1 TB/s. The beam will provide free stream of beam particles without bunch structure. That
requires full online event reconstruction and selection not only in space, but also in time,
so-called 4D event building and selection. This is a task of the First-Level Event Selection
(FLES).
The FLES reconstruction and selection package consists of several modules: track finding,
track fitting, short-lived particles finding, event building and event selection. Since all
detector measurements contain also time information, the event building is done at all stages
of the reconstruction process. The input data are distributed within the FLES farm in
a form of so-called time-slices, which time length is proportional to a compute power of
a processing node. A time-slice is reconstructed in parallel between cores within a CPU,
thus minimizing communication between CPUs. After all tracks of the whole time-slice are
found and fitted in 4D, they are collected into clusters of tracks originated from common
primary vertices, which then are fitted, thus identifying 4D interaction points registered
within the time-slice. Secondary tracks are associated with primary vertices according to
their estimated production time. After that short-lived particles are found and the full e
vent building process is finished. The last stage of the FLES package is a selection of events
according to the requested trigger signatures.
We describe in details all stages of the FLES package and present results of tests on many-
core computer farms with up to 3000 cores, focusing mainly on parallel implementations of
the track finding and the event building stages as the most complicated and time consuming
parts of the package. The track finding efficiency remains stable and the processing time
grows as a polynomial of second order with respect to the number of events in the time-slice.
The first results of J/psi selection are presented and discussed.
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