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WLCG High Level Milestones - 2007
Done (green)

ID

Milestone

Date

Late < 1 month (orange)

FZK INFN
CC
ASGC
CERN GridK
NDGF
IN2P3
CNAF
a

24x7 Support

PIC

Late > 1 month (red)

RAL

WLCG07-01

Feb 24x7 Support Definition
2007 Definition of the levels of support and rules to follow,
depending on the issue/alarm

WLCG07-02

Apr 24x7 Support Tested
2007 Support and operation scenarios tested via realistic alarms
and situations

Dec
2007

Jan
2008

WLCG07-03

Jun 24x7 Support in Operations
2007 The sites provides 24x7 support to users as standard
operations

Feb
2008

Mar
2008

WLCG07-04

Apr VOBoxes SLA Defined
2007 Sites propose and agree with the VO the level of support
(upgrade, backup, restore, etc) of VOBoxes

WLCG07-05

May VOBoxes SLA Implemented
2007 VOBoxes service implemented at the site according to the
SLA

WLCG07-05b

Jul VOBoxes Support Accepted by the
2007 Experiments
VOBoxes support level agreed by the
experiments

Sep
2007

SARA TRIUM
BNL
NIKHE
F
F

FNAL

Dec
2007

VOBoxes Support

ALICE

Nov
2007
n/a

n/a

n/a

n/a

n/a
n/a

n/a
n/a

ATLAS

n/a
n/a

CMS
LHCb

n/a

n/a
n/a
n/a

VOMS Job Priorities
VOMS Milestones below suspended until the VOMS Working Group defines new milestones.
EGEE-SA1

WLCG07-06b

Jun
2007

New VOMS YAIM Release and Documentation
VOMS release and deployment. Documentation on how to configure
VOMS for sites not using YAIM

WLCG07-06

Apr
2007

Job Priorities Available at Site
Mapping of the Job priorities on the batch software of the site
completed and information published

WLCG07-07

Jun
2007

Job Priorities of the VOs Implemented at Site
Configuration and maintenance of the jobs priorities as defined by
the VOs. Job Priorities in use by the VOs.

WLCG07-08

Mar Accounting Data published in the APEL Repository
2007 The site is publishing the accounting data in APEL. Monthly
reports extracted from the APEL Repository.

WLCG07-09

Mar 3D Oracle Service in Production
2007 Oracle Service in production, and certified by the
Experiments

squid
frontie
r

WLCG07-10

May 3D Conditions DB in Production
2007 Conditions DB in operations for ATLAS, CMS, and LHCb.
Tested by the Experiments.

squid
frontie
r

WLCG07-16

1 Jul MoU 2007 Pledges Installed
2007 To fulfill the agreement that all sites procure the 2007 MoU
pledged by July 2007

Accounting

3D Services

Procurement
Jan
2008

WLCG- 1 Apr MoU 2008 Pledges Installed
07-17
2008 To fulfill the agreement that all sites procure they MoU
pledged by April of every year

May
2008
March
2008

FTS 2.0
WLCG07-18

Jun FTS 2.0 Tested and Accepted by the Experiments
2007 In production at CERN and accepted tested by each
Experiment

WLCG07-19

Jun Multi-VO Tests Executed and Tested by the Experiments
2007 Scheduled at CERN for last week of June

WLCG07-20

Sept FTS 2.0 Deployed in Production
2007 Installed and in production at each Tier-1 Site

WLCG07-21

Jun BDII Guidelines Available
2007 On how to install BDII on a separated node

WLCG07-22

Jun Top-Level BDII Installed at the Site
2007 For each Tier-1 site

WLCG07-24

Jul Decision on Usage of glexec and Guidelines to Follow
2007

ALICE

ATLAS

CMS

(will be part of CCRC in February and May 2008)

BDII
EGEE - SA1
(not requesteded)

glexec
GDB
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WLCG High Level Milestones - 2007
Done (green)

ID

Date

WLCG07-12

Jun
2007

Milestone

Site Reliability - June 2007
Site Reliability above 91%
Considering each Tier-0 and Tier-1 site

Late < 1 month (orange)

FZK INFN
CC
ASGC
CERN GridK
NDGF
IN2P3
CNAF
a

PIC

Late > 1 month (red)

RAL

SARA TRIUM
BNL
NIKHE
F
F

FNAL

Apr 88%
May 88%
Jun 91%
Jul 91%
Aug 91%
Sept 91%

WLCG07-13

Jun Average of Best 8 Sites above 93%
2007 Eight sites should reach a reliability above 93%

Averages of the 8 Best sites Apr-Sept 2007
Apr 92% - May 94% - Jun 87% - Jul 93% - Aug 94% - Sept 93%

MSS Main Storage Systems
WLCG07-25

Jun CASTOR 2.1.3 in Production at CERN
2007 MSS system supporting SRM 2.2 deployed in production at
the site

CERN Tier-0

WLCG07-26

ALICE
n/a

ATLAS
Nov 2007

CMS
Nov 2007

LHCb
Nov 2007

ALICE
n/a

ATLAS
Nov 2007

CMS
Nov 2007

LHCb
Nov 2007

WLCG07-29

Nov SRM: CASTOR 2.1.3 Tested and Accepted by the
2007 Experiments
From the SRM Roll-Out Plan (SRM-16 to -19)
Nov SRM: dCache 1.8 Tested and Accepted by the
2007 Experiments
From the SRM Roll-Out Plan (SRM-16 to -19)
Sept Demonstrated Tier-0 Performance (Storage, DM at T0)
2007 Demonstration that the highest throughput (ATLAS 2008)
can be reached.
Sept Demonstrated Tier-0 Export to Tier-1 Sites
2007 Demonstration that the highest throughput (ATLAS 2008)
can be reached.
Feb SRM: CASTOR 2.1.3/dCache in Production at T1 Site
2008 From the SRM Roll-Out Plan (SRM-20 to -21a)

WLCG07-30

Dec SRM Implementations with HEP MoU features
2007 With full features agreed in the HEP MoU (srmCopy, etc).

DCache

DPM

WLCG07-27
WLCG07-28
WLCG07-28b

CERN Tier-0
CERN Tier-0

CASTOR

SL4 Migration
Replaced by individual milestones for the Middleware components.

WLCG- Depl SL4 Operational at Site (for WN and UI nodes)
07-11 Date + This has to happen within 30 days after the release from GD.
30d

WN and UI
WLCG07-31

Jun WN Installed in Production at the Tier-1 Sites
2007 WN on SL4 installed on each Tier-1 site, with the
configuration needed to use SL4 or SL3 nodes

WLCG07-32

Jun UI Certification and Installation on the PPS Systems
2007

WLCG07-33

Aug UI Tested and Accepted by the Experiments
2007

n/a

n/a

n/a

EGEE - SA1-PPS
done: Jul 2007
ALICE

ATLAS

CMS

LHCb

gLite CE
The gLite CE will not be deployed on SL4, the porting of the LCG-CE is in progress (21.9.2007)
WLCG07-35

Sept
2007

gLite CE Development Completed and Component Released

WLCG07-36

+4
gLite CE Certification and Installation on the PPS Systems
weeks

WLCG07-37

+4
gLite CE Tested and Accepted by the Experiments
weeks

WLCG07-38

+4
gLite CE Installed in Production at the Tier-1 Sites
weeks

EGEE - JRA1
EGEE - PPS
ALICE

ATLAS

CMS

LHCb

n/a

SAM Vo-Specific Tests
WLCG07-39

Sept VO-Specific SAM Tests in Place
2007 With results included every month in the Site Availability
Reports.

WLCG07-40

Oct Experiment provide the Test Setup for the CAF
2007 Specification of the requirements and setup needed by each
Experiment

WLCG07-41

Jul xrootd Interfaces Tested and Accepted by ALICE
2007

WLCG07-14

Dec
2007

ALICE

ATLAS

CMS

LHCb

ALICE

ATLAS

CMS

LHCb

CAF CERN Analysis Facility

xrootd
ALICE

Site Reliability - Dec 2007
Site Reliability above 93%
Considering each Tier-0 and Tier-1 site

Aug 91%
Sept 91%
Oct 91%
Nov 91%
Dec 93%

WLCG07-15

Dec Average of Best 8 Sites above 95%
2007 Eight sites should reach a reliability above 93%
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Sites Reliability
January - October 2007
(Color Schema: Green > Target, Orange > 90% Target, Red > 90% Target)

Average on the 8 best sites (not always the same 8)
Apr 92%

May 94%

Jun 87%

Jul 93%

Aug 94%

Sept 93%

Oct 93%

Aug 88%

Sept 89%

Oct 86%

Average on all Tier-0 and Tier-1 sites
Apr 89%

May 89%

Jun 80%

Jul 89%

Detailed Monthly Site Reliability
Jan
07

Feb
07

Mar
07

Apr
07

May
07

Jun
07

Jul
07

Aug
07

Sep
07

Oct
07

CA-TRIUMF

79

88

70

73

95

95

97

97

95

91

CERN

99

91

97

96

90

96

95

99

100

100

DE-KIT (FZK)

85

90

75

79

79

48

75

67

91

76

ES-PIC

86

86

96

95

77

79

96

94

93

96

FR-CCIN2P3

96

74

58

95

94

88

94

95

70

90

IT-INFN-CNAF

75

93

76

93

87

67

82

70

80

97

n/a

n/a

n/a

n/a

n/a

n/a

n/a

n/a

n/a

89

NL-T1(NIKHEF)

93

83

47

92

99

75

92

86

92

89

TW-ASGC

96

97

95

92

98

80

83

83

93

51

UK-T1-RAL

80

82

80

87

87

87

98

99

90

95

US-FNAL-CMS

84

67

90

85

77

77

92

99

89

75

US-T1-BNL

90

57*

6*

89

98

94

75

71

91

89

Target

88

88

88

88

88

91

91

91

91

91

5
+5

6
+3

4
+1

7
+3

6
+3

3
+2

7
+2

6
+2

7
+2

5
+4

Site

NDGF

> Target
(+ > 90% Target)
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Comments on the High Level Milestones
DE-KIT (H.Marten)
WLCG-07-01 to -03 24x7 Operations: Several parallel activities are running to define, test and
implement 24x7 operations. Some services and components have been designed and
implemented with redundant, load balanced hardware and network paths and already show an
availability of almost 100% (e.g. LFC, FTS).
A service dashboard has been developed that allows operators to get an overview of all service
components (http://www.gridka.de/monitoring/main.html). Detailed instructions were written down
for most of the service components as guidelines for operators on how to react in case of failures,
and these guidelines are currently tested and iteratively improved by operators during weekends
and vacation time. In summary, activities for milestones WLCG-07-01 and -02 are well advanced
but haven't been completed yet. The GridKa Overview Board is fully aware of the situation and
instructed during its session on 22nd Nov 2007 to complete and implement 24x7 operations with
highest priority.
WLCG-07-12 Site reliability: During the last quarter FZK could reach the target availability of 91%
only in September. An analysis has shown that most of the problems are transient scalability and
stability issues around the CEs and SRM as well as gridFTP implementations of the mass
storage system. The number of CEs at GridKa has been doubled during November, and the
mass storage system in production has been updated on Nov 6/7 to dCache 1.8 with SRM 2.2
on, which were tested and improved at GridKa in pre-production during several months.

ES-PIC (G.Merino)
Two major actions to highlight for last quarter:
On the 20-Sep Enstore was deployed as a tape backend for dCache in the Production SRM
service, just before the start of CMS CSA07. Since then, it has operated with no problems writing
data into tape at rates between 2-4TB/day during October. The migration of old data from Castor1
to dCache+Enstore is ongoing and scheduled to be finalised before the end of 2007.
In addition the new 10Gbps OPN link CERN-PIC was deployed in production (ie linked to the
Production SRM) in mid September.
The purchases of CPU, disk and tape capacity targeting Apr-2008 are ongoing. First bunch
expected to arrive during Dec-2007 and be deployed by Jan-2008.

IT-INFN-CNAF (L.Dell’Agnello)
WLCG-07-02/03: 24x7 support is in place for infrastructure alarms (cooling, power, and network).
For service problems (storage, farm), a 12x7 support is provided while for the nights the support
is on a best effort basis.
WLCG-07-04: After the approval by the VOs of the SLA last October, we rewrote it with a more
appropriate terminology: the new version is now waiting for approval by the VOs.
WLCG-07-05: The support is in place waiting for acceptance by the Experiments.

NDGF (O.Smirnova)
The overall progress has been very satisfactory. The achievements are: the CPU pledges have
been met, more storage have been deployed, 24x7 services defined and tested, SAM tests are
aligned with the standard ones, dCache upgraded to version 1.8 and FTS upgraded to 2.0,
accounting data are published in APEL regularly.
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There are still some issues: full-scale 24x7 services deployment is postponed, storage pledges of
2007 will be met in January 2008, SAM test deployment was delayed - which affected NDGF
availability accounting, and we suffered few short spells of degraded storage service due to
hardware problems with disk pools.
The VOBox SLAs have not been implemented yet due to ongoing changes in definitions of some
of those. In general, NDGF service availability was at 100% most of the time; SAM tests did
return false negatives on several occasions due to the problems with external (non-NDGF)
components.

NL-T1 (J.Templon)
Purchasing is on hold pending completion of the european tender procedure. Operations are
generally satisfactory, with current work focussing on creating a single entry point for support and
operations tickets for the entire NL-T1; at the moment users are often forced to guess whether
SARA or NIKHEF should get the questions.
Most of the downtime issues center around trivial things like typo's in published information,
immediately after an upgrade. The remaining substantial issues are a) LFC problems (backing
Oracle DB sometimes goes haywire for some unknown reason) and b) continuing dCache
stability questions.

US-FNAL-CMS (I.Fisk)
FNAL participated in CSA07 during the quarter.
The improvements in the batch system allow us to scale to a single Condor pool with 3000 batch
slots. We had early scaling limitations when the new nodes were added, but with the help of the
Condor team these have been addressed. We expect the spring procurements will put us to
approximately 4500 batch slots, which we believe will scale properly.
The production processing rate peaked at 2500 batch slots utilized for event skimming, which
was able to overload the SRM server for storing the output files. We are looking at implementing
a load balanced SRM head node to avoid the problem in the future.
The rate into mass storage greatly exceeded the target rate for the challenge both in terms of
peak IO (400MB/s) and in terms of the total volume ingested (nearly 500TB).
The high rate of tape ingest has put FNAL over 1PB for CMS in mass storage.
At times during the challenge we saw limitations in the scaling of PNFS for the storage system.
After a systematic re-optimization we believe we once again have enough headroom to survive
the first year of data taking.
24x7 Support: FNAL has exercised the paging system for critical services.
While we still
discover failure modes that slip through the monitoring system, these are promptly added to the
monitors. We have a full team of system administrators who rotate as primary responder on a
weekly basis.

US-T1-BNL (M.Ernst)
At the US ATLAS Tier-1 center at BNL the final step of making the pledged resources available to
ATLAS was completed at the end of August.
680 TB (raw) of dCache managed disk space became operational and was made available to
production and analysis.
We have been working on planning the next round of CPU and disk storage installations that are
expected to take place in February (to be made fully available to ATLAS in March 2008). To
accommodate the increased data rates a significant improvement of the Local Area Network
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capacities are mandatory. We are planning for a replacement of the core switch technology that is
to be carried out in February as well.
Lots of availability/reliability issues were observed with the dCache based Storage Element. The
analysis of the problems has shown that a high load on the dCache namespace management
component (pnfs server) has contributed at large to frequent failures. The high load situations
stem from a significant ramp-up regarding user analysis activities with some users abusing the
system by requesting access to thousands of input files per job and creating up to ten times the
number of output files for the same job. Hundred thousands of these jobs were submitted causing
the Storage Element to fail several times over the course of the past quarter. Since dCache does
not provide any mechanism to protect itself from such access patterns a quota system was
applied on the workload management level (PanDA) to support a fair distribution of the resources
across the users and to stabilize the underlying storage system.
Since then the reported availability/reliability figures have significantly improved. For the month of
November the center is at >93% so far.
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LCG Services Report
2007 Q3
Jamie Shiers
The main focus for the LCG services in this quarter continued to be preparation of the needed
services for the experiments’ dress rehearsals and other challenges. A test and deployment plan
for SRM v2.2 was agreed and is currently being executed. A Common Computing Readiness
Challenge (CCRC’08) was proposed and agreed at a WLCG Collaboration workshop held during
the weekend prior to CHEP, at which there were some 160 registered attendees. Services
successfully upgraded during this quarter include FTS 2.0 services at all Tier1 sites, LFC and
DPM enhancements as well as additional gLite components for SL4. Further details are given
below.

SRM v2.2
After a long period of preparation, SRM v2.2 implementations finally reached sufficient maturity in
this quarter for a clear and achievable production deployment schedule to be agreed upon.
Progress on production deployment is followed by regular WLCG Management phone
conferences. The necessary developments to the client tools have been made, although
production-scale usage under realistic production conditions by the experiments are expected to
uncover additional bugs. These will be fixed with high priority.

LFC
The additional bulk operations that were requested by ATLAS and LHCb, together with matching
GFAL and lcg-utils changes, were made available for testing by the experiments in August.
Additional changes to support the R/O replicas of the LFC for LHCb were agreed and
implemented, with their deployment to production programmed to commence in Q4 2007 and
continue into 2008.

DPM
Additional bulk operations were released to production.

FTS
FTS 2.0, which includes SRM v2.2 support and service enhancements, was deployed at CERN
th
on June 18 . After one month of production experience it was released to Tier-1 sites, with the
target of deployment at (at least) all CMS Tier-1 sites by mid-September. This was achieved at all
sites, despite the difficulties of upgrading major services during the summer months. The FTS
monitoring component (FTM) was certified and released and is now available for deployment at
Tier-1 sites.

VOMS roles in job priorities
Mapping to job scheduling priorities was implemented at Tier-0 and most Tier-1 in the first half of
the year but behavior was not as expected (ATLAS reported that production role jobs map to both
production and normal queues) so this was re-discussed. The revisited short term job priority
mechanism has been successfully tested in SA3 certification test-bed and deployed at some PPS
sites for large scale testing.
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gLite Middleware – General Issues & SL4 support
A repository of grid client software was set up for the Application Area to allow early experiment
testing in parallel with the certification activity. This was started in Q2 and finished in Q3. To date,
the BDII, CE, WN, UI for SL4 have been delivered to production. Other components are being
ported, based on priorities established by the TCG.
In addition, the LCG-CE has been ported to and released on SL4.

gLite 3.1 VOBox
The new gLite3.1 VOBOX has been successfully tested at CERN primarily by the ALICE VO. This
new version has been ported to SL4 and its readiness has been already announced to the GD
team at CERN. The major features of the service include the renewal of delegated proxies with
voms extensions. It also allows access to the gLite3.1 WMS for submission purposes.
The gridftp server has been eliminated in this version after agreement with the 4 LHC
experiments. It is important to emphasize, that the VOBOX must be configured without sgm pool
accounts and this has to be considered during the configuration phase of the service.

gLite 3.1 WMS
The 'new WMS', i.e. the one based on the 3.1 codebase, was released on13.09.07 (on SL3).

Outlook for Q4 2007/Q1 2008
At a WLCG Collaboration Workshop in Victoria, BC, prior to CHEP 2007, a “Common Computing
Readiness Challenge” (CCRC’08) was agreed. This challenge brings together all aspects of the
service and all components of the experiments’ production and Grid analysis. Two challenge
periods are defined: February and May 2008. The schedule for the challenge is very tight, but the
schedule is driven by that of the accelerator. The only contingency that remains is that of descoping and the mechanism by which this would be performed if necessary needs to be
established. All sites are expected to have upgraded to production SRM v2.2 services during
these two quarters, with upgrades at the Tier0 and Tier1 sites scheduled for completion by end
2007. An essential component of this work and indeed preparation for CCRC’08 is clarification of
the SRM v2.2 storage classes required by the experiments. This must be achieved by early
December 2007 to allow for the necessary site setup to be in time for testing by the experiments
starting in January 2008 prior to the February challenge. This challenge will allow refinement of
these definitions and necessary adjustments to be made prior to May’s run. In addition, the lists of
services that the experiments consider to be critical have been established and a work plan exists
for ensuring that these needs are met – within resource and manpower constraints – and
alternative solutions (such as additional redundancy / buffering) established where necessary. In
summary, the key objectives for the next two quarters and indeed all of 2008 are improvements in
reliability and stability of the services, a significant ramp-up in resources to full 2008 capacity, the
Common Computing Readiness Challenge and then LHC data taking and full production.
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Grid Deployment Board Report
2007 Q3
John Gordon

2007 Q3 Quarter
SL4 for Worker Nodes was ready at the end of the last quarter but was only really rolled out in
August and September. Many sites have not yet upgraded but the experiments who need it have
enough resources available and SL4 is available those sites who needed it for hardware
compatibility. SL4 versions of the other services are making progress. There is nothing required
in SL4 for CCRC in February but progress continues. 64 bit versions of SL4 are also being tested.
Priority is for WN then SE. SL3 will continue to be supported for security patches until 2009 but
sites who installed the CERN variant SLC3 are regretting it as support was recently withdrawn.
In August GDB carried out a review of readiness of all middleware components and this was
presented at the Victoria workshop prior to CHEP.
The LHC OPN now has primary circuits in place to all Tier1s. There is a plan for backup links and
some are installed. The OPN has received a good workout during the challenges this summer
and autumn and has shown itself generally ready to achieve the rates required.
Security Policies have continued to be developed. The Grid Security Policy (v5.7) and the Grid
Site Operations Policy (v1.4) have recently been through approval by WLCG, OSG, and EGEE. A
policy on Grid Multi-User Pilot Jobs is under development and a revision of the Auditing Policy to
re-scope it as traceability and logging has just started.
Accounting for User DNs and VOMS Roles/Groups has been added to APEL but is not yet
widely deployed.
A WLCG Workshop was held prior to CHEP in Victoria BC. From this came the idea for a
Comprehensive Computing Readiness Challenge CCRC which is now being planned for
February and May 2008. The plan is to run through full experiment chains for all experiments in
parallel at some agreed fraction of data rates.
GSSD continued to manage the deployment of SRM22 which is covered by a separate report.
Glexec was discussed many times but eventually we came to the conclusion that the issue was
really the multi-user pilot job frameworks. This discussion turned into the MB Statement on MultiUser Pilot Jobs requiring all sites to support them. The GDB then took up the pre-requisites for
the policy to be implemented.
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Future Milestones
The Pilot Job Frameworks will be reviewed this quarter. The timescale for deployment will
probably be in the following quarter.
CCRC will define the plan for the February run by mid December.
SRM22 will be in production deployment at Tier1s by the end of the quarter.
SL4 64 bit will be available for WN and data management services by the end of the quarter.
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QUARTERLY STATUS REPORT
Project Name

Date
1.11..2007

Applications Area
Report Period

Author Name
Pere Mato

2007Q3
Milestones for the Quarter
SPI-11

30.06.07 Migrate all relevant scripts and
30.09.07 procedures (external package

Status
SPI

Done

All build information for external packages and
project software has been migrated to CMT
requirements files. In total these are 58 packages
at the moment. An installation manager for
LCG/AA software using this information has been
implemented.
With this done we can consider the milestone
achieved and move the pending tasks such as the
web pages deriving from this information and the
post build scripts to new a milestone SPI-14.

Done

The CMT based build configuration for the
LCG/AA projects has been completed and will be
used for the upcoming LCG 53f configuration for
the first time for an automatic build of the projects.

building, project post-build,
distribution kits, web page
generators, etc.) in the SPI
environment to use the
configuration information from
CMT.

SPI-12

30.09.07 Use the CMT based build

configuration for automatic build
and distribution of the LCG/AA
s/w stack both from source and
in binary form.
ROOT-5

31.03.06 The Python interface to ROOT
31.03.07 (PyROOT) adapted to directly
30.06.07 use the new C++ reflection

library (Reflex). This would
avoid the intermediate software
layers and additional
dependencies of the current
implementation, improving the
overall design and
maintainability.
ROOT-14 31.03.07 Improvements in the PROOF
30.09.07 system to allow generic parallel

ROOT
Resche The only PyROOT developer (Wim Lavrijsen) is
duled unable to allocate time for this.
indefinit
ely.

Done

processing and the introduction
of resource scheduling.

ROOT-15 31.03.07 The next Cint release (7.1) will
30.09.07 use Reflex for storing all data

Comments

Done

During the summer the support for generic
parallel processing has been added to PROOF. It
uses the same infrastructure as for data
processing (i.e. TSelector), but in this case the job
is time sliced as opposed to data sliced.
A demo running pythia in parallel is provided. In
the context of the ALICE CAF collaboration we
have introduced a resource scheduling system,
that allows the PROOF admin to assign relative
priorities to users and groups. Based on their
priorities users get more or less resources in case
they are competing with other users on the same
worker nodes. Work on a global scheduler,
monitoring the overall cluster load, is progressing.
CINT 7.1 has been reched (all data but class
types are stored by reflex).

member and function members
as well as relying on
Reflex::Type for storing types.

ROOT-16 30.06.07 Cint 7.2 will use Reflex for
In
The progress is well on track. ROOT-15 has
31.12.07 storing all information regarding progres already been reached. The work is expected to be

types (aka
replace the G__struct global
array).

s.
completed by the end of the year.
Resche
duled.
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ROOT-17 30.06.07 A major upgrade of the 2-d
31.12.07 graphics system calling directly

OpenGL is under investigation.
If we succeed:
- one we could get rid of the
X11 and win32 interfaces
- speed-up the graphics
- easily mix 2-d and 3-d
graphics in the same OpenGL
viewer
A report on this work will be
given at the ROOT workshop
end of march.
One could hope to have a full
implementation by end 2007.

In
progres
s.
Resche
duled.

The GL viewer architecture has been thoroughly
revisited to support several simultaneous scenes.
As viewers only rely on the scene base-class
interface (TGLSceneBase) it is now possible to
plug arbitrary drawing code into the viewer without
further modifications to the low-level OpenGL
infrastructure.
The TGLScenePad class already provides direct
link between pad contents and the GL rendering
of the 3D elements so it is now straight forward to
extend it to include 2D graphics primitives.

To minimize the backward compatibility issues and at the same time provide a full support
for the existing classes, the painting will be implemented via a new subclass of TPad -TPadGL, that will implement the TPad painting functions like PaintLine, PaintPolyMarker,
etc. Additionally, the first steps have been taken to support high-quality rendering of 3D text.
Textured fonts require a management of low-level OpenGL resources (display-lists,
textures) across the whole application and the core of this sub-system has already been
implemented.
It is expected that the basic implementation will be ready by the end of 2007.
POOL
POOL-8

31.03.07 Provide schema evolution for
In
The work is progressing well and the
30.09.07 relational data according to a
progres implementation changes as agreed with the main
15.02.08 priority list of required use cases s.
user, the CMS experiment, are expected to be

provided by the experiments.

Resche released as part of the upcoming POOL release.
duled. The deadline for a production version has been
agreed with CMS for mid February

POOL-11 30.04.07 Complete the porting of the
Comple The task of moving the data regression test to the
31.08.07 POOL data regression tests into ted
new build system has been completed. In order to

the nightly build system

COOL-9b 31.12.06 Deployment of COOL database
31.03.07 services at Tier0 (separate
30.06.07 instances for online and offline)
30.09.07 and Tier1 for Atlas and LHCb
31.12.07

with Streams replication.

COOL-11 31.03.07 Support for MacOSX
30.06.07
30.09.07

preserve space and time it was decided to only
execute the data regression tests manually once a
week as part of the preparation for new releases.

COOL
In
progres
s.
Resche
duled
(waiting
for the
LHCb
online
RAC).

For LHCb: a test service setup was prepared with
two-step Streams replication between CERN
online (private LHCb test single-instance server at
the pit), CERN offline (IT-PSS 'integration' RAC)
and three 'phase-1' Tier1 sites (Gridka/FZK,
IN2P3, RAL) by Q4 2006. One 'phase-1' (CNAF)
and one 'phase-2' (Nikhef/SARA) Tier1 sites
joined in Q1 2007. The last 'phase-2' site (PIC)
joined in Q2 2007. The production 'LHCb-offline'
RAC server replaced the 'integration' RAC in the
T0 setup for LHCb in Q2 2007. The production T0
setup is expected to be completed in Q4 2007,
with the move to the production 'LHCb-online'
RAC server, installed and managed by LHCb at
the pit."

Comple A full build of COOL on PowerPC MacOSX (using
ted
SCRAM) was first completed in November 2006,
using a private build of CORAL and a private
installation of Oracle.
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COOL-14 31.03.07 Support for simple payload
30.06.07 queries (lookup of IOVs by
30.09.07 payload data).

Remov The implementation of payload queries will be
ed
based on the new record and field interfaces
described in milestone COOL-7 and released in
COOL 2.0.0 (January 2007).
This milestone has been removed because there
is no agreed date to complete it for the moment.

COOL-16 31.03.07 Move from the SEAL
30.06.07 component model to the new
30.03.08 CORAL component model.

In
progres
s.
Resche
duled
(depen
ds on
POOL10).

The COOL team, together with the CORAL and
SEAL teams, actively contributed to the
debugging and testing of the SEAL component
model in multi-threaded mode during Q3/Q4
2006. These activities led to the SEAL 1.9.0 and
1.9.1 releases in Q4 2006 and to the decision to
drop the SEAL component model and move it into
CORAL.
The C++ API changes relevant to this task were
completed in COOL 2.0.0 (January 2007). There
are no SEAL classes left in the COOL C++ API
(with one minor exception requested by the Atlas
users as long as SEAL is not dropped
completely).
Work on the internal implementation changes will
start as soon as a CORAL prototype based on the
new component model is available (currently
expected for February 2008).

COOL-20 31.03.07 Server-side (SQL query)
30.06.07 performance optimization for
30.10.07 MV tag retrieval.
31.12.07

SIMU
In
progres
s.
Resche
duled
In
progres
s.
Resche
duled.

The new technical student (Z.Torsok) has started
working on the integration of GDML into
theGeant4 toolkit. It has been decided to come up
with a completely new implementation of a lightweight GDML-Geant4 interface considering it as
SIMU-24 30.09.07 TARC benchmark for neutron
The basic validation tests based on the TARC
15.12.07 production, interaction and
data have been presented at the Geant4
transportation (VD721)
Workshop in September 2007. The results show
reasonable agreement with the data for the
Geant4 Physics Lists QGSP_BERT_HP and even
better QGSP_BIC_HP: the data lie in between
these two simulations for most of the observables.
A new observable, the radial fluence distribution,
is now under study, and an updated presentation
will be given in the next LCG Physics
V lid ti
ti
Th
k d th
il t
Summary Of Progress
A number of complete AA software configurations (LCG_53(x)) have been made available mainly to correct
bugs and provide latest imrovements to experiments. The AA nighly build system is used and monitored
regularly. A new procedure based on the nightlies is being put in place to speedup the time needed to deliver
validated software releases to experiments.
SIMU-18

30.06.07 Completion of integration of the
30.09.07 GDML Geant4 binding in the
31.12.07 Geant4 toolkit (SF709)

Resche The server-side performance optimizations for
duled. standard tag retrieval from MV folders was
originally foreseen in the COOL-12 milestone due
in March 2007. It has been rescheduled several
times due to more urgent performance
improvements, such as the SQL query
optimizations for data retrieval from SV folders.
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New development version of ROOT 5.17/04 was released in October. This new version is a stepping stone
towards the production release scheduled in December. It introduces extensions to datatype Double32_t and
new datatype Float16_t for better data compression, many developments in MathCore, Roofit, TMVA , and an
impressive list of new features and improvements in the GUI and Graphics such as a new TBrowser
architecture, Spider plots, Parallel coordinates.
Geant4 released two patches during the summer, 8.3.p01 and 9.0.p01. including fixes originated from feedback
by ATLAS and CMS. The 12th Geant4 Worshop took place in September in Hebden Bridge (UK) hosted by the
University of Manchester and saw the participation of roughly 80 people; it also included 2 days of users
presentations and round tables.
Relevant improvements to the hadronic shower shapes in Geant4, coming from physics validation, have been
included in the latest releases of Geant4. Results for 20 GeV beam energy for the ATLAS TileCal 2002 analysis
has been presented at the July Physics Validation meeting. Considerable progress has been made in Generator
Services, requested additional tests to MC generators have been implemented, together with a dedicated Web
interface for distributions and results and the evaluation of the Rivet tool for validation in GENSER. An
agreement has been finally reached and the latest version of Fluka is now installed and available on AFS at
CERN in the LCG external area.
The main achievements in COOL are the port to MacOSX/Intel and the enhancement of single-version folders
to allow the insertion of IOVs in the past. Several bug fixes relevant to COOL have been released in the latest
CORAL plugins for SQLite and Frontier.
During the summer the support for generic parallel processing has been added to PROOF. It uses the same
infrastructure as for data processing, but in this case the job is time sliced as opposed to data sliced. A demo
running pythia in parallel is provided. In the context of the ALICE CAF collaboration a new resource scheduling
system has been introduced to allow the PROOF admin to assign relative priorities to users and groups. Based
on their priorities users get more or less resources in case they are competing with other users on the same
worker nodes. Work on a global scheduler, monitoring the overall cluster load, is progressing.

Outstanding Issues since Last Report
Milestones Changes and Actions
References and Hyperlinks

SPI-13

SPI-14

New and Next Quarter Milestones
31.12.07 Provide an integrated webbased information system about
LCG software. This includes
information about software
dependencies, build
information, LCG
configurations, then nightly build
system, etc.
31.12.07 Make use of the build

Status
In
progres
s.

New

procedures in the LCG/AA
nightly build system to
implement post build
procedures for the release
process. This includes taring up
of binary packages and
providing installation kits, filling
a database with release
information which is used for
the generation of dynamic web
pages.
SPI-15

31.03.08 Integrate the Geant4 build and

Comments

This new milestone has been introduced to fully
complete SPI-11.

New

test procedure with the LCG AA
nightly build system, this will
require some adaptation as
Geant4 uses different
procedures for software check
out using tag collectors.

16
Applications Area

LCG - Quarterly Status and Progress Reports - 2007 Q3

ROOT-18 31.12.07 Specifications of the API for the New

support of complex data
schema evolution in ROOT

ROOT-19 30.06.08 Implementation of the complex

There was the agreement that after a round of
disucssions with the LHC experiments, the ROOT
team will be specifiing the API for the more
complex schema evolution requested by
experiments. This milestone is important for
planning the changes that are needed in the
experiment's framworks in order to accommodate
for the new functionality.

New

The new functionality to support more complex
data schema evolution cases will be released for
the experiments to validate and integrate in their
frameworks
POOL and CORAL independent In
The design work on this milestone has started but
from SEAL
progres the schedule will likely be affected by the the
s.
development team replacements. We propose to
Resche reschedule this milestone to 30.03.08
duled.
data schema evolution in ROOT

POOL-10 31.03.07
31.05.07
30.11.07
31.03.08

COOL-21 30.10.07 Allow insertion of IOVs in the

past for SV folders

SIMU-20

30.11.07 Evaluation of Rivet tool for

possible application to GENSER
(GS711)
Apply the Fluka-Geant4 (Flugg)
geometry interface to one of the
LHC calorimeter test-beam
simulation (VD524)

SIMU-1

30.09.05
15.12.06
30.03.07
30.06.07
01.12.07

SIMU-21

15.12.07 Thin-target validations of

Geant4 forward physics
(G4712)

SIMU-25

New
and
Comple
ted

Back-insertion of non-overlapping IOVs in singleversion folders has been implemented in COOL
2.2.1 (October 2007), following a requirement
from the Atlas online community. Bulk insertion is
not always possible in
this case, but the available functionality is enough
to provide a solution for the Atlas needs.

In
progres
s
In
progres
s.
Resche
duled.

Level-2 milestone, evaluation and possible
adoption of the Rivet tool for validation of MC
codes.
Results for 20 GeV beam energy for the ATLAS
TileCal 2002 analysis has been presented at the
LCG Physics Validation meeting on 25 July.
Geant4 QGSP_BERT and Fluka provide a good
description of hadronic showers. It has been
confirmed, not only for recent Geant4 versions
(7.1 and 8.1), but also for the original one (5.2)
used in the first analysis, that Geant4 QGSP
shower shapes are shorter and narrower than
data, in agreement with the other test-beam
analyses. Work is still undergoing to extend the
analysis to the other beam energies, where the
evaluation of the background due to beam
contamination with other particle species is more
difficult.

In
Comparisons of Geant4 models with data for
progres quasi-elastic interactions have been carried out.
s
An improved channel for quasi-elastic interactions
has been created, included in standard physics
lists and released with Geant4 8.3 (May 2007).
First comparisons with data of Helios experiment
(also part of milestone VD801) have identified a
deficiency in diffraction of QGSP and
QGSP_BERT physics lists. A new channel has
been created and modelled to address this. A
short report on the original and revised
comparisons is expected in time for the
deliverable date.

30.03.08 4th simple benchmark for

In
First very preliminary results of the benchmark
Geant4 and Fluka: diffraction of progres has been presented and discussed with Geant4
nuclei (VD801)
s
experts. Extension to Fluka is undergoing
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SIMU-26

15.12.07 Contributions to the minor

New

release 9.1 of Geant4 (G4721)

SIMU-27

SIMU-28

SIMU-29

30.04.08 Status report on comparisons

Planned are improvements to physics, including
use of the new Barashenkov cross sections for
hadronic inelastic interactions, a models for the
diffraction channel at high energies. New features
planned include new and revised integration
methods for field propagation.

New
with shower shapes and
relevant physics modeling
(G4802)
30.06.08 Contributions to expected
New
Geant4 public release (G4803)

Final status report on hadronic shower shapes
study

30.09.08 Fluka extension to the ATLAS

The ATLAS HEC test-beam analysis is one of the
main calorimeter validation tests for the hadronic
physics of Geant4. The aim of this milestone is to
extend this analysis to Fluka using Flugg, and the
experience gained in the similar Fluka extension
of the ATLAS TileCal test-beam (see Milestone
VD524).

HEC test-beam analysis
(VD804)

New

Expected contributions are on hadronic interaction
modelling, and on improvements in performance
and maintainability.

Comments and Additional Information
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QUARTERLY STATUS REPORT
Project Name

Date
1.11.2007

ARDA
Report Period

Author Name
Massimo Lamanna

2007Q3

Status
Comments
Ongoin A much extended set of operations to perform
collective operations on jobs will be provided.
g
This is again of importance to make sure that the
user experience is scaling well with the size of
their projects

Milestones
Ganga-0701

Sep-07 Extended job operations

Ganga-0702

Oct-07 Added user friendliness of Ganga

OK

This will be provided both through better
documentation and by easing the interaction with
Ganga. As examples the overview of job objects
will be simplified and the configuration system
will be overhauled to reduce complexity.

Ganga-0703

Oct-07 Large job repositories (Scaling)

OK

The statup time of Ganga and the memory
consumption will be improved. This is to enable
Ganga to support users having tens of thousands
of jobs defined.

Ganga-0704

Nov-07 Ganga type system

Planne A Ganga type system will be implemented that
d in v5 will provide improvements to the integration of
the GUI (ie give the GUI knowledge about if a
given field is a file, a string and int etc...
Ongoing Partially fulfilled. The implementation on ATLAS

DASHB07-06

Jul-07 User Analysis Task Monitoring For

DASHB07-07

Jul-07 Prototype of visualization of the SAM OK

DASHB07-08

Jul-07 Feasibility study of application

DASHB07-09

Aug-07 Plans for “anonymous” personal

DASHB07-10

Sep-07 First full prototype of the ATLAS

side has been delayed due to some necessary
changes in the database back end

ATLAS and CMS in production

tests and calculation of the site/service
metrics following the VO specific
algorithms

Not finalised yet. Data are collected as planned
but the visualisation part is not yet complete (but
it is progressing well)

OK

First plots produced and some ideas being
clarified. The main difference with the Grid
reliability is that we focus on jobs which the Grid
could execute but with a non-zero error code
from the application. Even without understanding
the details of the error code (which is not under
our control), patterns can be identified (typically
user failing to execute their job at a site due to an
inconsistency of data or software publishing.

OK

There is the requirement to not disclose to the
general public the full identity of the grid users.

OK

It includes development of the first draft of the
monitor for the CMS production system as
consistent as possible with the ATLAS one

(experiment-specific) failures in the
Dashboard

information data in the Dashboard.

production system monitor

Summary of Progress
Dashboard
The Dashboard has been distributed to NIKHEF to support a local VO (VLEMED). This entailed a clean up of our
procedures to set up the system and now we look to other possible VO (presently we support in production for all
4 LHC VO).
Some highlights on other achievements of this project:
- The task monitor (tool to monitor user tasks) for CMS is in production.
- The collaboration with Orsay is continuing and they have provided the data collection module from GridICE.
- The dashboard is providing to ATLAS a sophisticated job management monitor for the ATLAS production
system (now entering production) .
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Ganga
We have kept investing on Ganga tutorial and user support. The number of users having tried the tool at least
once basically doubled (now it is over 1,000 persons). The tool (managing grid jobs for final users) is routinely
used by 80 users (ATLAS VO), 30 users (LHCb VO) and around 30 users (non HEP VOs). The tool was also
reviewed by users (for example, recent ATLAS software week in September) with good feedback.
During this period the usage of this tool has grow also in number of jobs on a single EGEE site (for example, in
IN2P3 – Lyon the number of jobs doubled during this period arriving to ~10k jobs/month with an efficiency higher
that 90%).
ATLAS contributors provided the GangaRobot (a mean to simulate user activity in a controlled way and report on
failures to proactively chase data distribution and software installation at sites). We expect this to be integrated
with the Dashboard/SAM in the next quarter.
An improved version of the integration Ganga/PanDA (ATLAS) has been provided. The goal is to share an unique
execution backend for both Ganga and pAthena (the command-line tool provided by PanDA to enable Athena us
analysis).
The planning for next year will be provided (some of the priorities are changing).
Job Reliability:
We invested in exploring the use of new technology for the web pages (Ajax). New pages are in production and a
final streamlining of this technology depend on available manpower).
The activity on collecting information for jobs submitted directly via CondorG is progressing well (collaboration w
Condor Wisconsin).
Outstanding Issues since Last Report

Milestones Changes and Actions
Status

Milestones for Next Quarters
DASHB07-11

Nov-07 Dashboard supporting pilot job in the

DASHB07-12

Dec-07 Production version of the Dashboard

DASHB08-01

Jan-08 Demonstration of the capability of the

DASHB08-02

Feb-08 Improving reliability of the Job

DASHB08-03

Mar-08 New version of the job monitoring

Comments

schema
of Site reliability for the jobs submitted
via CondorG

Since there is some work required from the
experiments to switch to the
modified CondorG version and make some
modifications in the Job Submission
tools,this might be late (prototype only)

analysis of the
application-specific failures in the
dashboard

Monitoring application by querying
gLite WMS possibly via the
subscription mechanism.

application handling pilot jobs in
production

Comments and Additional Information
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QUARTERLY STATUS REPORT
Project Name

Date
1.11.2007

Distributed Database Deployment

Author Name
Dirk Duellmann

Report Period

2007Q3
DBS-10

Milestones for the Quarter
31.01.07 Replication Technology
30.09.07 Write-up

Status
Comments
Complete A presentation and paper for CHEP'07 has been
d.
prepared summarising the technology choices and

the production deployment status
DBS-23

31.05.07
31.10.07

NIKHEF/SARA database
setups become available
for experiment tests.

Complete The SARA database cluster has been made
d
available to the experiments and is in full

production. During the 3D BOF in Victoria
experiments have agreed to close this milestone,
even though the setup at SARA is at this point still
shared between ATLAS and LHCb. SARA should
be prepared to decouple both services if further
scalability tests of the experiments show a
problems caused by the collocation of services.

DBS-19

28.02.07
30.09.07

Complete The 3D project preparations of this milestone have
Use of T1 data replicated
been completed as the database and replication
via 3D services by ATLAS d
infrastructure is in place. The ATLAS experiment
production jobs. Milestone
has been ramping up its use of the tier 1 conditions
on ATLAS and ATLAS
database. We propose to close this milestone.
Phase 1 sites.

DBS-20

31.05.07
30.09.07
31.12.07
new date
28.02.08

Use of T1 data replicated
via 3D services by LHCb
production jobs

31.05.07
31.10.07

NDGF database setups
become available for
experiment tests.

DBS-24

DBS-26

Partial
LHCb has been using the database setups at the
completio tier 1 sites continuously, but not yet on a similar
n.
scale as ATLAS and CMS. We propose to keep

this milestone on the LHCb experiment open.

15.5.07 backup/recovery exercise
new date with all T1 sites
28.02.08

Complete The NDGF database (single server) has been
d
made available to ATLAS and is in full production.

During the 3D BOF in Victoria ATLAS agreed to
close this milestone, even though the setup is not
yet running in the final location and is not yet a
redundant cluster. NDGF should be prepared to
increase the service redundancy and performance
if further scalability tests of ATLAS show a
problems caused by the reduced h/w allocation by
NDGF.
Partial
We still need to complete database recovery tests
completio at some sites: ASGC, CNAF, PIC, SARA, TRIUMF.
n.
This is now planned for the next 3D workshop in

February '08.

Summary of Progress
The 3D project has continued to optimise the database and remplication infrastructure together with the
experiments. In particular a significant improvement in the replication throughput has been achieved by replacing
function based table selection rules by predicate rules, which consume less CPU for evaluation on the source
database. The ATLAS experiment reported a significant increase of their conditions replication throughput via the
use of BLOBs for larger payloads. The testing of tags database access has been started by ATLAS with several
volunteering sites, which have provided the necessary additional resources. The planning for this non-mandatory
activity has been done directly between the experiment and the T1 sites. Tags deployment is expected to not
reduce the available resources for the already approved conditions database deployment,
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Also the LHCb experiment continued to use the 3D streams replication for conditions and LFC, but is not yet using
the Tier 1 conditions data from grid jobs on a similar scale as ATLAS and CMS during their recent challenges. The
deployment of LFC replicas at all sites has been prepared at the database side and will be completed once the new
LFC software version has been certified.
During the database BOF session in Victoria all experiments confirmed their existing resource requests to the Tier 1
sites and agreed with the closure of the still open mielstones on some individual sites, even if the full hardware
allocation and seperation of services between ATLAS and LHCb has not been fully achieved yet.
At tier 0 the services for database streams have been further integrated in the standard database service
procedures and the documentation has been extended, to enable all T0 database administrators to resolve any
more frequent streams problems. An intervention review of the production period from April '07 has been prepared
and will be used as input to plan further automation of the service. Several new milestones are being proposed in
this area, which could be implemented at the time of the new Tier 0 database hardware commissioning early next
year.
At the tier 1 side, several sites are now preparing significant database upgrades for FTS and LFC, which replace
previous single server setups. This consolidation to database clusters is expected to improve the availability of
those services, but will together with ongoing h/w upgrades to multi-core DB nodes require a license review. The
project has started to collect the site plans in this area and will investigate if a joint acquisistion of additional
processor licenses for LCG will provide benefits for the sites.
Outstanding Issues since Last Report

Milestones Changes and Actions
References and Hyperlinks

DBS-28

Status
Milestones for Future Quarters
31.3.08 Provide full redundancy for Proposed
the downstream capture
setup via using a RAC
cluster

Comments
The current setup does require manual
interventions to relocate the downstream capture
node in case of hardware problems of the
downstream machine. Moving the capture to a RAC
cluster would make this failover automatic.
Proposed The monitoring setup for the 3D OEM and Tier-1
monitoring needs an automated installation
procedure in order to avoid monitoring unavailability
caused by hardware failures. Even though the
monitoring database backend is already fully
redundant, the monitoring daemons applications
and the web servers are not and failover
procedures should be implemented.

DBS-29

31.03.08

Provide automated
installation procedure for
the 3D monitoring and 3D
central OEM server.

DBS-30

31.05.08

Proposed To decouple faulty Tier-1 sites from functioning
Develop automated
ones during T1 service outages or network outages
streams split procedures in
3D makes use of a streams split (and merge)
case of destination site
procedure, which requires today a manual
problems
intervention by the database administrator at Tier 0.
To avoid replication latencies we plan to automate
the split procedure if T1 service outages are
detected outside working hours.

DBS-31

28.02.08

Collect additional Oracle
license needs from Tier 0
and Tier 1 sites and
evaluate a possible joint
license acquisition.

Proposed

Comments and Additional Information
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QUARTERLY STATUS REPORT
Project Name

Date
1.11.2007

SRM Storage Services
Report Period

Author Name
Flavia Donno

2007Q3
Milestones for the Quarter
Stress tests passed by all
implementations.

SRMS-03

31.03.07
new date
31.07.07
new date
31.10.07

SRMS-07

31.03.07 First results from GSSD
new date working groups.
31.05.07
new date
30.6.08

Status
Done

Comments
Stress tests were performed against the
dCache instance at FNAL, the DPM at CERN,
the CASTOR at CERN and StoRM at CNAF. A
total of 20 client machines were provided
allowing to stress-test concurrently 2 or more
implementations.

In progress The v1-v2 transition study group completed their

report. LHCb and CMS provided information on
their storage class instances, data rates, access
patterns etc. for T0, T1 and T2 sites. For Atlas
and Alice this work is in progress. The
monitoring study group reported on what
dCache and DPM currently can provide through
native tools. During on of the GSSD meeting it
was decided to give priority to SRM v2
deployment tests and work on monitoring, quota
and VOMS-based ACLs as background
activities.

SRMS-17

Starting ATLAS to validate SRM v2.2 in new
from
PPS
15.05.07
new date
01.09.07

Exercise all aspects of data model accessing
data through both SRMv1 and SRMv2. We
expect the VO to test for a period of 4 to 6
weeks. We need to negotiate with the VO when
the tests can take place.

SRMS-18

Starting CMS to validate SRM v2.2 in
from
PPS
15.05.07
new date
15.10.07

new

Exercise all aspects of data model accessing
data through both SRMv1 and SRMv2. We
expect the VO to test for a period of 4 to 6
weeks. We need to negotiate with the VO when
the tests can take place.

SRMS-19

Starting LHCB to validate SRM v2.2 in
from
PPS
15.05.07
new date
01.08.07

In progress Exercise all aspects of data model accessing

SRM-10

from
11.07.07
to
31.07.07
new date
15.08.07

data through both SRMv1 and SRMv2. We
expect the VO to test for a period of 4 to 6
weeks. We need to negotiate with the VO when
the tests can take place.

Testing experiment scenarions Done
for the tests with experiment
specific certificates. All sites
should pass this tests.

People assigned to task: Flavia Donno.
Covered by Lana Abadie and Stephen Burke
while on vacation (14/7-3/8). This is preliminary
for experiment testing.
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SRM-11

SRM-12

31.10.07

31.10.07

S2 stress tests of SRM v2.2
development endpoints:
CASTOR, dCache, DPM,
StoRM.

In progress People assigned to task: Flavia Donno,

Giuseppe Lo Presti (CERN), Shaun De Witt
(RAL), Timur Perelmutov (FNAL), Tigran
Mkrtchyan (DESY), Jean-Philippe Baud
(CERN), Luca Magnoni, Riccardo Zappi (INFNCNAF). This activity is done in coordination with
SRM v2.2 developers and Storage Service
providers. Patches will be provided by the
developers as soon as possible and a patch rollout strategy published by them. Roll-out of new
releases and patches will be announced and
coordinated through GSSD.

Not done
S2 stress tests of SRM v2.2
dedicated CASTOR and
dCache endpoints to simulate
experiment patterns and traffic.
Sites involved: DESY,
Edinburgh, CERN.

People assigned to task: Flavia Donno, Lana
Abadie (CERN), Stephen Burke (RAL), Mirco
Ciriello (INFN), Patrick Fuhrmann (DESY),
Greig Alan Cowan (Edinburgh), Jan Van
Eldik (CERN). The stress tests performed on
the development instances were cosidered
sufficient.

This activity is done in coordination with SRM v2.2 developers and Storage Service
providers. The goal is to reach and demonstrate the following:
1. Detemining which load can be handled without degradation for more than 7 days in a
row. Demonstrate stability (no server crash, no memory leaks) over this period under the
established load.
2. Downtime of only one day is tolerated.
3. Failure rate of less than 1%. A server should be able to protect itself under a load which
exceeds its maximum managable load. The server should be free to deny access for peaks
but should become available again after the peak. The time this takes depends on the peak
value.
4. Degradation of performance of less than 15% for requests in the queue.
A more detailed document is being drafted with details.
Patches provided and installed following the established strategy (SRM-09)
High-level Tools/APIs tests

Testing High-Level Tools/APIs
as defined by the plan

Done

SRM-14

From
1.08.07
to
31.10.07

SRM-15

31.10.07 High-level tools will be modified New
New date to set v2.2 as the default
28.2.08 version

of SRM

People assigned to task: Flavia Donno, Lana
Abadie (CERN), Stephen Burke (RAL).
Problems reported to SRM developers, Storage
Service Providers, High-Level Tools
developers. Patches provided and installed
following the established strategy (SRM-11)
The high-level tools were modified to specify the
SRM version to be used. The default is still
SRM v1.1. The default will be changed to be
SRM v2.2 as soon as the deployment of SRM
v2.2 will be completed.

Experiments testing schedule
SRM-16-A

SRM-16-B

31.07.07

LHCb to provide details and
plan for their tests

31.08.07 ATLAS and CMS to provide
New date details and plan for their tests
31.12.07

Done

SRM-16 split in A and B.

In progress

SRM-16 split in A and B.
ATLAS has provided details and plan for
their tests. Still waiting for CMS.
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SRM-17

From
1.08.07
to
31.08.07
New date
31.12.07

In progress
LHCb transfer exercise from
CASTOR@CERN with SRM v2
production data to CNAF, FZK,
IN2P3, SARA (all with SRM v2)
using FTS 2.0 Production
service at CERN. Data
reprocessing will also be done
using high-level utility and
exercising pinning and
metadata retrival. Data will be
registered in production
catalogue.

People assigned to task: various people from
LHCb already involved in the production
exercise, Nick Brook (Bristol). Details on the
testing plan can be found at
https://twiki.cern.ch/twiki/bin/view/LCG/GSSDLH
CBPLANS.
Patches will be provided by the developers as
soon as problems are reported and fixed. Rollout of new releases and patches will be
announced and coordinated through GSSD.

SRM-18

From
1.09.07
to
30.09.07
New date
31.12.07

ATLAS transfer exercise from In progress
CASTOR@CERN with SRM v1
to BNL, FZK, IN2P3, NDGF (all
with SRM v2) using FTS 2.0
PPS service at CERN.

People assigned to task: Kors Bos (NIKHEF),
Miguel Branco (CERN), Mario Lassnig
(Innsbruck). First results are promising. ATLAS
will perform more tests including reprocessing
and analysis scenarios.

SRM-19

After
CSA07

New
CMS transfer exercises from
Tier-1s to Tier-2s and between
Tier-1s using PhEDEx and FTS
2.0.

People assigned to task: Daniele Bonacorsi
(CNAF). Preliminary tasks will be performed
already in August 2007 in coordination with
Flavia Donno and some of the sites. Needed
resources for this test need to be negotiated.
The actual time window for tests has also to be
better defined with CMS.

SRMS-20

30.09.07

Stress tests passed by all
implementations and stable
over a month.

Not done

Depends on sites. Testing activities should
continue for as long as possible unless they
interfere with testing activities by the
experiments. It will be probably done in 2008
during CCRC08.

New

The month is needed to sort out possible
configuration issues and automatic installation
procedures, getting ready for production quality
deployment. The deployment will happen
gradually migrating first the key sites and then
the others. Also at the VO level, certain sets of
data or users will be migrated to SRM v2.
Therefore SRM v1 and v2 need to coexist for
some time.

SRMS-21

SRMS-22

A month SRM v2.2 ready for full-scale
after
deployment.
SRMS-1619

31.03.08

In progress The implementation of these two functions
srmCopy and
srmChangeSpaceForFiles
should be provided by the end of 2007 and fully
available in all implementations.
tested by the target date and ready for
deployment in production.

Milestones Changes and Actions

References and Hyperlinks

https://twiki.cern.ch/twiki/bin/view/SRMDev
https://twiki.cern.ch/twiki/bin/view/LCG/GSSD
http://glueschema.forge.cnaf.infn.it/Spec/V13
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SRM-20

Status
Comments
Milestones for Future Quarters
In progress If no major show-stoppers found.
From
Upgrade and configuration of
15.10.07 the production Storage Instance
to
to dCache 1.8.0-n at FZK and
30.11.07 FNAL.

SRM-21

30.11.07

In progress If no major show-stoppers found.
Upgrade and configuration of
the production Storage Instance
at Key Tier-1 sites to the new
versions of dCache and
CASTOR.

SRM-21-A

30.11.07

SRM v2.2 configuration for all
Vos at Key Tier-1 sites.

SRM-22

15.10.07

In progress To be finished in January 2008
Start the upgrade and
configuration of Tier-2 sites
using DPM and StoRM to SRM
v2

In progress

Comments and Additional Information
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Experiments Reports – 2007Q3
ALICE (Y.Schutz)
Physics Data Challenge 07
The PDC 2007 showed excellent stability of the central services. The sites delivered > 90% of
pledged resources and new sites are joining (Wuhan, Hiroshima).
The plot below shows the number of jobs in the last 6 months. The trend is clearly towards
stability.

CAF
The CAF cluster with PROOF is in production. Disk quota and fair share CPU target for groups
and data staging with PROOF Datasets are under development.
The plot below shows the usage of the CAF. Most of it is for generation of MC data.
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ALICE Full Dress Rehearsal
The ALICE FDR is split in 3 phases.
FDR Phase 1: DEC-2007
Phase 1 will mostly consist of cosmic rays data taking and calibration runs for detector
commissioning (started already for some detectors, in lab).
The steps to follow will be:
- the Registration in CASTOR2 + Grid File Catalog (OK so far)
- the Replication Tier-0 to Tier-1 sites synchronously with data taking using FTD/FTS utilities
(tested with FTS v.2)
- the Asynchronous replication to CAF (OK so far)
- the Pass 1 reconstruction on Grid at the Tier-0 site (OK so far)
- Interactive expert analysis with PROOF on the CAF (OK so far)
As a reminder ALICE has no critical dependence on the SRM version.
The status of the Phase 1 is
- Three detectors are already taking cosmic data on surface
- The DAQ registration working 100%, no failure in one month
The plot below shows the increasing amount of the files sent from the DAQ to CASTOR by ALICE
in the last two months.

The next steps are:
- commissioning exercise, that will start in situ in December
- generated data fed into the DAQ dataﬂow to reach nominal pp data rates of the dataflow
The continuous replication Tier-0 to Tier-1 is pending:
- The current RAW rate from detectors is very low: 0.2 MB/s (target 60MB/s for pp)
- ALICE needs to re-establish the tape storage at Tier-1 sites
- The replication with nominal rate will now be done with injected RAW data
The Pass 1 reconstruction will require:
- Reconstructions on the Grid driven by detector experts;
- for the moment the rapid changes in the reconstruction software are required and this makes
automatic processing difficult
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FDR Phase II: From FEB-2007
Will need all elements of Phase 1and in addition:
- Second pass reconstruction at T1s
- Collection and registration of conditions data from DAQ
- Detectors ECS, DCS, HLT data during their commissioning (already being tested)
- On line detector algorithms in DAQ/DCS/HLT
- Data transit through File Exchange Servers
- Shuttle registers condition objects and metadata in Grid File Catalog
FDR Phase III: From April-2008
All elements of Phase I and Phase II and:
- Gradual inclusion of online Detector Algorithm and Quality Assurance framework

Milestones Status
2007
MS-118 Sep 07: AliRoot and analysis package release for day 1 postponed to May 2008
MS-119 Oct 07: AliRoot release for detector commissioning done
MS-120 Oct 07: MC raw data for FDR ongoing
MS-121 Oct 07: on line DA and shuttle integrated in DAQ postponed to February 2008
MS-122 Oct 07: FDR Phase II postponed to February 2007
MS-123 Oct 07: online analysis with CAF done
2008
MS-124 Feb. 08: Start of FDR Phase II
MS-125 Apr 08: Start of FDR Phase III
MS-126 Feb 08: Ready for CCRC 08
MS-127 Apr 08: Ready for CCRC 08
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ATLAS (D.Barberis)
M4 Cosmic Run
ATLAS had a cosmic run this summer August 23 – September 3 2007, called M4 with the first
large scale export of data to the Tier-1 sites.
M4 had these characteristics:
- Using 4 SFOs with a data: rate < ~250 MB/s
- Data written into Castor 2 (~40 TB)
- Full Tier-0 operation
- RAW data subscribed to Tier-1 tape
- ESD data subscribed to Tier-1 disk
- ESD data subscribed from Tier-1s to Tier-2s
- Analyse M4 data at Tier-2s
By the end of the M4 challenge all the goals above were reached.

Data and Streaming Decisions
There is no „obvious‟ right way to stream therefore flexibility is vital. The overlaps, of events in
more than one stream, vary with luminosity.
All Streaming (RAW, ESD, AOD) is based on trigger decisions. The baseline is to have ~5
physics streams, plus express stream and calibration streams.
The Physics streams are “inclusive”; i.e. one event may be in >1 streams depending on the
triggers (e+γ, μ+Bphys, jets, τ+Et miss ,minbias) there can be overlaps of ~10%. The ESD
streams will be the same as the Raw streams, the AOD streams from central production and
reprocessing.
ATLAS has also been working on the definition of Derived Physics Datasets (DPD) that are
used to represent many derivations (skimmed AOD, data collections, augmented AOD, other
formats). In each case, aim is to be faster, smaller data and more portable formats.
Decisions have been taken about Data on Disk at the Tier-2 sites.
There will be ~30 Tier-2 sites of very different size containing some of ESD and RAW data:
- In 2007: 10% of RAW and 30% of ESD in Tier-2 cloud
- In 2008: 30% of RAW and 150% of ESD in Tier-2 cloud
- In 2009 and after: 10% of RAW and 30% of ESD in Tier-2 cloud
This will largely be „pre-placed‟ in early running and consist of recall of small samples through the
group production at T1.
Additional access to ESD and RAW will be in the CAF: about 1/18 RAW and 10% ESD.
In total there will be about 10 copies of full AOD on disk at the sites.
In order to perform On Demand Analysis ATLAS will need:
- Restricted Tier 2 sites and CERN Analysis Facility (CAF)
- Most ATLAS Tier 2 data should be „placed‟ with a limited lifetime as needed by the users ( a
few months)
- Role and group based quotas are important
A study group has been launched to define what a Tier-3 and how end-user analysis will work on
the Tier-3 sites.
Event Size and Performance have been studied and improved between successive releases
(Release 12 vs. Release 13):
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ESD Size: Rel 12 (~1700kB) => Rel 13 (~800kB)
AOD Size: Rel 12 (~200kB) => Rel 13 (~250kB)
Truth reduced, added e gamma/muon track + calo cells
Trigger EDM size x0.5 but larger exploratory menu and lower thresholds
Still duplications (muon tracking, jet collections, etc.)

Database Replication. Leveraging on the work of the 3D Project Infrastructure the ATLAS
Conditions DB replication is now in production with data to all ATLAS Tier-1 sites.
In addition ATLAS users now start using the TAGs Database:
- Support direct navigation to events (RAW, ESD, AOD)
- A selection of e.g. 5% of events via TAG query is really x20 faster than reading all events and
rejecting 95% of them.

Distributed Activities
Distributed Simulation Production continues all the time on the 3 Grids (EGEE, OSG and
NorduGrid) and reached 1M events/day recently
The rate is limited by the needs and by the availability of data storage more than by resources.
Currently ~50% is done at Tier-2 sites, ~30% at Tier-1 sites and 6% at the Tier-0.
Validation of simulation and reconstruction with release 13 is in progress.
While large-scale reconstruction will start soon for the detector paper and the FDR
For the Distributed Analysis GANGA simplifies running of ATLAS (and LHCb) applications on a
variety of Grid and non-Grid back-ends. ATLAS end users are learning to use the appropriate
tools (such as Ganga) to send jobs to their input data. Rather than copying files to their local
computing clusters and running locally.
The Export from Tier-0 to Tier-1 sites works. Last data throughput tests showed that all
obstacles to data export from CERN have been identified and removed:
- An export rate of ~1.2 GB/s could be sustained for prolonged periods using an incomplete set
of Tier-1s
- BNL took less than their nominal rate (but we know they can take a lot more)
- ASGC was not included but will join in next time (November) as problems were since fixed
Also the Throughput Tests will continue (a few days/month) until all data paths are shown to
perform at nominal rates:
a) Tier-0 → Tier-1s → Tier-2s for real data distribution
b) Tier-2 → Tier-1 → Tier-1s → Tier-2s for simulation production
c) Tier-1 ⇔ Tier-1 for reprocessing

Distributed Computing Re-organization
The Distributed Computing structure has been reorganized. Until now we had two separate areas
within Software & Computing, covering respectively the development and operation of Grid Tools
& Services. This structure turned out to be less than optimal to ensure good communication
between developers and operators, and also cross-communication between activity areas.
To overcome this situation, we decided to create a “Distributed Computing” project that includes
both development and operations activities, within which people can be assigned to tasks in a
more flexible way. As in the near future the needs of operations have to set the priorities for
everybody:
- Kors Bos, currently Computing Operations Coordinator, will lead the Distributed Computing
Project
- Jim Shank will be Deputy Distributed Computing PL
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Massimo Lamanna will be responsible for all development activities
Alexei Klimentov will be responsible for all operation activities

The first task of these people named above (plus D.Barberis) is to write down, in close
consultation with all people currently involved in these activities:
- A description of scope and organisation of the Distributed Computing project
- The global system architecture that can be achieved by mid-2008
- The work plan to get there to that architecture
- The list of deliverables and milestones, taking external constraints into account (M* runs,
SRM2.2 readiness, FDR, CCRC, etc)
- The manpower needed and available for each task
As soon as this is completed the new organisation will be effective

Evolution of Production System
During the ATLAS Computing Operations Meeting in the Software & Computing Week it was
discussed and decided that the ATLAS production system will evolve towards having just one
way of submitting and running production jobs on the OSG and EGEE Grid resources.
A suite of ATLAS and Middleware tools and services (the new names of Pallas and Palette were
proposed) will be selected to make this happen.
Two important choices of input to the baseline system were made already during the meeting: the
Panda pilot job technology and the Local File Catalog LFC will be used.
While this may have longer term implications for distributed analysis, the decision does not imply
that the same tool will be used for that purpose; both the problems to be addressed and the scale
are rather different.
In the short term, while the developers work together to turn the currently available set of tools
into a coherent and modular system suitable for the longer-term production needs of ATLAS, the
production will continue at full speed with the system used till now, with the usual bug fixes and
with the minimal evolutions needed for good operation.
It was realised that for NorduGrid this evolution would not be straightforward, as pilot jobs do not
really fit that architecture, which is already performing very well. NorduGrid and NDGF support
the idea of having just one way of submitting jobs to all the grids.
A complete and concise technical documentation and a proof of concept of the new system must
however be provided before any decision can be made. This concerns both the "pilot job" option
of submitting jobs and the choice of the file catalogue.

Schedule and Plans
FDR must test the full ATLAS data flow system, end to end
- SFO → Tier-0 → calib/align/recon → Tier-1s → Tier-2s → analyse
- Stage-in (Tier-1s) → reprocess → Tier-2s → analyse
- Simulate (Tier-2s) → Tier-1s → Tier-2s → analyse
- The SFO→Tier-0 tests interfere with cosmic data-taking.
We must decouple these tests from the global data distribution and distributed operation tests as
much as possible CCRC‟08 must test the full distributed operations at the same time for all LHC
experiments.
Software releases
13.0.30.3: Week of 05-09 Nov
13.0.4: Week of 19-23 Nov
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13.1.0: Week of 5-9 Nov (note clash with 13.0.30.3 should be manageable)
13.2.0: Week of 3-7 Dec
14.0. X: Staged release build starts week of 17-21 Dec; base release 14.0.0 available Mid-end
Feb 2008
15.0. X (tentative): Mid 2008
Cosmic runs
- M6: (Not earlier than) second half of February 2008
- Continuous mode: Start late April 2008 (depends on LHC schedule)
FDR
- Phase I: February 2008 (before M6)
- Phase II: April 2008 (before start of continuous data-taking mode)
CCRC’08
- Phase I: February 2008 (coincides with FDR/I)
- Phase II: May 2008 (in parallel with cosmic data-taking activities)
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CMS (M.Kasemann)
CSA07 and CMS S/w Schedule
The CSA07 and CMS main dates, until CCRC08, are:
- October 2007: S/w Release 1_7 (CCR_0T, HLT Validation)
- December 2007: S/w Release 1_8 (Lessons of „07)
- February 2008: CCRC08 functional tests (in series), S/w Release 2_0 (CCR_4T, Production
of startup MC samples)
- May 2008: CCRC08 = CSA08

CSA07 Goals
Test and validate the components the CMS Computing Model in a simultaneous exercise: the
Tier-0, Tier-1 and Tier-2 workflows
Test the CMS software: particularly the reconstruction and HLT packages
Test the CMS production systems at 50% scale of expected 2008 operation: workflow
management, data management, facilities, and transfers
Test the computing facilities and mass storage systems.
Demonstrate that data will transfer between production and analysis sites in a timely way.
Test the Alignment and Calibration stream (AlcaReco)
Produce, deliver and store AODs + skims for analysis by physics groups

20.11.07

WLCG LHCC CR: Experiment Status Overview
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CMS MC Production

Sites and Links Commissioning
CMS specific, improved SAM-tests are performed regularly ensure that sites are ready to run
CMS jobs (software installed, etc) and that the links between the sites are commissioned.
A link gets commissioned, when it demonstrates routine data transfers for several days (well
defined metric)
Links which are not commissioned are disabled in the main Prod instance of PhEDEx. This
means that there will be no production transfers allowed on these links and only commissioned
links are usable for MC production and physics analysis.
To guarantee enough data volume to meet targets, artificial transfers (LoadTest‟07) can be used
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Data Transfers Testing
Data transfers - T0 <->T1 links are critical for operations. Data is transferred to T1 centers for custodial
storage.
- T2 -> “nearby T1” links needed for MC production
- T1 -> T2 links (the mesh) needed for analysis transfers.
- T1 <-> T1 links required for AOD transfers since AOD‟s will be available on all T1 sites.
Huge increase in CMS transfers performed for commissioning and production for all sites.

CS07 Data Processing
At Tier-0 the pre-challenge processing steps were run dividing the samples into primary datasets
as well as doing the prompt reconstruction of events. Three intermediate steps were required to
produce the data samples. During the periods when data was being split into samples the farm
did not achieve the target (due to I/O limitations).
Tier-1 centers were expected to archive and serve a fraction of the data transferred from CERN,
archive the data simulated at Tier-2s, skim the data archived at the site, and reconstruct data
located at the site.
Tier-2 sites were expected to perform a total of 50M events of simulation over a month and be the
primary resource for analysis MC Simulation: ~ achieved. The goal in the challenge was 75k jobs
per day for analysis users at Tier-2 sites; the expected data access is a combination of the data
produced in CSA07 and the data from spring and summer 2007, used in the ongoing analysis
activity.
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LHCb (U.Marconi)
All LHCb off-line activities – Reconstruction, Stripping, and Users Analysis will take place at Tier1 sites, except Simulation at the Tier-2 sites. All data – RAW, DST, MC will be both at CERN and
at some Tier-1 sites but the rDST – reduced DST – will be at the local site where they are
produced only.

DC’06 and 2007 Activities
DC‟06 since June 2006 produced 80% of the whole LHCb production. It also simulated the
distribution of Tier-0 data (autumn ‟06): MC-RAW data was collected at CERN and distributed to
the Tier-1s emulating real data taking for reconstruction and stripping at sites.
Since February 2007 onwards:
- Events reconstruction at Tier1s of RAW data files no longer on cache, to be recalled from
tape. A reconstruction job, for instance, uses 20 MC RAW data files as input.
- The rDST data output has to be uploaded locally to the Tier1.
Since June 2007 onwards:
- Events stripping at Tier1s. A stripping job uses 2 rDST files as input.
Accesses to the 40 corresponding MC RAW files for the full reconstruction of the selected
events.
- DST files have to be distributed to some Tier1s (limited due to disk shortage).

Feedback Received
Reconstruction is easy for first prompt processing while it is difficult for re-processing, when files
have to be staged. A pre-stager has been developed and jobs are put in the DIRAC central queue
only when all the files are staged.
Too much instability in SEs was noticed. It‟s a full time job for checking availability,
enabling/disabling SEs in the DMS. Staging at some sites is extremely slow.
Some files are not retrievable from tape: registered in our LFC, found using srm-get-metadata
(i.e. present on the local namespace) but fail to get a tURL (error in lcg-gt).
Shortage problems encountered with Disk1TapeX at the sites. Need to clean up datasets to get
space: painful with SRM v1 (needs site manager‟s intervention).
Not easy to monitor the storage usage: Developed a specific agent reporting every day from LFC.
Agents are checking integrity between SEs and catalogs. VOBOX helps but needs guidance to
avoid DoS.
Need to establish a protocol to get warning from sites to set a flag in LFC indicating the replica is
temporarily unavailable (not used for matching jobs) in case e.g. a tape or a disk is unavailable.
On our side it may help to tune the number of stage requests issued in one go, trying to optimize
the recall from tape.
Problems with ROOT finding the HOME directory at RAL, fixed by providing an additional library
(compatibility mode on SLC4).
Unreliability of rfio through ROOT under heavy load, problems with rootd protocol authentication
on the Grid (now fixed by ROOT). lcg-gt returning a tURL on dCache but not staging files,
workaround with dccp, then fixed by dCache.
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Tests and Development
The SL4 migration was straightforward for LHCb applications. The main problem is the availability
of up-to-date middleware clients used by those applications: dCache, gfal, lfc, etc. Plans to
deploy those libraries within DIRAC, from the LCG-AA.
It is essential to test sites permanently with the SAM framework: CE, SE, and SRM.
The SRM v2 tests passed successfully. Several plans for SE migration are ongoing at RAL, PIC,
CNAF. It is a large effort LHCb have to put, in particular concerning the changes of replicas in the
LFC information.
The VOMS groups mapping are not correctly propagated to all sites. LHCb decided to revert to
using roles only (single LHCb group). With a default set of roles/groups there are still difficulties to
have the proper mapping, in particular for SGM and PRD. It induces difficulties in LFC registration
(impossible for us to modify the internal mapping of DNs and FQANs, having to go through the
administrators), and sometimes impossibility to install our software (SGM).

CCRC08 Goals
The main LHCB goals for CCRC‟08 are:
- Test the full chain: from DAQ to Tier-0 to Tier-1‟s.
- Test data transfer and data access running concurrently (current tests have tested individual
components).
- Test DB services at sites: conditions DB and LFC replicas.
- Tests in May will include the analysis component.
- Test the LHCb prioritisation approach to balance production and analysis at the Tier-1
centres.
- Test sites response to “chaotic activity” going on in parallel to the scheduled production
activity.
The tasks that LHCb plans to execute are:
- RAW data distribution from the pit to the Tier-0 centre. Using rfcp into CASTOR from pit to
the T1D0 storage class.
- RAW data distribution from the Tier-0 to the Tier-1 centres. Using FTS. Storage class T1D0.
- Reconstruction of the RAW data at CERN and at the Tier-1s for the production of rDST data.
Using SRM 2.2. Storage class T1D0
- Stripping of data at CERN and at T1 centres. Input data: RAW and rDST on T1D0. Output
data: DST on T1D1. Using SRM 2.2.
- Distribution of DST data to all other centres. Using FTS T0D1 (except CERN T1D1)
- Preparation of RAW data will occur over the next few months. We need to merge existing MC
datasets into ~2GB files
The activities and goals for the February and May challenges are:
- February activities: Maintain the equivalent of 2 weeks data taking.
- May activities: Maintain equivalent of 1 month data taking.Run fake analysis activity in
parallel to production type activities using generic agents. Generic agents are the LHCb
baseline. It needs to be integral part of CCRC‟08.
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