
KIT Service Incident Report 

Description 
 

On Friday, 18th of March 2022, a routine network maintenance on a pair of storage switches 
went awry and caused a breakdown of the entire GPFS storage cluster used by all WLCG SEs: 

• alice-disk-se.gridka.de + alice-tape-se.gridka.de (xrootd) 

• atlassrm-kit.gridka.de (dCache) 

• cmssrm-kit.gridka.de (dCache) 

• lhcbsrm-kit.gridka.de (dCache) 
The fallout of this incident were multiple downtimes and degraded reliability for all SEs. The full 
impact though only became clear the days following the incident, up to and including lost data 
due to file corruption. 

 
Impact 
 

• Files created between 09:30 and 09:35 a.m. on Friday, 18th of March 2022, very likely got 
corrupted on disk, even though dCache/xrootd reported back the upload had 
successfully finished. 

o 147 files for ATLAS 
o 57 files for LHCb 

• 605 files for ALTAS and 2 for LHCb were found damaged on disk with a creation date 
older than Friday 18th of March. It is unknown when these files got corrupted. All of 
them were considered dark data. 

 
 

Time line of the incident 
 

Timestamps are in CET. 
 

  
18.03.2022 09:30 Successfully deploy new flawed configuration onto storage switches 

se-mgr-f01-152-2-1 and se-mgr-f01-152-2-2, dividing the GPFS cluster 
into half operational, half unavailable state. 

18.03.2022 09:36 dCache pools disabled themselves on mass due to unavailability of 
GPFS. 

18.03.2022 10:00 Declared downtimes in GOCDB till 10:55. 

18.03.2022 10:55 Restart of SEs after the switch configuration was adjusted. 
18.03.2022 12:30 Declared another downtime in GOCDB, since dCache pools and Alice 

xrootd had obvious issues with parts of the GPFS file systems. 
GPFS had lost connection to a couple of disks. We had to rediscover 
the lost disks, in order to add them back into the stack. 



18.03.2022 14:20 Ended GOCDB downtimes and started SE services. 

18:03.2022 16:00 Once more shut down all SEs and declared them in downtime in 
GOCDB after many files were found corrupted by dCache pools. 
Additionally, very strange fluctuations of GPFS data throughput were 
observed, caused by problems of one disk storage controller pair. It 
turned out this was completely unrelated to the main issue but had 
impact on the total performance of the entire cluster. That side issue 
was resolved by restarting the affected disk storage controllers 18.03.  
17:56. 

19.03.2022 07:30 Starting an offline file system check for ATLAS’ GPFS file system. 

19.03.2022 09:15 Apply fixes identified by the file system check for ATLAS. 

19.03.2022 09:45 Starting an offline file system check for LHCb’s GPFS file system. 
19.03.2022 10:30 There were no issues to be fixed for LHCb. 

Starting an offline file system check for CMS’ GPFS file system. 

19.03.2022 11:15 CMS’ file system was found to be clean. 

19.03.2022 11:40 Starting dCache pools. The doors stayed offline, so we could let 
dCache inspect the data without resuming production for the VOs. 

19.03.2022 15:00 Purged all files from disks that had incorrect file size as reported by 
dCache: 608 files for ATLAS, 11 for CMS, 14 for LHCb. 
Some of these files were unfinished uploads, that were interrupted by 
GPFS going haywire. All of CMS’ files were such temporary files and 4 
for LHCb. Deleting them is inconsequential for the VOs.  

19.03.2022 15:50 End the downtimes in GOCDB for CMS and LHCb. Resume normal 
operations for both their SEs. 
Filed GGUS ticket #156454 against LHCb’s VOSupport reporting 10 
files permanently lost. Though all of these files were created right 
before GPFS broke down, so possibly no lasting damage was caused. 

19.03.2022 16:25 End the downtime in GOCDB for ATLAS and resume normal 
operations, too. 
Filed GGUS ticket #156456 against ATLAS’ VOSupport reporting 608 
files permanently lost. Sadly, only 5 out of those were created on 
Friday, 18th of March. The rest was older and therefor actual data 
loss. 

19.03.2022 17:50 One ATLAS dCache pool disables itself. It found another broken file 
previously undetected. 

19.03.2022 21:10 The ATLAS pool is restarted. The broken file is not purged, because no 
dCache expert is available. 

21.03.2022 04:53 One LHCb dCache pool disables itself due to a previously undetected 
broken file. 

21.03.2022 08:30 The LHCb pool is restarted for the first time, but disables itself again 
10 minutes later with a second broken file. 

21.03.2022 09:20 The LHCb pool is restarted and both broken files are purged from 
disk. 

21.03.2022 13:25 The one broken file is purged from the ATLAS pool. 

https://ggus.eu/index.php?mode=ticket_info&ticket_id=156454
https://ggus.eu/index.php?mode=ticket_info&ticket_id=156456


 
21.03.2022 13:55 

 
One LHCb pool found two more broken files and disabled itself. The 
files were purged from disk, the pool restarted and LHCb informed in 
their GGUS ticket. 

22.03.2022 Because we had found a clear hint that files that completed their 
upload right before the incident happened were likely damaged, we 
focussed on that and checked the file size of a 30-minute time frame 
around 09:30. We found that an additional 138 files for ATLAS and 15 
for LHCb actually were corrupted, all created within the same 5 
minutes. Both lists were reported to the experiments through GGUS. 
 
Nevertheless, we still had multiple tasks running concurrently 
calculating checksums for all files with access latency ONLINE. 

28.03.2022 A checksum was calculated for every online file of ATLAS and LHCb. 
Subsequent comparison against the dCache database revealed that 5 
more files were damaged for ATLAS (three of which created on March 
18th) and 28 for LHCb (26 created on March 18th). 
 
The VOs have been informed about these finding in their GGUS 
tickets. 

  

Analysis 
 

Configuration of storage switches  

The two specific storage management switches worked on this day had two port-channels to 
the GridKa core switches. On both pairs of switches, VPC combines them into one unit. 
Spanning-tree realized this might introduce a potential loop and blocked one of the port-
channels. The idea was to remove one of the port-channels and include the two free 
connections to the still active port-channel. These steps were executed smoothly a few weeks 
earlier on a different pair of switches. This time however, probably due to a configuration 
mistake, both port-channels went down at the same time and the storage management 
switches were separated from the GridKa core network. It took approximately 20 minutes to 
resolve the configurarion error and re-establish the connection of the management switches to 
the core network again. 
 

Recovery of GPFS 

 

Having lost connectivity to the storage nodes connected via the now ill-configured network 
switches starting 09:32 the remaining cluster also lost access to the data volumes (NSDs) 
provided by these nodes. The unaffected nodes were still operating, but all file systems with 
part of the data on the disconnected storage nodes were inaccessible.  
Moreover, as the cluster continued to operate, the inaccessible NSDs were brought into state 



“Down”. Normally, when individual storage servers (NSD servers) fail, there is sufficient 
redundancy in the system for all NSDs to remain accessible (multiple NSD servers can provide 
access to each NSD). However, here, due to the outage of a whole section of the GPFS cluster 
affecting all potential NSD servers for a group of NSDs, that access failed completely.  
The GPFS cluster started to reassemble at 10:01 when network connectivity appeared to be re-
established. As analysis of the situation was not complete at that time and since usually the 
cluster redundancy is sufficient for NSDs to remain on-line in case of NSD server failures the 
problem of several NSDs being off-line was only detected when the problems to mount certain 
(i.e., the affected) GPFS file systems became apparent around 11:30. Having realized the cause 
of the mount problem (NSD devices in GPFS state “Down”) it was fixed by re-activating the 
affected NSDs which took until about 13:45.  
After that time, GRIDKA-GPFS was fully available.  
 
 

Validation of file integrity within dCache  

 

At first, we trusted that dCache would verify the file integrity of all pool inventories. As time 
passed on, we learned that that is no longer the case. In order to boot pools quickly and make 
the service fully available sooner, dCache forgoes validation of the entire pool inventory and 
only checks inconsistencies between its meta data store and a simple directory listing, to 
identify files that are missing or surplus. A corruption of a file is exposed only by access to the 
file, e.g. by a client. Thus, on Monday 21st of March we dispatched a full consistency check of all 
data stored in dCache by calculating checksums. 
 
When these tasks had concluded by March 28th, we forced dCache to validate the checksum for 
all mismatches we had found, which made dCache mark 5 additional files for ATLAS and 28 for 
LHCb as bad. 

Follow up actions 
 

The trigger for the larger incident was the maintenance on the storage switch pair. As is typical 
for such situations, multiple mishaps came together. The intervention took place on a Friday, 
possible implications of mistakes were severely underestimated and the changes themselves 
were not reviewed by, nor coordinated with colleagues. 
 
During the last GridKa site downtime, a fire drill involving the GPFS storage switches was carried 
out. We demonstrated that restarting one member of any switch pair does not cause problems 
for GPFS. 

Summary 
 
During the downtime on Friday, 18th or March 2022, which in retrospect should not have been 
scheduled this day, a configuration change applied to a pair of storage management switches 



disconnected those from the GridKa core network, effectively severing half of the entire GPFS 
storage setup. Although that mistake was corrected rather quickly, GPFS file systems stopped 
operating reliably. Consequently, dCache SEs reported such errors and disabled the pool entities 
in order to limit the damage sustained. 
Multiple times the services were restarted and operation resumed with client access, revealing 
that some file replicas were corrupted. Those files had to be manually purged from disk every 
time, only to halt at the next broken file. In the end, a complete offline file system check for 
GPFS as well as a checksum validation for all data was carried out. Some data had to be declared 
lost, which we communicated through VO-specific GGUS tickets. 
 

Alice 

xrootd has no database that could provide information on e.g. file checksums, so we cannot 
validate file integrity ourselves. Alice was informed about the outage and the impact on the 
storage. It is unknown to us whether there was a significant data loss for them or not. 
 

ATLAS 

• GGUS #156456 

• 147 files were found corrupted due to this incident 

• 605 more files were discovered damaged, likely for other reasons then this incident, 
which ATLAS did not even know about (“dark data”) 

 

CMS 

No data was lost in this incident. 
 

LHCb 

• GGUS #156454 

• 57 files were found corrupted due to this incident 

• 2 more files were discovered damaged, likely for other reasons then this incident, which 
we cannot explain 

 
 

https://ggus.eu/?mode=ticket_info&ticket_id=156456
https://ggus.eu/?mode=ticket_info&ticket_id=156454
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