Chapter 6

Inner Tracking System
6.1 Simulation
6.1.1

Simulated geometry

The layout of the Silicon Strip Tracker (SST) and the Pixel Tracker is described in Section 1.5.5.
The Pixel barrel detector is composed of 3 layers, each layer is divided into 2 half-cylinders,
and each half-cylinder is composed of ladders and half-ladders. The ladders and half-ladders
provide the support structure and cooling for pixel modules (Fig. CP 11) with each ladder
containing 8 modules. To make the layers hermetic in the r-φ plane, the half-cylinder structure is designed with half-ladders at each edge. The 2 half-cylinders overlap in the edge
regions and therefore provide a small overlap of the sensitive detector area.
The Pixel forward detector is composed of 4 disks, with 2 disks on each side. Each disk is
divided into 24 blades with 7 modules of different sizes on each blade. The blades are tilted
by 20◦ resulting in a turbine-like geometry. Both the blades and the modules on the blades
overlap in order to provide hermetic coverage.
The Tracker Inner Barrel (TIB) is composed of 4 layers, each divided into 4 parts: the positive
and negative sides in z, and upper and lower parts in each side (Fig. CP 12). In these
“shells” (parts), the modules are arranged inside “strings.” The structure of the strings is
different if the strings are positioned in the forward part or the backward part of the internal
layer with respect to the external layer. The structure also varies among the different layers.
There are 3 modules in each string and there are double-side modules in the first 2 layers.
The Tracker Inner Disk (TID) is comprised of 6 identical disk structures. In each disk the
modules are arranged in 3 rings and placed alternatively in the forward and backward parts
of the disk.
The Tracker Outer Barrel (TOB) is comprised of 6 layers. Each layer is made of rods with 6
modules arranged inside each rod. The 2 innermost layers have double-sided modules. The
rod structure changes according to the layer and depends on the z position.
The Tracker EndCap (TEC) contains 9 disks. Due to their large size, the disks are made of 8
petals. In each petal the modules are arranged in rings. The number of rings in each petal
varies from 4 to 7, depending on the position in z. As for the TID, the TEC modules are
arranged in rings placed alternatively in the forward and backward sides of the petal.
The CMS Tracker includes both sensitive volumes and non-sensitive ones. Since the tracker
requires a large amount of low-voltage power, a large amount of heat needs to be dissipated.
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Figure 6.1: Material budget in units of radiation length (left) and in units of interaction length
(right) as a function of η for the different subunits.
Therefore a large fraction of the material of the tracker consists of electrical cables and cooling
services. Other non-sensitive parts include support structures, electronics, the beam-pipe,
and the thermal screen outside the tracker.
The decomposition of the tracker material in terms of radiation lengths and interaction
lengths versus η for the different subdetectors is shown in Figure 6.1.

6.1.2

Simulation of the detector response

During GEANT 4 (OSCAR) track propagation, the entrance and exit points of particles in the
Tracker sensitive volumes are recorded, together with the deposited energy. In GEANT 4, low
cuts for delta-ray production are used (120 keV and 30 keV for the strip and pixel trackers,
respectively) to realistically simulate charge distributions.
The distribution of deposited energy along the track segment inside each sensor volume is
estimated by subdividing it into many equal subsegments, small compared with the sensor
pitch. Each subsegment is assigned a fraction of the deposited energy using the GEANT 4
routine G4UniversalFluctuation, which takes into account Landau fluctuations in thin layers.
The charge from each track subsegment is drifted to the detector surface and simultaneously
diffused in the perpendicular plane. The diffusion is assumed to be Gaussian and is proportional to the square-root of the drift length, with the diffusion constant normalized to 2 µm
(7 µm) for a 300 µm thick strip (pixel) sensor. The magnitude of the Lorentz drift in a 4 T
magnetic field is defined by the drift length and the average Lorentz angle (7◦ and 23◦ for
the strip and pixel trackers, respectively).
The resulting 1-(2-)dimensional charge distribution is mapped to the Strip (pixel) geometry
and the fraction of charge collected by each channel is determined. A list of hit channels for
all contributing tracks is formed. If a single channel is hit by more than 1 track, the charge
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contributions are added together.
The finite time resolution of the silicon tracker electronics is taken into account by superimposing minimum bias collisions, not only from the current LHC bunch-crossing, but also
from a few crossings immediately preceding and following it. The signals from out-of-time
particles are scaled-down in size according to the time resolution of the electronics, taken to
be a Gaussian of width 12.06 ns. The readout chip of the pixel tracker assigns hits to the correct bunch crossing within a 25 ns time window. This is taken into account in the simulation
by accepting only signal and pile-up hits generated in the correct bunch crossing.
All hit channels have a noise contribution added to them that is derived from a Gaussian distribution centred at zero. Minimum ionizing particles crossing 300 µm of silicon on average
yield a signal-to-noise ratio of 11 (70) in the strip (pixel) tracker.
To digitize the signal collected by each channel, the charge is multiplied by a gain factor and
rounded to the nearest integer, thus simulating ADC digitization. Signals exceeding the ADC
range (6 bits in the pixel tracker and 8 bits in the strip tracker) are assigned the maximum
allowed ADC value. The Tracker electronics can zero-suppress small signals. In the pixel
tracker this is simulated by accepting only signals with a signal-to-noise ratio S/N > 5. In
the strip tracker, isolated strips are accepted with S/N > 5, as are groups of neighbouring
strips that all have S/N > 2. Furthermore, when a strip failing these criteria lies between 2
successful strips, it is also accepted.
The finite space available in the pixel readout chip limits the size of data buffers and the
complexity of circuits. Therefore some data losses will always be present. Additional pixel
inefficiencies are expected due to unbonded and noisy pixels. To simulate such inefficiencies, randomly chosen pixels, double-columns, and whole readout chips are erased. The
data losses are in general dependent on the CMS trigger rate and the average detector occupancies. They were parameterized according to results obtained from detailed simulations
and included in ORCA digitization code. The default inefficiencies used in CMS simulations
are 4% for the 4 cm layer at high luminosity and ≤ 1% for all other cases.
6.1.2.1

Tuning of the pixel detector simulation with test-beam data

The pixel detector is the innermost component of the CMS experiment and the most exposed
to radiation. At 4 cm from the beam line, the innermost detector layer will be exposed to a
fluence of about 3×1014 neq cm−2 yr−1 at the full LHC luminosity. The second and third layers
will be exposed to fluences of about 1.2 × 1014 neq cm−2 yr−1 and 0.6 × 1014 neq cm−2 yr−1 ,
respectively. In the LHC low-luminosity configuration, the particle fluence at the innermost
layer will be about 1 × 1014 neq cm−2 yr−1 .

Particle radiation generates defects in the silicon lattice that can trap charge carriers, therefore
the average collected charge is expected to decrease as the detector is exposed. This effect has
implications for the detector performance, e.g., the hit detection efficiency. This can be partly
compensated by increasing the sensor bias voltage. In addition, in the barrel section the
spatial resolution along the r-φ coordinates is mainly determined by the Lorentz deflection
caused by the 4 T magnetic field. The tangent of the Lorentz angle is linearly proportional
to the charge carrier mobility, which itself is a function of the electric field in the sensor
bulk. Therefore any change in the bias voltage will change the detector position resolution.
Detailed beam-test measurements of the detector response, before and after irradiation, are
therefore necessary to optimize the reconstruction algorithms, the detector simulation, and
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the operational parameters.
The performance of the pixel sensors was measured in 2003-4 in the H2 beam line of the
CERN SPS using 150–225 GeV pions. The beam impact position on the pixel sensor was
measured with a beam telescope to a precision of about 1 µm [172]. A detailed description of
the experimental setup and of the data reduction can be found in [173]. The measurements
were performed on prototype barrel and endcap sensors with 125×125 µm 2 pixel cells. A
description of both designs can be found elsewhere [174].
Signal, noise, and their ratio measured at different radiation fluences and bias voltages are
summarized in Table 6.1 for both barrel and endcap sensors. The signal was defined as
the average of the signal distribution recorded by the hit pixel, while noise was the σ of
a Gaussian fit applied to the signal distribution recorded during gaps between spills. The
measurements were performed with tracks perpendicular to the sensor surface without magnetic field. As discussed above, the bias voltage must be increased after irradiation to collect
charge from the full sensor thickness. Large signal-to-noise ratios were recorded even at high
fluences.
Table 6.1: Signal, noise, and S/N measured with prototype barrel and endcap sensors of the
CMS pixel detector. Measurements are at different irradiation fluences and bias voltages.
Barrel sensors
Fluence
Bias voltage
Signal
Noise
S/N
(neq cm−2 )
(V)
(ADC counts) (ADC counts)
0
150
727.7
11.1
65.2
14
0.6 × 10
150
633.2
8.9
70.9
2 × 1014
200
654.0
10.9
59.8
6 × 1014
400
475.6
9.9
48.2
Endcap sensors
0.6 × 1014
100
421.7
9.7
43.5
14
6 × 10
450
415.8
9.5
43.8
The hit detection efficiency was measured using tracks at normal incidence to the detector
plane. If the collected charge in the pixel predicted by the beam telescope was above a threshold of 5 times the pixel noise, the hit was counted as detected. Pixels cells with high noise
or with faulty bump-bond connections were excluded from the analysis. Figure 6.2 shows
the hit detection inefficiency as a function of the irradiation fluence for barrel and endcap
sensors. For each fluence the bias voltage was set to the minimum value at which charge
collection saturated.
For the barrel sensors, the particle detection inefficiency is a few per mil at start-up and
increases with the radiation fluence. After a fluence of 6 × 1014 neq cm−2 , the inefficiency is
still below 2%. The inefficiencies after irradiation are largely due to charge losses along the
metal line. By applying a magnetic field parallel to the direction with the larger pixel, side
charge carriers are deflected along the direction parallel to the metal line. This implies that
the particle detection inefficiency is almost unaffected by the presence of the magnetic field.
For the endcap sensors the inefficiency is about 2–4%. This is mostly due to the larger gaps
between n+ implants, which are necessary to house the p-stop rings, and is independent of
the level of irradiation within the measured range.
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Figure 6.2: Hit detection inefficiency as a function of the irradiation fluence measured with
barrel sensors with (empty circles) and without (filled circles) magnetic field. The inefficiency measured with the endcap sensors without magnetic field is represented by the filled
squares.
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Figure 6.3: Lorentz angle as function of the bias voltage for several fluences and sensor temperature.
The CMS pixel detector will be subject to a 4 T magnetic field. In presence of the magnetic
field the Lorentz force deflects the charge carriers from their drift along the electric field
lines. The deflection angle, called the Lorentz angle, ΘL , can be measured with the so-called
“grazing angle” technique [175]. The beam crosses the sensor at a shallow angle of 15◦ and
the charge carriers are displaced by the magnetic field parallel to the beam. Figure 6.3 shows
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the Lorentz angle extrapolated to 4 T magnetic field (the measurement was done with 3 T)
as a function of the bias voltage [176]. The measurements were performed with prototype
sensors of the barrel detectors. The Lorentz angle decreases with increasing values of the
bias voltage due to the dependence of the charge carrier mobility on the electric field. In
addition, the values measured at −20◦ C are about 2◦ larger due to the increase of electron
mobility at lower temperature. The values measured after heavy irradiation are compatible
with the respective values of the unirradiated sensor. However, it must be stressed that after
irradiation and in the presence of high leakage Current, the Lorentz angle is not constant
across the sensor bulk due to the double-peak structure of the electric field [177]. At the
start-up of detector operation, a Lorentz angle of about 26◦ is expected. After irradiation
the bias voltage will be increased to compensate for the trapping of charge carriers, with a
consequent decrease of the Lorentz angle.
6.1.2.2

Tuning of the strip tracker simulation with test-beam data

Noise after common-mode noise (CMN) subtraction enters the simulation as the equivalent
noise charge (ENC) which is then converted into ADC counts by an adjustable conversion
factor. The raw data of a given front-end chip have a common shift from one event to another
called common-mode. This shift is subtracted on an event-by-event basis, and the remaining
noise is called the “common-mode subtracted noise.” The common-mode depends both
on the detector electronics and on the environmental conditions, and it is not possible to
disentangle them completely. Measurements in a beam-test environment give an estimation
on what we will face in the experiment. For TEC modules, the common-mode noise (RMS
of the common-mode distribution) was about 1 ADC count. In worse situations, commonmode noise of up to 5 ADC counts has been reported.
Values of the noise measured for the different module types in the strip tracker are listed in
Table 6.2. The modules were unirradiated and cooled. The noise scales with the strip length
as expected by [178]. Using a linear fit (Fig. 6.4) one can express the noise as
ENC (peak) = (38.8 ± 2.1)e− cm−1 × L + (414 ± 29)e−

ENC (deconv.) = (51.0 ±

3.2)e− cm−1

× L + (630 ±

45)e−

(6.1)
(6.2)

where the gain was normalized assuming that one MIP leaves 25 000 e− in a 300 µm sensor.
After irradiation of TOB modules with the fluence expected in 10 years of LHC running,
the noise at −10◦ C increased by about 35%, both in peak and deconvolution modes. On
irradiated TIB modules at −10◦ C, the noise showed an increase of about 15% in peak mode,
while deconvolution mode stayed unaffected. The simulation should use a conservative
50% increase in noise to account for radiation damage.
The S/N observed in the test beam was 36 (38) for OB1 (OB2) modules in peak mode and 25
(27) for OB1 (OB2) modules in deconvolution mode. In the simulation the default value is
11.
The cluster signal measures the ionization charge collected by adjacent strips. Clusters have
typically one or few strips, depending also on the angle between the track and the sensor. The
distributions of cluster signals routed by different optical channels are affected by the attenuation in the optical connections, which has large channel-to-channel variations. This spread
is partially compensated by selecting a proper output current range of the laser drivers (±2,
±3, ±4, ±5 mA) eventually reducing the RMS of the distribution of net gains to ≈ 0.2%, as
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Figure 6.4: Noise after CMN subtraction measured on several module types versus the strip
length for 2 APV modes: peak mode (left) and deconvolution mode (right). The results of
the linear fits are quoted in Equations (6.1) and (6.2).

Table 6.2: Summary of the common-mode subtracted equivalent noise charge (ENC) for the
different module types. The values are given for the APV modes: Peak (inverter on, calibration off) and Deconvolution (inverter on, calibration off).
Module Type
ENC in e−
Strip Length
Peak
Deconv.
in mm
OB1
1156±49 1647±78
183.2
OB2
1101±18 1550±23
183.2
IB1
931±48
1315±37
116.9
IB2
815±37
1182±31
116.9
W1TEC
744±24
1061±38
85.2
W2
772±26
1112±53
88.2
W3
835±17
1201±50
110.7
W4
853±22
1188±27
115.2
W5
1011±30 1410±59
144.4
W6
1126±27 1580±49
181.0
W7
1203±40 1751±111
201.8
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explained in Section 6.3.2. In the test-beam data, the cluster signal most probable value in
ADC counts had an RMS of 12% in peak mode and 10% in deconvolution mode. The simulation assumes a constant conversion of 313 e− per ADC count, based on the agreed hardware
setting.
The interstrip coupling is implemented in the simulation by simply moving fractions of the
charge of the hit strip to the neighbours. The fraction of charge put on one neighbour is by
default 12%.
Under the influence of a magnetic field, drifting charge is deflected by the Lorentz angle,
which can be expressed as
(6.3)
tan ΘL = µH B = rH µ B
A parameterization of the drift velocity of electrons in an electric field was suggested in [179]
that can be translated into a formula for the mobility:
µ=

(1 +

µlow
µlow E β 1/β
( vsat ) )

(6.4)

This formula is used in the simulation together with the following parameters applicable for
drifting holes:
• Low field mobility µlow = A (T /300K)−2.5 . For unirradiated detectors A = 470.5 cm2 /Vs
and for irradiated detectors it will change to A = 460 cm2 /Vs [180]
• Fitting parameter β = 1.213 (T /300K)0.17

• Saturation drift velocity vsat = (8.37 × 106 cm/s) (T /300 K)0.52
• Hall scattering factor rH = 0.7

When the detectors are biased with a voltage well above depletion the electric field can be
assumed constant through the detector thickness D and the mean electric field is E=Vbias /D.
Finally, it is shown in [180] that this parameterization is in good agreement with data.
The time resolution was studied using the TOB Cosmic Rack. Two parallel modules were
exposed to perpendicular muons. The first module (in peak mode) was used to measure
the location of the track and to identify the strips hit by the muon on the second module
(in deconvolution mode). The signal of the highest strip and its neighbours were measured
on the second modules for different delays of its clock and trigger signals using the Phase
Locked Loop (PLL) chip. The result is shown in Figure 6.5 where the average pulse height
(pedestal subtracted) is plotted as a function of PLL delay. The Gaussian fit on the highest
strip gives a σ of 13.75 steps of the PLL delay, or σ = 14.3 ns. The default value in the
simulation was 12 ns. The shape of the pulse depends on the operating conditions and on
the settings of the APVs. A σ of 13.2 ns was observed in a previous beam test.
Hit efficiency was studied on the TOB Cosmic Rack. The setup was equipped with 2 doublesided rods (to measure both x and z coordinates) located in the first and last layer with 4
single-sided rods in between. Three of the single-sided rods contained modules with a strip
pitch of 183 µm and one module with a strip pitch of 122 µm. Tracking was done using
CMS Reconstruction software. First a manual alignment was performed by maximizing the
number of 6-hit tracks and minimizing χ2 . The hit-finding efficiency reached with this setup
was between 99.2% and 99.8%.
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Figure 6.5: Signal shape in deconvolution mode taken with muons for sensors at room temperature. The pulse shape in deconvolution mode is implemented as a Gaussian peak in the
simulation. Therefore, the data have been fitted with a Gaussian distribution with σ=14.3 ns.

6.2 Data handling
6.2.1

Databases

Flexible configuring and operation of the tracker hardware and efficient implementation of
the software require the use of a number of databases (DB). As described in Section 2.8,
the offline Conditions DB, referred to simply as the offline DB throughout this chapter, is
accessed by the reconstruction software through an interface that is common to all CMS subdetectors. Data access to the offline DB is needed in nearly all steps of the reconstruction in
the Tracker detectors. Three categories of tracker data can be found in the offline DB. The
first category corresponds to the data used to configure the readout electronics: examples of
such data are the strip pedestals and noise values. Some of these data are also needed by
the reconstruction software. The second category consists of non-event data acquired during
data taking. These are the data produced by the environmental and power supply monitoring sensors. The third category is represented by the actual calibrations that are computed
offline using the event data as well as data from the first 2 categories. Data from the first 2
categories reside in the online Configuration and Conditions DBs, which are specific to each
subdetector.
The other tracker-specific DB is the Construction DB. The goals of the Construction DB are
• to track the fabrication and history of components;

• to allow for storage and retrieval of results of the various tests performed on each
component; and
• to store the dimensions of each component and its location in the tracker.

The information about detector dimensions and their locations is needed to validate the description of the Tracker as used in the reconstruction software. In addition, it will be necessary to transfer some of the information stored in the Construction DB to the offline and
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online DBs.
The status of the DBs specific to the strip and pixel detectors is described as follows.
6.2.1.1

Silicon-strip databases

The CMS Tracker is composed of 200 000 components of about 20 different species assembled
and tested in 20 laboratories around the world. Each component has to be identified, tested,
and assembled into higher level components.
Two implementations of the construction DB exist for the Strip tracker. One of them is used in
the construction phase of all the subdetectors (TIB, TID, TOB, and TEC) and in the integration
phase of the TEC and TOB. A different implementation is used for the integration of the TIB
and TID.
The strip construction DBs contain information on the electrical, Optical, and cooling connections up to the patch panel. In addition, the TIB and TID Construction DB will also contain
the precise survey measurements of the locations of all the modules on the support structures. These measurements represent the initial alignment constants, which therefore must
be copied to the offline DB.
The strip-tracker online Configuration DB has to store a large number of parameters relevant
to the configuration of the control and readout electronics.
• FEC parameters: each full version of the control configuration of the whole strip
tracker contains about 1.68 × 106 parameters.

• FED parameters: each one of the 400 strip-tracker FEDs requires some 105 parameters. More than 90% of these parameters are represented by the pedestals, noise,
and bad-strip flags.
An Oracle DB management system is used to store and handle this information. A versioning
system is used to track the history of all changes in the parameter values.
The strip-tracker online DB system will also contain information about all active readout
components and their connections. This information is obtained by specialized software
procedures (described in Section 6.3.2) and then automatically filled into the DB. A graphical
user interface, which allows parameters stored in the DB to be edited by properly authorized
users, is also available. During data taking, the strip online DB will also receive data from
the sensors for temperature, humidity, voltage, and leakage current that are installed on each
module (some are also installed on the FEDs).
All configuration parameters used for a given run and the recorded conditions will have to
be transferred to the offline DB since they represent conditions data.
Error situations detected online have to be logged and stored for later use. A first prototype
of software architecture for error logging exists and has been recently deployed.
6.2.1.2 Pixel databases
A single pixel-specific DB exists. It has been designed with several objectives in mind, the
principal ones being
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• To keep track of the large number of components during the complex detector
fabrication process, 66 × 106 pixels;
• To monitor the performance of the individual pixel elements;

• To implement quality-check procedures and select components suitable for detector construction;
• To store all information necessary for data analysis.

During the construction phase the pixel DB will reside at Fermilab. The DB will be moved to
P5 at CERN, prior to commissioning. An XML-based data transfer mechanism will be used
to store data from remote institutions. In designing the database, the principle that data once
entered in the database should not be deleted has been adopted. The data can be updated
(changed), but not deleted. Each table has associated history information which can be used
to monitor the behaviour of various components with time.
The pixel DB will enable tracking of every component used to fabricate the pixel detector.
One attribute that deserves special mention is the “pixelinfo” attribute that contains the 4
trim bits and 1 mask bit for each of the approximately 66 × 106 pixels. A mask bit allows
a particular pixel to be enabled or disabled while the trim bits allow the threshold of an
individual pixel to be adjusted. The trim bits and mask bit for all 4160 pixels in a ROC are
encoded and stored as a large binary object. For the pixel detector the configuration data
needed to be downloaded totals about 1.2 GB. Pixel information necessary for data analysis
includes the gain and pedestal for each pixel. The pixel gain and pedestal are determined
offline and are stored in the Conditions DB.
The pixel DB will need different interfaces for data input, data retrieval, and display. While a
graphical user interface will be used to access and retrieve certain categories of information
into the DB, other types of interfaces will be needed for other data groups, e.g., calibration
data. An interface will also be needed for component selection for detector construction.

6.2.2
6.2.2.1

Data format and size
Silicon strip

The FEDs receive analogue data from up to 48 front-end modules, which are digitized, processed, and formatted before being forwarded to the global DAQ. The FED has 4 readout
modes, as described below.
• Zero-Suppressed: this is the default mode for proton-proton collisions. The raw
detector data are zero-suppressed, using firmware algorithms implemented within
FPGA devices, so that only useful signal information is transmitted to the DAQ
computing farm. The algorithms perform pedestal and common-mode subtraction before identifying signal-above-noise thresholds (by default, a factor of 2
above the noise, except for isolated hits, which require a factor of 5 above the
noise). The pedestal and noise calibrations used by the algorithms are described
in Section 6.3.2. For an event sample of dijets with transverse momenta in the
range of 50−100 GeV and a luminosity of 1034 cm−2 s−1 , the average FED buffer
and event sizes are 1.3 kB and 496 kB, respectively, for an average strip occupancy
of 1.2%. A root compression factor of 1.7 is achieved when writing the raw FED
buffers to disk.
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• Virgin Raw: in this mode, the FED performs no processing and only formats the
raw detector data. This mode is intended for use during detector commissioning
and also facilitates debugging. The FED buffer size is fixed at 49.5 kB.
• Processed Raw: the data are pedestal-subtracted and reordered to reflect the detector strip ordering (this is not the case for the APV25 data streams). However,
the data are not zero-suppressed and it is envisaged that this mode will be used
for heavy-ion collisions for which high occupancies are expected. The FED buffer
size is again fixed at 49.5 kB.
• Scope mode: in this mode, the FED simply captures the APV25 data stream observed within a given time window (of configurable size). This mode is again
used during detector commissioning and is useful for system debugging. The
FED buffer size depends on the size of the time window and has a theoretical
maximum of 196 kB.
The standard DAQ header and trailer words, as described in Section 2.3.2.1, are appended to
the data payload. Additional header words specific to the SST contain information that allow
checking of the operational states of the FED and the connected front-end APV25 chips. The
SST-specific headers take 2 different formats: a verbose “Full Debug” format and a lightweight “APV Error” format designed for use during physics runs. The data within the FED
buffers have to be formatted appropriately (into “digis”) to be used by the reconstruction
software. For an event sample of dijets with tranverse momenta in the range 50−100 GeV
and a luminosity of 1034 cm−2 s−1 , the time taken to format all FED data from an event is
140 ms on a 2 GHz PC.
6.2.2.2

Pixel FED data format and event size

The pixel FED readout board will read raw data from 36 input links, build events, and send
the event packets through via S-LINK [41, 42] connections to the DAQ. During the event
building the FED has to reconstruct pixel addresses from 6-level analogue signals. This procedure requires a set of pre-programmed thresholds. The determination of the thresholds
will be part of the calibration procedure. Otherwise no processing, except error monitoring,
is performed by the pixel FED.
Each FED will send to the DAQ a data packet starting with the standard DAQ header and
ending with the standard DAQ trailer described in Section 2.3.2.1. Between the header and
the trailer there will be a number of 32-bit data words, each containing the information from
1 pixel. The format of the 32-bit word is:
• 6-bit Link id, defines the input link to the FED (varies within 0–35);

• 5-bit ROC id, defines the ROC within one link (0–23);

• 5-bit Double-Column id, defines the double column within a ROC (0–25);
• 8-bit Pixel id, defines the pixel address within a Double-Column (0–179);
• 8-bit ADC value, the signal amplitude, extracted from a 10-bit ADC.

The FED data volume resulting from the format described above corresponds to 4 × (3+
number-of-pixels) bytes. The pixel readout has been arranged in such a way as to approximately fit the requirement of 2.0 kB per FED. For high (low) luminosity pp collisions, the
pixel data volume will be about 72 (22) kB per event. The pixel detector average occupancies
for the 3 barrel layers are 0.00062, 0.00027, and 0.00016, respectively. In the forward endcaps
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the average occupancy is 0.00015, but it varies by a factor of 2 with the radius. The FEDs are
arranged to provide uniform average data rates transmitted over the S-LINKs. The average
S-LINK rate for the 100 kHz L1A rate at high luminosity will be 190 MB/s, with the highest
occupancy FED running at the DAQ limit of 200 MB/s.
When reading data over VME, an alternative “transparent” data format is foreseen in addition to the standard one. This is a raw data format where the ADC values are not interpreted
but are just sent out. This format will be used only during the initial level calibration procedure described in Section 6.3.1.
The FED formatted data will be transformed into the internal “digis” format. One pixel digi
occupies a 32-bit data word and has the following format:
• 9-bit Column address within a detector module;

• 8-bit Row address within a detector module;
• 8-bit ADC value, the signal amplitude.

When pixel digis are stored on disk they have to be assigned to detector modules. The
empty 7-bit field left in the 32-bit word mentioned above is too small to code the module ID.
Therefore a header for each detector module is required with the det-unit ID and the number
of hit pixels (digis). Assuming that such a header is 64 bits, the total pixel data volume on
disk will be 84 (34) kB for high (low) luminosity.
The conversion of the FED data into the digi format is performed by a software module that,
making use of cabling information, can assign the FEDs output data to the correct detector
modules. A prototype of such a module is now available and its preliminary performance is
10.5(3.5) ms on a 2.8 GHz PC.

6.3 Configuration of the tracker hardware and electronics
Optimum detector performance and efficient track reconstruction requires an appropriately
configured, fully synchronous, and calibrated readout system. This is achieved through procedures that allow optimization of the parameter sets uploaded to the digital registers of the
various hardware components comprising the tracker readout system. A brief overview of
the tracker readout system can be found in Section 1.5.5.3. An overview of the procedures for
both the pixel and strip tracker readout systems is given below. Performances are discussed
in Volume 2 of this document.

6.3.1

Configuration of the Pixel tracker

The pixel calibration procedures are divided into 2 groups. The first group involves very
basic detector parameters that can be determined within the standalone pixel system where
no additional information from other CMS subdetectors is required. These calibrations will
be run on the local DAQ system which will be based on XDAQ [38, 39, 40] clients. The
calibration tasks are
• Verify the DAC settings for all front-end components (ROCs + TBMs).

• Verify the clock’s fine phase in the front-end components and in the ADCs (FEDs).
The optimization of the fine phase of the 40 MHz clock will be measured by checking the acceptance for low amplitude pulses.
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• Check the level thresholds for analogue address recognition and offsets for analogue signals. Verify that the analogue coded pixel addresses are clearly recognizable (see the Tracker TDR [6] for details) with the various address levels being
cleanly separated. The analogue pixel charge signal coming from the 10-bit ADC
should have the right gain and offset to fit correctly into the 8-bit data field foreseen in the output data packet. After this step we can switch from the transparent
mode (the mode in which the FED transmits just the ADC values without interpreting them) to the standard FED mode (the event building mode with pixel
addresses correctly decoded).
• Identify noisy and dead pixels. This will be done by a scan where a calibration
signal is injected into each pixel.
• Determine the noise and threshold for each pixel and adjust the trim bits. An “Scurve” scan (efficiency versus pulse amplitude) will be made for each pixel. From
the shape of the “S-curve” the pixel noise can be derived. The pixel threshold will
be adjusted to be, on average, equal to 5 times the average noise. The thresholds
will be made uniform by adjusting the 4-bit trim in each pixel cell.
• Calibrate the pedestals and gains for each pixel. This will be measured by checking the response of each pixel to a set of 5–10 calibration signals of different amplitudes. The response will be linear in the middle range from which the gain
and pedestal can be derived. Within the non-linear low and high gain ranges the
response will be parameterized with a more complex non-linear formula.
All these tasks will be done during the “off-beam” periods using charge injection. The parameters that are calibrated should not vary rapidly in time. At the beginning, soon after detector commissioning, it is planned to run the calibration tasks every few days (2–3). Later,
when the detector is more stable, performing the calibration on a weekly basis should be
sufficient. Neither the central DAQ nor the global trigger system will be needed to perform
these measurements.
The second calibration group involves more advanced parameters which have to be determined using information from other subdetectors. This can be only done in the filter farm
during full reconstruction. This group includes
• Local, internal pixel synchronization and global synchronization with the rest of
CMS. The fact that pixel tracks can be reconstructed and that they match tracks
in the rest of the tracker will be proof that the global pixel synchronization is
correct. If this is not the case the L1A delay will be scanned to find the correct
bunch crossing. This item will be very important during detector commissioning;
during physics data taking this will be monitored.
• Tuning of the high voltage bias settings. This will not be very critical at the beginning when the detector is not yet radiation damaged. Later it will need adjustments but they are expected to vary slowly and smoothly with time. The simple adjustment can be made by scanning the pixel analogue signal corresponding
to a MIP as a function of the bias voltage and observing its saturation. A more
advanced method uses tracks which pass through the pixel detector at shallow
angles (the so-called grazing-angle technique). When the bias is high enough the
charge deposited in all pixels along the track should be roughly equal.
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None of the measurements mentioned above requires any special control procedures or special triggers.
For most of the pixel calibration tasks the algorithms developed during the pixel module
testing will be used. Only small changes will be needed to adopt them to the local DAQ
(XDAQ) and filter-farm (ORCA) environments. Some of the procedures will produce large
quantities of parameters which will have to be stored in databases.

6.3.2

Configuration of the Silicon Strip Tracker

A series of procedures have been developed to configure, synchronize, and calibrate the
Silicon Strip Tracker (SST) readout system and these are primarily concerned with the configuration of the front-end electronics (APV25 and other ancillary chips) and the off-detector
FED boards. A brief overview of the procedures is given below.
• Identifying hardware devices and detector partitions: Prior to configuration and
synchronization of the readout system, all hardware devices within the individual detector partitions (defined as a group of devices sharing a common trigger
source) must be identified. Procedures comprising VME crate scans are used to
identify all front-end devices (via the FEC and slow control system) and FEDs.
All devices are initially configured with default parameter sets. This procedure is
performed whenever the off-detector electronics is changed or hardware failures
are identified.
• Identifying the cabling of the optical readout system: An automated procedure
determines the cabling of the optical readout links, a highly desirable feature for
a system comprising ≈ 40 000 fibres. In addition, the procedure allows checking
of the detector partitioning and identification of cabling errors and faulty optical links, and provides a cabling map that is used by the offline reconstruction
software. This procedure is performed whenever the off-detector FED boards are
changed or a link fails.
• Synchronization: Efficient track reconstruction is only possible with a synchronous
readout system, as signal magnitude is attenuated by up to 4% for every nanosecond in timing misalignment for the default operating mode of the APV25 chip.
Synchronization of the SST to LHC collisions comprises 2 steps.
First, all the front-end electronics of the SST are relatively synchronized. Relative differences in clock phase at the front end due to the different positions of
the front-end modules within the TTC system (that distributes clock and triggers)
must be accounted for to synchronize the front-end electronics. This is achieved
using information within the APV25 data streams, captured by the FEDs, to measure the differences in clock phase at the front end. This procedure assumes that
the fibre lengths of the readout optical links, which differ and therefore also introduce relative phase shifts, are known and accounted for within the FED configuration.
Second, the phase of the clock distributed to the SST readout system must be adjusted to synchronize the entire front end to LHC collisions. This is achieved
through a “fine delay scan” that involves applying a range of phase shifts to
the clock to reconstruct the signal pulse shapes sampled into the APV25 pipeline
memories. This allows identification of the optimum sampling point and is effec-
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tively a measurement of the trigger latency. Corrections for the time-of-flight are
also required, which are provided either by simulation or measurements using
the aforementioned delay scans. This procedure is likely to be performed infrequently, perhaps weekly to monthly, depending on the system stability.
• Optimizing the performance of the APV25 chip: The APV25 chip has several
configurable digital registers that allow optimization of various aspects of its operation and performance, including tuning of the analogue pulse shape that is
sampled into the on-chip pipeline memory to maximize signal-to-noise and improve bunch-crossing identification, tuning the signal levels to ensure optimal use
of the available dynamic range, and tuning the gain of the on-chip multiplexer
stage to improve gain matching among readout channels. These operations will
be performed with varying frequencies, ranging from daily to monthly.
• Gain matching and biasing of the optical link system: This procedure ensures
the optimal use of the available dynamic range for each link and optimum gain
matching across the entire link system by tuning the parameter set uploaded to
the digital registers of the analogue laser drivers on the front-end modules. The
laser components are sensitive to changes in the environmental temperature, thus
this procedure should be performed whenever there are significant changes in
temperature.
• Calibration constants for the FED: The FED is a complicated board with many
configurable aspects, the most important of which is the population of the pedestal
and noise look-up tables that are used by the data zero-suppression algorithms of
the FED. Pedestal and noise determination are required prior to every physics run.
The principles for configuring and synchronizing the SST are well understood and prototype
implementations exist for all procedures. These procedures have been extensively tested
during beam tests and with several prototype systems as large as 1/8 of a partition (≈ 400
modules). Much of the required software is now implemented within the offline software
frameworks (both in the previous ORCA framework with its interface COSINE to the online
system, and now in CMSSW). This allows the software to be run using either local DAQ
resources, the default operating mode during detector commissioning, or global DAQ resources, which permits distributed analysis using the extensive processing power of the filter
farm and fast detector readout speeds.

6.4 Track reconstruction
Track reconstruction in a dense environment needs an efficient search for hits during the pattern recognition stage and a fast propagation of trajectory candidates. In the CMS Tracker,
the first task is simplified by the arrangement of sensitive modules in layers that are practically hermetic for a particle originating from the centre of the detector.
The second task uses the fact that the magnetic field is almost constant in a large part of
the tracker volume and also that most of the support structure is concentrated on the layers,
close to the sensors. During reconstruction the typical step length for propagation of track
parameters is on the order of the distance between 2 layers and a helical track model is
adequate. For reconstruction purposes the detailed distribution of passive material as used
in the simulation is replaced by an attribution of material to layers. This model simplifies the
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estimation of energy loss and multiple scattering, which can be done at the position of the
sensitive elements without requiring additional propagation steps.
The track reconstruction is decomposed into 5 logical parts:
• Hit reconstruction, which in turn consists of clustering of strips or pixels and estimating a position and its uncertainty.
• Seed generation

• Pattern recognition or trajectory building
• Ambiguity resolution
• Final track fit

These parts are described in the following subsections. The section is completed by a description of the reconstruction performance and a description of track reconstruction in heavy-ion
events. More detailed information on track reconstruction can be found in [181].

6.4.1
6.4.1.1

Tracker clusterization
Silicon strip tracker clusterization

Strip tracker cluster reconstruction usually begins with the gain-calibrated zero-suppressed
strip data. The gain is expected to vary by up to 20% across APV-pairs and by a few percent
among the channels within an APV-pair. During commissioning, the FEDs may be operating
in “virgin raw” mode (Section 6.2.2.1), in which case the software must also subtract the
pedestals. The gain and pedestals will each require about 20 MB in the offline DB, as will the
RMS noise that is required for cluster reconstruction itself. These should be fairly stable over
time, with the possible exception of the APV-pair gain, which is temperature dependent.
It will be possible to store the gain-calibrated strip data on disk to minimize the need for
database access when reprocessing the data.
Clusters are reconstructed in the strip tracker by searching for a seed strip with a signal to
noise ratio S/N > 3. Nearby strips are included in the cluster if they satisfy S/N > 2. Holes
are allowed inside clusters only if they are assigned to highly inclined tracks. The total signal
size of the cluster must exceed 5 times the square-root of the sum of the RMS-noise-squared
of the individual strips inside it.
The cluster position is usually determined from the centroid of the signal heights. The large
interchannel coupling in the strip tracker makes it non-trivial to determine the position from
the cluster edges, as is done for the pixel tracker. Nonetheless, this is done for very wide
clusters (containing at least 4 strips).
The position resolution is parameterized as a quadratic function of the projected track width
on the sensor in the plane perpendicular to the strips. The parameters are also dependent on
whether the observed cluster width is compatible with the track width and cluster position.
Figures 6.6a and 6.6b show the observed resolution in simulated data, together with the fitted
parameterization of it, for 2 principal categories of reconstructed clusters.
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Figure 6.6: Strip tracker cluster position resolution in simulated data as a function of the
projected track width. The 2 figures correspond, respectively, to clusters whose expected
width (derived from the track angle and reconstructed cluster position) is (a) 1 strip and (b)
more than 1 strip.
6.4.1.2

Pixel tracker clusterization

The cluster reconstruction algorithm for the pixel detector starts from a cluster seed, defined
as a pixel with S/N > 6. It then adds pixels adjacent to the cluster if they have S/N > 5,
continuing this process until no more adjacent pixels are found. Diagonally adjacent pixels
are considered adjacent. Finally the cluster is retained if its total charge has S/N > 10.1. The
same algorithm is applied to the barrel and forward pixel detectors.
The position of pixel clusters is estimated independently in both dimensions. It is based on
the relative charges of the pixels at the edges of the cluster and the associated reconstructed
track angle. Depending on the detector module orientation, both the track inclination and
the Lorentz shift can contribute to the charge sharing. More details of the procedure together
with the formulae used are given in [182].
The algorithm used needs as an input parameter the expected width of the charge distribution collected on the sensor surface. A precise charge width estimate is performed if the
impact angles of the particle on the detector are known from the partial track reconstruction,
otherwise the track impact angles are estimated from the polar and azimuthal angles of the
hit modules with all tracks assumed to originate from the nominal interaction point.
The error on the reconstructed position is estimated from the spatial displacement between
simulated and reconstructed hits (residuals) and error parameterization is performed as a
function of the cluster size and the rapidity. An additional and more precise error parameterization is performed when the track impact angles are available from the partial or complete
track reconstruction. A detailed description of the error and position assignment of pixel hits
can be found in [182].
The reconstruction inefficiency is defined as the fraction of simulated hits that do not have
any associated reconstructed hit. For the pixel detectors this is below 0.5%. The fraction
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of reconstructed hits that is not associated with any simulated hit (ghost hits) is less than
0.01%. Both the reconstruction efficiency and the ghost rate quoted here do not take into
account readout inefficiencies.
Typical simulated resolutions, for unirradiated sensors, are better than 15 µm in the barrel
in the transverse direction and vary between 15–30 µm for the barrel longitudinal direction
and for the endcap disks. The position resolution before and after irradiation was measured
in test beams with prototype sensors and a 3 T magnetic field. Along the r-φ direction the
measured resolution is between 4 and 15 µm for clusters of more than 1 pixel, depending of
the impact angle and on the irradiation fluence. To estimate the position resolution in CMS
conditions a sensor simulation was implemented which used the electric field profile measured with irradiated sensors and trapping of charge carriers. A detailed description of the
simulation program and of the data analysis can be found in [173]. Figure 6.7 shows the spatial resolution along the r-φ direction as a function of the angle between the track direction
and the normal to the sensor plane. The position resolution before irradiation depends only
weakly on the impact angle. After a fluence of Φ = 6.7 × 1014 n cm−2 , the bias voltage is increased to compensate for the charge losses. Due to the decreased amplitude of the Lorentz
deflection, the resolution degrades at large φ angles. A bias voltage of 450 V provides the
best position resolution at this fluence. At a fluence of Φ = 9.7 × 1014 n cm−2 the resolution
further deteriorates, however the optimal bias voltage is still below 600 V.
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Figure 6.7: Pixel position resolution along the r-φ direction as a function of the angle between
the track direction and the normal to the sensor plane. The resolution is calculated for an
unirradiated sensor (solid line) and for sensors exposed to an irradiation fluence of Φ =
6.7 × 1014 n cm−2 (dashed lines) and Φ = 9.7 × 1014 n cm−2 (dotted lines). For the irradiated
sensors, the position resolution is calculated at different bias voltages.
In the default mode the pixel simulation is tuned to unirradiated sensors, therefore the best
position resolution is used in most physics studies.
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Seed generation

Seed generation provides initial trajectory candidates for the full track reconstruction. A seed
must define initial trajectory parameters and errors. They can be obtained externally to the
Tracker, using inputs from other detectors, but the precision of initial trajectory parameters
obtained in such a way is, in general, poor. Another way is to construct seeds internally. In
this case each seed is composed from the set of reconstructed hits that are supposed to come
from 1 charged particle track. Since 5 parameters are needed to start trajectory building, at
least 3 hits, or 2 hits and a beam constraint, are necessary. If the beam constraint is used it is
removed during the final fit. Hits that are seed constituents are provided by the dedicated
reconstruction.
6.4.2.1

Regional seed generation

Although the external information is usually not sufficient for full seed definition it is still
useful to constrain the search area for its constituents.
A major improvement in the current implementation is the possibility to do the reconstruction in the region of interest only (regional reconstruction), which is now appearing to be
an important requirement for the online software. The key concept for the new regional
reconstruction software is called the “TrackingRegion.” It is meant to be an abstract definition of the region of interest with kinematical constraints. The TrackingRegion specifies
the direction around which the region is defined, the (signed) inverse transverse momentum
range, and the allowed position of the track impact point (vertex along beam line and maximum allowed distance from vertex in the transverse plane and along the beam line). Two
concrete implementations are provided: “GlobalTrackingRegion” and “RectangularEtaPhiTrackingRegion.” The latter allows the direction to be constrained within a given range of η
and φ. Regional seed generation reconstructs sets of hits which are compatible with a track
passing the kinematical requirements of the TrackingRegion.
6.4.2.2

Choice of the layers for hit finding

In the baseline, seeds are defined by pairs of pixel hits. The pixel detector is well suited for
seeding purposes because of its low occupancy. Furthermore, pixel hits are the most precise,
close to the beam pipe, and have both r-φ and z-r coordinate measurements. To assume
maximal efficiency for finding hit pairs in each direction, 3 combinations of layer pairs are
used.
6.4.2.3 Hit-pair finding
The finding of hit pairs that are constituents for seeds can be decomposed into the following
tasks:
• First hit finding—searching for hits in the region of interest. It is straightforward
for the GlobalTrackingRegion, where all hits from a given “DetLayer” (ORCA terminology corresponding in the case of the pixel detector to a forward disk or barrel layer) are compatible. For the RectangularEtaPhiTrackingRegion the allowed
range for hit positions is predicted analytically. The compatible hits are collected
only from the “DetUnits” (corresponding to a module in the case of the pixel detector) compatible with the prediction.
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• Second hit finding—for each selected hit, inner DetLayers are searched for a second hit compatible with the first one. The analytical prediction for the hit’s position is computed independently in the r-φ and r-z planes. Since hits from a
given DetLayer are accessed more than once, the result is stored in a cache. The
hits in the cache are sorted in φ, which allows operation on hit ranges rather than
hit-by-hit accessing.
The performance of the hit-pair finding is shown in Figures 6.8-6.10.
6.4.2.4 Conversion of hit pairs to seeds
Seed creation is much more computationally intensive than just the 2 (at least) hits used
for its definition. Seed construction involves computation of the “FreeTrajectoryState,” construction of an error matrix, and definitions of the first 2 “TrajectoryMeasurements” and a
“TrajectoryStateOnSurface.” The time to generate a seed is about 0.3 ms/seed.
6.4.2.5 Additional seed generators for specific purposes
Although the time for single seed creation is small, the large number of combinatorial hit
pairs may lead to significant and unacceptable time spent in the overall seed generation. To
reduce the combinatorics, additional special-case seed generators are provided:
• Triplet-based seed generation:
This involves reconstruction of pixel-hit triplets instead of pairs. Since the pixel
detector has only 3 layers, the reconstruction cannot be fully efficient. These seeds
can actually be used as tracklets in applications that require high speed, like the
first stages of the High Level Trigger. Performance plots for pixel triplets are
shown in Figure 6.11.
• Seed generator from hit pairs with vertex reconstruction:
This involves reconstructing primary vertices with triplets of pixel hits. The reconstructed vertices are used as a vertex constraint of the tracking region. A reduction
of ghost-hit pairs by a factor of 10 (50) can be obtained for low (high) luminosity.
The efficiency depends highly on the event type (60–100%).
Another type of seed generator is the generator based only on hits from the strip tracker. It
can be especially useful for the detector at start-up, when the pixel detector will not yet be installed, or installed in an incomplete configuration. The hit-pair finding algorithm described
above is applied to pairs of layers of silicon-strip detectors.
The efficiency of the pixel-less seed generation for one particular choice of the seeding layers
(first 3 TIB layers, the TID layers, and the innermost 2 rings of the first 3 TEC layers) is shown
in Figure 6.12 for a sample of muons with transverse momentum of 1 GeV/c. This figure
also shows the global efficiency of the pixel seeding, which is limited by the geometrical
acceptance of the pixel detector.
It is also possible to combine the pixel layers with some silicon layers. An example of
“mixed” seeding is also shown in Figure 6.12. In this case the 2 innermost rings of the first 3
TEC layers were added to the pixel layers to extend the coverage at high pseudorapidity.
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6.4.3
6.4.3.1

Pattern recognition
Description of the algorithm

The pattern recognition is based on a combinatorial Kalman filter method. The filter proceeds iteratively from the seed layer, starting from a coarse estimate of the track parameters
provided by the seed, and including the information of the successive detection layers one
by one. On each layer, i.e., with every new measurement, the track parameters are known
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Figure 6.10: The real CPU time (2.8 GHz Xeon) used to reconstruct hit pairs as a function
of region size. The sample is h → eeµµ events with (left) low and (right) high luminosity
pile-up.
with a better precision, up to the last point, where they include the full tracker information.
First, a dedicated navigation component determines which layers are compatible with the
initial seed trajectory. The trajectory is then extrapolated to these layers according to the
equations of motion of a charged particle in a magnetic field, accounting for multiple scattering and energy loss in the traversed material.
Since several hits on the new layer may be compatible with the predicted trajectory, several
new trajectory candidates are created, 1 per hit. In addition, 1 additional trajectory candidate
is created, in which no measured hit is used, to account for the possibility that the track did
not leave any hit on that particular layer. This fake hit is called an “invalid hit.”
Each trajectory is then “updated” with the corresponding hit according to the Kalman filter
formalism. This update can be seen as a combination of the predicted trajectory state and the
hit in a weighted mean, as the weights attributed to the measurement and to the predicted
trajectory depend on their respective uncertainties.
All resulting trajectory candidates are then grown in turn to the next compatible layer(s),
and the procedure is repeated until either the outermost layer of the tracker is reached or a
“stopping condition” is satisfied. In order not to bias the result, all trajectory candidates are
grown in parallel. To avoid an exponential increase of the number of trajectory candidates,
the total number of candidates is truncated at each layer. To limit the number of combinations, and hence to avoid an exponential increase thereof, only a limited number of these are
retained at each step, based on their normalized χ2 and number of valid and invalid hits.
6.4.3.2

Tunable parameters, regional and partial tracking

This algorithm is configurable through several parameters. Depending on their values, it can
provide either a high track finding efficiency, as needed offline, or very fast CPU performance
suitable for use in the HLT.
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Figure 6.11: The performance of triplet finding: (top left) algorithmic and global efficiency,
(top right) reconstructed number of triplets, and (bottom) purity. The efficiency (region size
is ∆η ×∆ϕ = 0.2×0.2) is measured with single muon events, thus quoted efficiency does not
take into account a few percent loss due to luminosity dependent readout losses. The purity
is defined as the number of reconstructed full tracker tracks to triplets used for seeding.
The number of triplets and purity plots are made with muons in bb̄ jets in high luminosity
environment. In this case the reconstruction region is centered on the jet direction.
These main parameters are (default values, used in the production of DSTs and for the performance plots (unless stated otherwise) are given in brackets) the following:
• the maximum number of candidates that are propagated at each step (5)

• the inclusion of an invalid hit in the list of compatible hits, when the latter is not
empty (always include invalid hit)
• the maximum χ2 of the hits considered compatible with the predicted track state
(30)
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Figure 6.12: The global hit-pair finding efficiency as a function of pseudorapidity for single
muons with transverse momenta of 1 GeV/c, shown for pixel-less seeding, pixel seeding,
and mixed seeding.
• the maximum number of invalid hits, i.e., crossings of sensitive detectors without
a measurement (1)
• the maximum number of consecutive invalid hits (1)
• the minimum transverse momentum (0.9)
• the minimum number of hits per track (5)

In addition, it is possible to specify an arbitrary stopping condition, in which case the pattern
recognition is interrupted before the end of the tracker is reached (partial track reconstruction).
Such a condition is typically used in the HLT, since the required accuracy on track parameters
is often reached after 5 or 6 hits, and the continuation of the pattern recognition to 12–13 hits
would be a waste of CPU time.
If the track reconstruction is constrained to a region, the constraint affects mostly the seed
generation phase. The only constraint that can be applied effectively at the pattern recognition stage is the transverse momentum cut.
6.4.3.3

Combinatorial behaviour of the pattern recognition algorithm

When a trajectory is propagated to a given layer, the uncertainty of the predicted state
(Fig. 6.13) has a direct effect on pattern recognition, since it determines the compatibility
between the trajectory and nearby hits. The number of compatible hits found on a layer determines the increase of the number of trajectories to be propagated, as the initial trajectories
are multiplied by the number of hits found.
In the barrel, a large fraction of the seeds are composed of hits in the first 2 pixel layers, and
the seed trajectories are first propagated from the second to the third layer. With the limited
information available at that stage, the parameters of the trajectories are still poorly defined,
and the uncertainties of the predicted states are quite large. Even though the uncertainty is
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large, due to the very fine granularity and the low occupancy of the pixel detectors, only 2
hits are usually found to be compatible, the correct hit and the invalid hit. As a consequence,
the contamination of the trajectories formed when the found hits are included is very low.
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Figure 6.13: Upper figures: Mean uncertainties of the predicted state in the barrel (left) and
forward tracker (right) in the transverse (r-φ) and longitudinal (r-z) planes. Lower figures:
number of compatible hits (including invalid hit(s)) found per trajectory, when leaving the
pixel barrel layer 3 (left) and TIB layer 3 (right). Simulated b-jets with transverse momenta
between 120 and 170 GeV/c are used, with low luminosity pile-up included.
When these trajectories are propagated to the first TIB layer, the uncertainty on the predicted
state increases and the distribution broadens due to the large gap between the 2 layers (approximately 13 cm) and the small lever arm of the initial trajectories (approximately 6 cm).
As a strip detector with approximately 10-cm-long strips, and thus with a higher occupancy,
is now reached, the number of compatible hits on that layer is larger (Fig. 6.13, bottom-left),
and the contamination by spurious hits markedly higher. Nevertheless, when the hit is included, the trajectories are now much better defined, with a larger lever arm. When these
are then propagated to the next layer, TIB layer 2, the uncertainties of the predicted states are
again reduced, which in turn reduces the number of spurious hits found on that layer and
the contamination decreases to a negligible level. Indeed, many of the trajectories containing
spurious hits have now been discarded, either because they were not retained for a further
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propagation, or because no compatible hits were found when propagated. From there on, for
the subsequent propagations through the rest of the barrel, the trajectories are well defined
and the contamination stays at the same low level (Fig. 6.13, bottom-right).
While navigation in the barrel is quite easy, it is more complex in the transition region. Due
to the difficult geometry, the navigation can point to several layers. For example, for high-η
tracks leaving the forward pixel disk 2, all 3 inner disks and the first 3 endcap disks could be
compatible with the initial trajectory. When these layers are queried for compatible hits, each
of these returns at least the invalid hit. As the propagation distance to some of these layers
can be quite large, the uncertainties are comparatively large, and the probability of finding
a spurious hit increases. There is as such a much higher number of compatible hits and a
higher contamination from spurious hits. Once the trajectory is in the endcap, the navigation
is easy again: many of the trajectories containing spurious hits are quickly discarded and the
contamination is reduced.

6.4.4

Ambiguity resolution

Ambiguities in track finding arise because a given track may be reconstructed starting from
different seeds, or because a given seed may result in more than 1 trajectory candidate. These
ambiguities, or mutually exclusive track candidates, must be resolved in order to avoid double counting of tracks.
The ambiguity resolution is based on the fraction of hits that are shared between 2 trajectories. For any pair of track candidates, this fraction is defined in the following way:
fshared =

hits
Nshared
,
min(N1hits , N2hits )

where N1hits (N2hits ) is the number of hits in the first (second) track candidate. If this fraction
exceeds a value of 0.5, the track with the least number of hits is discarded, or, if both tracks
have the same number of hits, the track with the highest χ2 value is discarded.
The ambiguity resolution is applied twice: the first time on all track candidates resulting
from a single seed, and the second time on the complete set of track candidates from all
seeds.

6.4.5

Track fitting and smoothing

For each trajectory, the building stage results in a collection of hits and in an estimate of
the track parameters. However, the full information is only available at the last hit of the
trajectory and the estimate can be biased by constraints applied during the seeding stage.
Therefore the trajectory is refitted using a least-squares approach, implemented as a combination of a standard Kalman filter and smoother.
The Kalman filter is initialized at the location of the innermost hit with an estimate obtained
during seeding. The corresponding covariance matrix is scaled by a large factor in order to
avoid any bias. The fit then proceeds in an iterative way through the list of hits. For each
valid hit the position estimate is re-evaluated using the current values of the track parameters: information about the angle of incidence increases the precision of the measurement
especially in the pixel modules. The track parameters and their covariance matrix are updated with the measurement and the trajectory is propagated to the surface associated with
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the next hit. The track parameters and their covariance matrix are modified according to the
estimates for energy loss and multiple scattering at the target surface and the sequence is
repeated until the last hit is included.
This first filter is complemented with a smoothing stage: a second filter is initialized with the
result of the first one—except for the covariance matrix, which is scaled with a large factor—
and run backward toward the beam line. At each hit the “updated” parameters of this second
filter, which contain all information from the outermost hit up to and including the current
hit, are combined with the “predicted” parameters of the first filter, i.e., the information from
the innermost hit outward, but excluding the current hit.
This filtering and smoothing procedure yields optimal estimates of the parameters at the
surface associated with each hit and, specifically, at the first and the last hit of the trajectory.
Estimates on other surfaces, e.g., at the impact point, are then derived by extrapolation from
the closest hit.

6.4.6
6.4.6.1

Track reconstruction performance
Efficiency and fake rate

The efficiency of reconstructing single tracks with the combinatorial Kalman filter has been
estimated using samples of muons and pions with transverse momenta of 1, 10, and 100
GeV/ c. For this analysis, tracks are reconstructed using seeds in the pixel detector and
default settings for the pattern recognition, ambiguity resolution, and fitting stages. Reconstructed tracks are required to have a minimum of 8 hits, with a hit missing in at most 1
layer, and pT > 0.8 GeV/c. A track is deemed to be successfully reconstructed if it shares
more than 50% of the hits with a simulated track.
To measure the track reconstruction efficiency, 2 definitions of efficiency are used, as in the
case of the seed generator. The algorithmic efficiency is the efficiency of reconstructing correctly tracks with pT > 0.9 GeV/c which have simulated hits in at least 8 layers in the tracker,
of which at least 2 are in the pixel detector, and which are originating in a region compatible
with the seeding requirements. It measures directly the performance of the track reconstruction algorithm. It is essentially the efficiency of the pattern recognition stage, the other
stages being fully efficient. The global efficiency is the reconstruction efficiency for all tracks
with pT > 0.9 GeV/c and with a production vertex inside the beam pipe. In addition to
the efficiency of the algorithm, it includes the acceptance, hit efficiency, and any other factor
influencing reconstruction. It mainly differs from the algorithmic efficiency in the forward
region, with the loss of coverage by the disks, especially in the pixel system. The fake rate is
defined as the fraction of reconstructed tracks that could not be associated with a simulated
track of pT > 0.7 GeV/c.
The efficiency for single particles is shown in Figure 6.14. As the algorithmic efficiency indicates, the pattern recognition is fully efficient for pseudorapidities up to |η| = 2.4. For the
global efficiency (Fig. 6.14), the drop of efficiency in the region |η| < 0.1 is due to the gaps
between the sensors in the ladders of the pixel detector at z = 0. The alignment of the gaps
in the 3 layers causes some tracks not to have the 2 required pixel hits. At high η, the drop
of efficiency is mainly due to the lack of coverage by the 2 pairs of forward pixel disks. For
hadrons, the global efficiency is obviously lower than for muons because hadrons interact
with the material present in the tracker.
The global and algorithmic efficiencies and the fake rate for tracks in b jets with transverse
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Figure 6.14: Algorithmic (left) and global track reconstruction efficiency (right) for muons
(top) and pions (bottom) of transverse momenta of 1, 10 and 100 GeV/c.
momenta in the range 120–170 GeV/c and including low luminosity pile-up are shown in
Figure 6.15. The track selection used for this analysis is a very loose one, and the efficiency
and fake rate can be tuned by applying additional quality criteria. The most important parameters that are available for such a selection are the number of hits used in the track fit, the
number of invalid hits, and the χ2 . As an example, the change of global efficiency and fake
rate as a function of the cut on the normalized χ2 are also shown in Figure 6.15.
6.4.6.2 Resolution
Five parameters are chosen to describe a track: d0 , z0 , φ, cot θ, and the transverse momentum
pT . The track parameters are defined at the point of closest approach of the track to the beam
axis (called the impact point); d0 and z0 hence measure the coordinate of the impact point
in the transverse and longitudinal plane (d0 = y0 cos φ − x0 sin φ, where x0 and y0 are the
transverse coordinates of the impact point). The azimuthal angle of the momentum vector
of the track, φ, is taken at the impact point, and θ is the polar angle. Figure 6.16 shows
the resolution of the 5 track parameters for samples of single muons with pT of 1, 10, and
100 GeV/c.
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Figure 6.15: Global track reconstruction efficiency for b jets with transverse momenta between 120 and 170 GeV/c, including low luminosity pile-up. Upper row: algorithmic and
global efficiency. Lower row: fake rate and evolution of the average efficiency and fake rates
for different cuts on the normalized χ2 of the track.
The resolution of the transverse momentum is shown in Figure 6.16a. At high momentum
(100 GeV/c), the resolution is around 1–2% up to a pseudorapidity of |η| = 1.6; for higher
values of |η| the lever arm of the measurement is reduced. The degradation around |η| = 1.0
is due to the gap between the barrel and the endcap disks and the degradation beyond |η| =
1.2 is due to the lower hit resolution of the last hits of the track measured in the TEC ring 7
with respect to the hit resolution in the TOB layers 5 and 6. At a transverse momentum of
100 GeV/c, the material in the tracker accounts for between 20% and 30% of the transverse
momentum resolution; at lower momenta, the resolution is dominated by multiple scattering
and its distribution reflects the amount of material traversed by the track. The resolutions
of the transverse and longitudinal impact parameters d0 and z0 are shown in Figures 6.16d
and 6.16e. At high momentum, the d0 resolution is fairly constant and is dominated by
the hit resolution of the first hit in the pixel detector. At lower momenta, the d0 resolution
is progressively degraded by multiple scattering, until the latter becomes dominant. The
z0 resolution of high momentum tracks is also dominated by the hit resolution of the first
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pixel hit, with multiple scattering dominating at low momentum. The improvement of the
z0 resolution up to a pseudorapidity of |η| = 0.5 can be attributed to the fact that in the
barrel, as the angle with which the tracks cross the pixel layers increases the clusters become
wider, improving the pixel-hit resolution. The average reduced χ2 is close to 1 as shown in
Figure 6.16f.

6.4.7

Fast track reconstruction with pixel detector only

As explained in Section 6.4.2, triplets of hits found in 3 different layers of the pixel detector
(pixel triplets) may be used to create a collection of seeds for offline track reconstruction. In
certain cases where speed is an important requirement and the highest possible efficiencies
are not a key issue—like HLT b-jet and τ tagging, HLT muon isolation—the hit triplets can
be converted into tracks without further propagation into the tracker.
The pattern recognition performance for pixel triplets is shown in Figure 6.11. Evidently,
requiring 3 hits out of 3—together with the beam or vertex constraint—is a sufficient condition to yield good pattern recognition results. Depending on the definition of the region
and luminosity, approximately 90% of the triplets corresponds to real tracks. Of course, the
requirement that 3 hits are found in 3 layers lays a constraint on the efficiency. Whereas
the algorithmic efficiency—the probability of finding the correct triplet if at least 3 hits have
been found—is close to 100%, the global efficiency is 80–90% (luminosity dependent), due to
geometrical coverage, pixel inefficiencies, and readout losses.
The determination of the track parameters and errors is optimized for speed. Nevertheless,
tracks created from hit triplets reach a acceptable resolution. The main limitation comes from
the small lever arm of the pixel detector. In Figure 6.17 the transverse impact parameter resolution is shown versus transverse momentum. Clearly, there is a rapid degradation of the
transverse momentum resolution toward large transverse momenta. The uncertainty of the
transverse momentum determination affects the extrapolation to the beam line. The transverse impact parameter resolution versus transverse momentum and for 2 pseudorapidity
bins is shown in the right plot of Figure 6.17.
The most important characteristic of the pixel-only track finder is its timing performance. For
the regional cases the timing does not exceed 20 ms/event (high luminosity, 2.4 GHz Xeon)
and reaches about 110 ms/event for global reconstruction. Given the favourable balance
between tracking performance and CPU requirements, tracks based on pixel hit triplets form
a valuable asset in the first stages of the High-Level Trigger.

6.4.8

Track reconstruction in heavy-ion collisions

The extremely high particle density in heavy-ion collisions of up to 3000 charged particles
per unit rapidity in central events leads to a very high detector occupancy in the silicon-strip
detectors.
6.4.8.1

Modifications to the algorithm

To make the track reconstruction algorithm robust against the combinatorial problem resulting from the high particle density the default track reconstruction procedure is modified as
follows:
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Figure 6.16: Resolution of the 5 track parameters for single muons with transverse momenta
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parameter, e) cot θ, and f) reduced χ2 .
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Figure 6.17: Transverse momentum (left) and transverse impact parameter (right) resolution
for single muon tracks, created directly from hit triplets.
• The seeding of the track reconstruction relies on 3 hit combinations in the pixel
detectors to achieve more precise initial estimates of the track parameters.
• Merged hits are recognized in the silicon-strip detectors by comparing the found
cluster width with the width expected from the angle of the trajectory to the detector surface. An error proportional to the cluster width is assigned to merged
hits.
• In the final smoothing step hits in the double silicon-strip layers are split and
treated as separate hits.
The number of fake tracks in the data sample can be controlled by imposing constraints on
the quality of the reconstructed tracks. The reconstruction quality is addressed by the number of reconstructed hits on the track, the χ2 -probability of the track fit, and the compatibility
of the track with the event vertex. The corresponding distributions are shown in Figure 6.18.
6.4.8.2

Performance

The performance of the track reconstruction algorithms in heavy-ion collisions was evaluated using a data sample generated using the HYDJET event generator [183] with parameters
tuned to yield a charged particle density at midrapidity dN/dy of about 3000.
With the modifications mentioned above, a high algorithmic reconstruction efficiency can
be achieved in central heavy-ion collisions while retaining a very low fake rate. Figure 6.19
shows the track reconstruction efficiency and fake rate as a function of transverse momentum
in the barrel region of the tracker for 2 sets of quality cuts imposed on the reconstructed
tracks.
The momentum and impact parameter resolution achieved in heavy-ion collisions (Fig. 6.20)
is comparable to the resolution in low-occupancy p-p events.
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resolution. Central panel: Transverse impact parameter resolution. Right panel: Longitudinal impact parameter resolution.
6.4.8.3

High occupancy effects in detector hardware and readout

To demonstrate the feasibility of reconstructing charged particles in the high occupancy environment of heavy-ion collisions, a detailed study was performed using a full detector simulation and reconstruction while checking at each stage of the readout chain of the various
detector components that the readout electronics and buffers can cope with the high hit density. All detector components were found to be fully functional, however 2 effects were
identified that could lead to a potential loss of reconstruction efficiency.
The first effect is due to the Common Mode Noise (CMN) subtraction in the silicon-strip
tracker. The tracker data are likely to be subject to common-mode variations, whose magnitude is not yet known. In the present hardware design, optimized for p-p collisions, the
FED estimates the common-mode offset event-by-event for each APV. The offset is estimated
by calculating the median ADC value of the data on the 128 strips read by the APV. At high
occupancy this simple algorithm introduces a false common mode offset that is dependent
on the detector occupancy, which in turn leads to an inefficiency in the hit finding. This inefficiency can be fully recovered with a more sophisticated common-mode offset estimation.
Currently more sophisticated and robust algorithms for the CMN subtraction that could be
implemented in the FED firmware are under evaluation. If achieving sufficiently robust
performance requires a CPU-intensive algorithm that cannot be implemented in the FED
firmware, the low interaction rate for Pb-Pb collisions of 8 kHz allows the detector to be read
in non-zero-suppressed mode. In that case, the CMN subtraction could be done in the HLT
farm, where more CPU power would be available.
The second effect influencing the reconstruction efficiency are highly ionizing particles. The
high particle density in heavy-ion collisions also results in a high probability of hadronic
interactions with the detector material. This results in a large charge deposit in the active
detector volume. High amounts of charge will saturate the dynamic range of the readout
electronics resulting in a loss of reconstructed hits. This effect is commonly referred to as the
HIP effect and has been extensively studied for p-p interactions [184]. The HIP effect in the
silicon tracker can be simulated in the ORCA reconstruction package, based on a parameterization of test-beam results. The inefficiency due to this effect is estimated by comparing the
same data sample reconstructed with and without simulating this effect. An overall loss of
3–5% reconstruction efficiency is observed for central Pb-Pb collisions.
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Table 6.3: The mean number of simulated tracks with pT > 0.7 GeV/c per vertex, the mean
number of reconstructed tracks associated to the simulated tracks, and the average transverse momentum of the reconstructed tracks.
Sample
# SimTracks # RecTracks Mean pT ( GeV/c)
Bs → J/ψ φ (Secondary Vertex)
4
4
3.5
Bs → J/ψ φ (Primary Vertex)
28.9
12.4
1.6
H → γγ, gg fusion
52.1
23.2
2.0
Drell-Yan µ+ µ−
50.6
22.7
7.2
tt̄H, H(mH = 120 GeV/c2 ) → bb̄
79.3
44.3
4.0

6.5 Vertex reconstruction

Vertex reconstruction usually involves 2 steps, vertex finding and vertex fitting. Vertex finding involves grouping tracks into vertex candidates. The vertex-finding algorithms can be
very different depending on the physics case (primary or secondary vertex finding, reconstruction of exclusive decays, etc.). Vertex fitting involves determining the best estimate of
the vertex parameters (position, covariance matrix, and track parameters constrained by the
vertex position and their covariances) for a given set of tracks, as well as indicators of the fit
quality (total χ2 , number of degrees of freedom, or track weights).
Since some vertex-finding algorithms use vertex-fitting algorithms to associate tracks with
a given vertex candidate, vertex-fitting algorithms are described first. On-line and off-line
primary vertex reconstruction are described next. Then off-line secondary vertex finding
algorithms are discussed. An evaluation of the impact of tracker misalignment on vertex
reconstruction is given. Finally, the strategy to measure the beam spot position at the HighLevel Trigger is described.
Vertex reconstruction is studied in several different physics channels that are representative
of the event kinematics expected at the LHC. To study primary vertices, the following channels are chosen: Bs → J/ψ φ, H → γγ (produced through gg and vector-boson fusion), tt̄H
√
with H(mH = 120 GeV/c2 ) → bb̄, Drell-Yan µ+ µ− production with s = 115 GeV/c, u dijet
jet
jet
< 100 GeV, b-jet events with 30 GeV < ET
< 50 GeV where at
events with 50 GeV < ET
least 1 b-jet is within the tracker acceptance, and tt̄ events.
The average track multiplicities and track transverse momenta for some of the samples studied are summarized in Table 6.3. The difference between the simulated and reconstructed
track multiplicities is due to the tracker acceptance (|η| < 2.5), the pT requirement applied
during track seed generation (0.9 GeV/c by default), and the 15% track reconstruction inefficiency for hadrons arising from nuclear interactions in the tracker. All samples are simulated
with low luminosity pile-up (L = 2 × 1033 cm−2 s−1 ).
The secondary vertex of the decay Bs → J/ψ φ is also studied, since a precise determination
of the decay position is essential for both the selection and for the measurement of the parameters of interest. In this case, exactly 4 tracks with relatively low transverse momentum
are fitted to the vertex. These tracks are usually selected using only kinematic requirements,
and do not rely on a vertex-finding technique such as those used for the primary vertex.
A cut on the transverse momentum of the muons is made during Monte Carlo generation.
Therefore, only decays for which both muons have a transverse momentum above 2 GeV are
retained.
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Vertex fitting
Algorithms

Several vertex-fitting algorithms have been implemented and studied, differing mainly in
their sensitivity to outlying tracks, that is, either mismeasured tracks or tracks from another
vertex. The implemented algorithms can be divided into linear (least-squares) and nonlinear
algorithms, the latter being more robust with respect to outlying tracks. In least-squares
algorithms all tracks are used with equal (unit) weight. Nonlinear algorithms are able to
down-weight or discard tracks, making them less sensitive to outliers.
The most often used algorithm for vertex fitting is the well-known Kalman filter (KVF) [185].
It is mathematically equivalent to a global least-squares minimization, which is the optimal
estimator when the measurements are Gaussian and the fitted parameters depend linearly
on those measurements. The filter can also compute an improved estimate of the track momenta, using both the vertex and the resulting track-to-track covariance matrices as constraints [186].
A robust filter introduced for the first time in CMS is the Adaptive Vertex Fitter (AVF) [187,
188, 189]. It is an iterative re-weighted fit which down-weights tracks according to their
reduced (χ2 ) distance from the vertex. The weights vary from one iteration to the next, until
the fit converges. This algorithm has the advantage that the weights can be fractional (soft
assignment). No prior estimate of the track weights or of the fraction of outliers is needed.
The Trimmed Kalman Fitter (TKF) is the conventional robust version of the Kalman vertex
fitter, where tracks incompatible with the vertex are removed one by one from the vertex,
starting with the least compatible track [186]. It is a hard-assignment, iterative fit.
6.5.1.2

Performance

The performance of the filters has been assessed using the samples described above. Only
reconstructed tracks matched to simulated tracks that were produced in the relevant decay
are used in the fit, without any selection cuts. As such, only mismeasured tracks can potentially be included in the fit, with contamination from tracks from another vertex having been
eliminated.
The main statistical properties of the fits are summarized in Table 6.4. The average weight
is the average of the sum of the track weights normalized by the number of initial tracks
associated to each vertex. For the Kalman filter, all tracks are used with unit weight, while for
the Trimmed Kalman Fitter, the weight of a discarded track is zero, and the average weight
is equivalent to the average fraction of tracks remaining. The failure rate is the fraction of
vertex fits where either the fit did not converge, or the sum of the weights of all the tracks
was smaller than 1.
For vertices fitted with the Kalman filter, a large number of fits have a low χ2 -probability,
typically below 0.01. These have been shown to be due to non-Gaussian tails in the distribution of the track parameter errors [190]. In the case of the decay Bs → J/ψ φ, approximately
10% of the fits have a χ2 -probability below 0.01. For tt vertices, however, this number can be
as high as 80%. For the nonlinear filters, a “pseudo-χ2 ” variable can be defined in analogy
with the Kalman filter. This pseudo-χ2 will obviously not be χ2 -distributed. The distributions of the pseudo-χ2 -probability do not feature the peak at low values observed in the
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Table 6.4: The main statistical properties of the 3 vertex fitting algorithms, determined using
different data samples, assuming a perfectly aligned tracker. The average computation time
per fit and failure rate are also given.
Filter Average Average Average Average Failure
χ2 /ndf
P (χ2 )
Weight
Time
Rate
(ms)
(%)
Bs → J/ψ φ - secondary vertex
KVF
1.32
0.46
1
1.2
0
AVF
0.97
0.52
0.927
3.8
0.025
TKF
0.73
0.61
0.927
2.1
0.074
Bs → J/ψ φ - primary vertex
KVF
1.29
0.47
1
3.3
0
AVF
0.79
0.68
0.929
12
0.01
TKF
0.68
0.77
0.934
7.7
0.1
H → γγ (GF) - primary vertex
KVF
1.42
0.45
1
7.4
0
AVF
0.74
0.8
0.929
32
0.01
TKF
0.65
0.88
0.935
24
0.091
+
−
Drell-Yan µ µ - primary vertex
KVF
1.78
0.31
1
8
0.01
AVF
0.83
0.72
0.91
33
0.04
TKF
0.7
0.84
0.913
27
0.12
tt̄H, m(H) = 120 GeV/c2 - primary vertex
KVF
2.05
0.21
1
13
0
AVF
0.77
0.87
0.905
54
0
TKF
0.67
0.95
0.911
60
0.01
case of the Kalman filter. By construction, tracks with a large χ2 -distance to the vertex, and
hence a large contribution to the pseudo-χ2 , are down-weighted, shifting the distribution of
the pseudo-χ2 -probability to higher values. The average weight and the average number
of discarded tracks for the Adaptive filter and the Trimmed Kalman Fitter are very similar,
even though the former uses a soft track-assignment and the latter a hard track-assignment.
Since, on average, the same number of tracks remain associated to the vertex, the estimated
position from the 2 filters is nearly equal. The Trimmed Kalman Fitter exhibits the highest
failure rate, on the order of 0.1%.
The Kalman filter is the fastest of the 3 filters, as the nonlinear filters have to perform more iterations. The Trimmed Kalman Fitter is faster than the Adaptive filter for track multiplicities
below approximately 30, and slower for larger multiplicities, indicating different algorithm
complexities.
The estimated vertex position and associated errors for a perfectly aligned tracker are summarized in Table 6.5. To characterize the residual distributions, the mean (or bias) and the
standard deviation (or resolution) of a Gaussian fitted to the distribution are given. The contributions from the tails have been estimated by determining the half-widths of the symmetric intervals covering 95% of the distribution (95% coverage) and are also quoted. In case of
a Gaussian distribution, the 95% coverage corresponds to twice the standard deviation. The
standardized residual (or pull) distributions are also fitted with a Gaussian distribution, and
the standard deviation is quoted as the pull value. The distribution of pulls is well described

6.5. Vertex reconstruction

263

Table 6.5: The resolution, 95% coverage, and pull of the x and z-coordinates of the reconstructed vertex from the 3 vertex-fitting algorithms, determined using different data samples,
assuming a perfectly aligned tracker. The biases are compatible with zero and are not shown.
Filter
x-coordinate
z-coordinate
σ
95% Cov. Pull
σ
95% Cov. Pull
( µm)
( µm)
( µm)
( µm)
Bs → J/ψ φ - secondary vertex
KVF
54.8
164
1.08 73.8
471
1.08
AVF
53.6
155
1.02
73
440
1.02
TKF
54
174
1.04
75
502
1.05
Bs → J/ψ φ - primary vertex
KVF
44.1
176
1.11 54.3
224
1.07
AVF
38.4
94.9
0.94 48.7
140
0.94
TKF
39.4
98.7
0.97 49.5
144
0.95
H → γγ - primary vertex
KVF
28.1
124
1.11
34
152
1.06
AVF
22.1
73.7
0.9
29.2
106
0.9
TKF
23
74.9
0.93 29.6
111
0.92
Drell-Yan µ+ µ− - primary vertex
KVF
15.5
77.1
1.51 26.5
119
1.48
AVF
12.7
39.2
1.21 22.5
60.4
1.18
TKF
13.6
39.6
1.21
23
62.5
1.18
tt̄H, m(H) = 120 GeV/c2 - primary vertex
KVF
14
118
1.51 17.9
122
1.46
AVF
9.55
21.1
0.99
13
30.3
1
TKF
9.87
21.7
1.01 13.3
31.7
1.02
by a single Gaussian distribution.
The resolutions of the reconstructed vertex improve with the number of tracks and their
average transverse momentum. The residual and the pull distributions for the z-coordinates
exhibit a significantly larger tail contribution than the corresponding distributions for the
transverse coordinates. Comparing the different filters, the nonlinear filters are more precise
than the Kalman filter, especially in high track-multiplicity scenarios, as the outliers can be
more easily identified and the vertex better defined by the remaining tracks:
• In the case of tt̄H events, the improvement on the resolution is large (on the order
of 30%), and the tails are significantly reduced. The estimated vertex covariance
matrix in tt̄H events is much more accurate with the robust filters, the pull distributions being almost perfectly Gaussian with a standard deviation very close to
1.
• In the fit of Bs decay vertices, where only 4 tracks are fitted, little improvement can
be seen on the estimated positions with respect to those obtained with the Kalman
filter, with only a slight improvement of the coverage. The estimated covariance
matrix is slightly more accurate than with the Kalman filter.
In the case of the decay Bs → J/ψ φ, the improvement of the resolution of the primary vertex
provided by robust filters yields an improvement in the reconstructed proper decay length.
For the Kalman filter, the resolution is 40.6 µm and the 95% coverage is 129 µm, while for the
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Adaptive Vertex Fitter, the resolution is 37.4 µm and the 95% coverage is 100 µm.

6.5.2

The kinematic vertex fit

The kinematic vertex fit has been described extensively in [191]. The goal of a kinematic
fit is to improve the resolution of experimental measurements by introducing constraints
derived from physics laws into the minimization problem. It is based on a least-squares
minimization, where constraints are introduced using the Lagrange multipliers technique.
This technique was chosen because it allows modelling of the constraints by linear equations,
easing minimization. However, the constraints must always be satisfied exactly.
The Bs → J/ψ φ signal sample is used here, without applying trigger or selection cuts. The
most important parameters for a full analysis are the mass of the reconstructed Bs and the
position of its decay vertex.
The performance of the kinematic fit should be gauged with respect to the results obtained
using the Kalman filter, where the mass of the Bs candidate is calculated at the secondary vertex from the tracks refitted with the vertex constraint. The distribution of the reconstructed
mass residual thus obtained is shown in Figure 6.21 (left). When fitting this distribution with
a Gaussian, the mean is approximately 15 MeV/c2 higher than the world-average mass of
the Bs , and the standard deviation is about 35 MeV/c2 , with a 95% coverage of 97 MeV/c2 .
The shift and the asymmetry of the distribution are attributed to the inhomogeneity of the
magnetic field in the tracker endcaps, which is only partly taken into account during track
reconstruction.
With the kinematic fit, the parameters of the Bs candidate are calculated after fitting the 2
muon and 2 kaon tracks to the same vertex, requiring the invariant mass of the 2 muons
to be equal to the mass of the J/Ψ. A constraint on the invariant mass of the 2 kaons cannot be introduced in the Lagrange multipliers technique, since the experimental resolution
on the invariant mass of the 2 tracks (around 3 MeV/c2 ) is smaller than the width of the φ
(4.26 ± 0.05 MeV/c2 [119]). The distribution of the reconstructed mass residuals is shown in
Figure 6.21 (right). The bias on the reconstructed mass is reduced to 3.8 MeV/c2 , the resolution to 14.0 MeV/c2 , and the 95% coverage to 42 MeV/c2 .
The vertex coordinates are not affected by this constraint.

6.5.3

Primary-vertex finding with Pixel Tracks

The primary-vertex finding based on pixel hits provides the HLT with a primary-vertex position measurement. This measurement is subsequently used for HLT track seeding and in
most HLT analyses. The algorithms must therefore be fast and reasonably precise. To satisfy
these requirements, primary-vertex finding is reduced to a 1-dimensional search along the
z−axis.
Pixel hit triplets are collected and the pixel “tracklet” parameters are evaluated using a helix
approximation, as described elsewhere [192]. The tracklets are then grouped into primaryvertex candidates.
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Figure 6.21: Residual of the reconstructed mass of the Bs of the Kalman filter (left) and the
kinematic fit (right).
6.5.3.1

Algorithms

Two primary-vertex finding algorithms were implemented and tested. The Histogramming
Method progressively merges tracklets that are deemed to be close together, according to the
z-coordinate of their point of closest approach to the beam line (zIP ). The Divisive Method
looks for large zIP intervals without tracks in order to divide the z axis into several regions.
An average primary-vertex position is computed from all tracks in each region, and tracks
not compatible with that average position are discarded. The discarded tracks are then used
to make new vertex candidates. The procedure iterates and stops when all tracks are found
to be compatible with the corresponding primary vertex positions.
After vertex finding, the vertex candidates are sorted in decreasing order of the sum of the
p2T of their associated tracklets. An upper pT limit is set at 10 GeV/c to account for the
imprecision of the pT measurement for pixel tracklets. The signal primary vertex is in most
samples the first in the ordered list. A detailed description of the algorithms can be found
elsewhere [193].
6.5.3.2 Analysis
Among the primary-vertex candidates, the closest primary vertex is defined as that closest in
z to the simulated signal primary vertex and the tagged primary vertex as the one with the
largest pT sum.
The efficiency, ε, for finding a primary vertex (tagged or closest) is defined with respect to
vertices reconstructed inside a window of 500 µm around the position of the signal primary
vertex in the Monte Carlo simulation.
6.5.3.3

Primary-vertex finding efficiencies and resolutions

The primary-vertex finding efficiencies achieved using the 2 different algorithms are given
in Table 6.6, assuming low-luminosity pile-up.
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Table 6.6: The efficiencies for primary-vertex finding using the Histogramming and Divisive
algorithms assuming low-luminosity pile-up (see text for definitions of ε and εtag ).

u jets; 50 < ET < 100 GeV
b jets; 30 < ET < 50 GeV
H(115 GeV/c2 ) → γγ, g fusion
Bs0 → J/ψ φ, primary vertex
tt̄
tt̄H, H(120 GeV/c2 ) → bb̄

Histogramming
ε
εtag
0.97
0.90
0.97
0.89
0.89
0.75
0.81
0.61
0.99
0.98
1.00
0.99

Divisive
ε
εtag
0.99 0.94
1.00 0.96
0.94 0.80
0.97 0.78
1.00 1.00
1.00 1.00

The Divisive method shows generally better primary vertex efficiencies compared to the
Histogramming method, due to the fact that the former takes into account the compatibility
of the tracks with the estimate of the vertex instead of considering only the compatibility
between adjacent tracks. For most of the event samples the primary vertex is recovered
with an efficiency close to 100%. The efficiencies of primary-vertex finding are significantly
below 100% for events like H(mH = 115 GeV/c2 ) → γγ, where the low charged particle
multiplicity does not always allow the signal primary vertex to be distinguished from pileup interactions. At high luminosity, the inefficiency roughly doubles compared to the results
of the Divisive algorithm at low luminosity [194].
The primary vertex z-resolutions achieved for both algorithms are given in Table 6.7, under
the assumption of low-luminosity pile-up. A resolution better than 50 µm is achieved for
most event samples, which is sufficient for the HLT. Here also the Divisive Method performs
better because of the rejection of incompatible tracks.
Table 6.7: The spatial resolution of the z-coordinate of the primary vertex from the Histogramming and Divisive algorithms, at low luminosity. Dashes (–) denote insufficient statistics.

u jets; 50 < ET < 100 GeV
b jets; 30 < ET < 50 GeV
H(115 GeV/c2 ) → γγ (g fusion)
Bs0 → J/ψ φ
tt̄
tt̄H, H(120 GeV/c2 ) → bb̄

6.5.4

Histogramming
σ ( µm) 95% Cov. ( µm)
41.5
81.1
50.4
187.8
51.1
–
69.4
–
40.1
126.5
38.6
104.2

σ ( µm)
33.2
44.4
39.1
74.8
32.5
28.7

Divisive
95% Cov. ( µm)
62.6
99.5
–
–
78.9
64.7

Primary-vertex finding using fully reconstructed tracks

Primary-vertex finding using fully reconstructed tracks provides a precise estimation of the
vertex position and of the vertex position covariance matrix, as well as a list of tracks associated to the primary vertex.
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6.5.4.1

Algorithm

The default primary-vertex finder performs primary-vertex reconstruction using all tracks
reconstructed in the event. It resembles the Divisive method used for primary-vertex reconstruction in the pixel detector. The 4 main steps are
• track preselection, based on their distance of closest approach to the beam (by
default, the transverse impact parameter significance, the ratio of the transverse
impact parameter divided by its uncertainty, is required to be < 3) and their pT
(pT > 1.5 GeV/c);
• formation of clusters of tracks, based on the z-coordinate of their point of closest approach with respect to the beam line (tracks closer than 1 mm are grouped
together);
• a fit of a primary-vertex candidate for each of these clusters, discarding tracks
incompatible with the candidate vertex (the default compatibility cut is at 5%);
• the exclusion of poor fits (χ2 probability < 1%) and vertices incompatible with the
beam line (probability < 1%).
All the compatibility probabilities are computed assuming Gaussian resolutions. The compatibility with the beam axis is computed assuming a Gaussian beam spot with a width of
15 µm in x and y.
After vertex finding, the vertex candidates are sorted in decreasing order of the sum of the p2T
of the associated tracks. A detailed description of the algorithm can be found elsewhere [195].
6.5.4.2

Analysis

The primary-vertex finding algorithm is evaluated according to the following criteria:
1. the efficiency of finding a primary vertex candidate in a window of ±500 µm around
the Monte Carlo signal primary vertex, ε;
2. the efficiency of finding the vertex with the largest
Monte Carlo signal primary vertex, εtag ;

. 2
pT within ±500 µm around the

3. the position resolution, tails, biases, and pulls as defined in Section 6.5.1.
6.5.4.3

Primary-vertex finding efficiency

The primary-vertex finding efficiency obtained from fully reconstructed tracks is given in
Table 6.8. Primary vertices with a large number of harder tracks are easier to reconstruct.
The lower efficiency compared to the pixel primary-vertex finding is mostly due to the pT cut
applied during track preselection. When the pT cut is lowered from 1.5 GeV/c to 0.7 GeV/c,
the vertex finding efficiency increases significantly, e.g., up to (96.3±0.3)% in the Bs0 → J/ψ φ
channel.
6.5.4.4

Primary-vertex resolutions

The precisions of the x- and z- coordinates of the reconstructed primary vertex are given
in Tables 6.9 and 6.10. Unlike the algorithms discussed in Section 6.5.1, track selection is
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Table 6.8: The efficiency of primary-vertex finding with fully reconstructed tracks, assuming
a perfectly aligned tracker and low luminosity pile-up (see text for definitions of ε and εtag ).
H(150GeV /c2 ) → ZZ → 4e
H(115GeV /c2 ) → γγ, g fusion
H(115GeV /c2 ) → γγ, VB fusion
Bs0 → J/ψ φ, primary vertex
b-jets; 30 < ET < 50GeV
tt̄
Drell-Yan 2µ
tt̄H

ε
0.969 ± 0.002
0.86 ± 0.008
0.904 ± 0.005
0.835 ± 0.005
0.959 ± 0.003
0.987 ± 0.002
0.940 ± 0.004
0.993 ± 0.001

εtag
0.9626 ± 0.003
0.76 ± 0.01
0.848 ± 0.007
0.663 ± 0.007
0.92 ± 0.008
0.979 ± 0.002
0.930 ± 0.004
0.989 ± 0.002

performed by the primary-vertex finding algorithm, and the Monte Carlo simulation information is not used.
Table 6.9: The resolutions, tails (95% coverage), and pulls for the primary-vertex xcoordinate, assuming a perfectly aligned tracker and low luminosity pile-up. The biases
are compatible with zero.
x-coordinate
σ
95% coverage
(µm)
(µm)
2
H(150GeV /c ) → ZZ → 4e
17
45
H(115GeV /c2 ) → γγ, g fusion
25
79
H(115GeV /c2 ) → γγ, VB fusion
20
74
0
Bs → J/ψ φ, primary vertex
44
121
b-jets; 30 < ET < 50GeV
24
67
tt̄
13
34
Drell-Yan 2µ
13
46
tt̄H
10
27

Pull width
1.36
0.91
0.97
1.14
1.06
1.16
1.10
1.19

The position resolutions improve with the number of tracks associated to the vertex and
with their average pT . The results are comparable to those determined using a MonteCarlo-guided vertex fit (Section 6.5.1), sometimes even better as a result of the rejection of
incompatible tracks. Thus, the algorithm assigns tracks to the primary vertex with sufficient
efficiency and purity such that the intrinsic primary-vertex resolution is not degraded. Lowering the pT cut leads to an improvement in the resolution, e.g., from 45 µm to 37 µm in x
and y, and from 64 µm to 48 µm in z for the Bs0 → J/ψ φ channel.

6.5.5

Influence of tracker misalignment on vertex reconstruction

To gauge the robustness of the vertex reconstruction methods with respect to the misalignment of the tracker, 2 misalignment scenarios (short- and long-term) have been tested. These
scenarios are described in more detail in Section 6.6.4. The outcome of the tracker misalignment studies are described in detail elsewhere [186, 195].
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Table 6.10: The resolution, tails (95% coverage), and pulls for the primary-vertex coordinate
along the beam axis, assuming a perfectly aligned tracker and low luminosity pile-up. The
biases are compatible with zero.
z-coordinate
σ
95% coverage
(µm)
(µm)
H(150GeV /c2 ) → ZZ → 4e
21
64
H(115GeV /c2 ) → γγ, g fusion
32
142
H(115GeV /c2 ) → γγ, VB fusion
31
134
Bs0 → J/ψ φ, primary vertex
65
229
b-jets; 30 < ET < 50GeV
31
108
tt̄
18
51
Drell-Yan 2µ
25
76
tt̄H
14
35

Pull width
1.13
0.92
0.94
1.26
1.07
1.16
1.14
1.12

Table 6.11: The primary vertex finding efficiency ε, as well as the resolution, 95% coverage,
bias, and pull of the x, y, z coordinates, for both the short- and long-term tracker alignment
scenarios described in Section 6.6.4, assuming low luminosity pile-up.
ε
σx,y C95x,y Biasx Biasy Pullx,y σz C95z Biasz Pullz
Short-term tracker alignment
0
Bs → J/ψ φ 0.825 51
128
−5.8
12
1.16
67 235
−2.6 1.28
tt̄H
0.958 18
47
2.4
16
1.48
22
66
3.6
1.41
DY
0.914 24
62
1.6
16
1.23
35
93
3.7
1.19
Long-term tracker alignment
Bs0 → J/ψ φ 0.826 51
127
−10
11
1.16
67 242
−7.8 1.29
tt̄H
0.960 17
47
−9.5
11
1.46
21
58
−4.1 1.38
DY
0.916 22
59
−8.9
11
1.28
33
92
−4.7 1.23
6.5.5.1 Primary-vertex finding efficiency
The effect of tracker misalignment on the primary-vertex finding efficiency is small. A maximum decrease of 3.5% is observed among the samples studied. The reason for this decrease
is the increase in the fraction of vertices which fail the selection cut related to the compatibility of the vertex with the beam line.
6.5.5.2 Resolution
The resolutions, fraction of tails, biases, and pull widths for primary vertices are summarized
in Table 6.11. The position resolution is significantly affected, as might be expected. The
degradation of the resolution is of the order of 6-8 µm in both the short-term and long-term
alignment scenarios. Indeed, in both scenarios, the pixel detector is supposed to be aligned
with the same precision.
In the long-term misalignment scenario, the primary vertex biases in the 3 coordinates are
consistent with the residual shifts of the pixel half-barrels (∆x, ∆y, ∆z): the innermost track
hits are thought to be located at a position −(∆x, ∆y, ∆z) away from their true position, and
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since about half of the tracks cross each half-barrel, the observed biases are approximately the
mean of the residual shifts of the 2 half-barrels. In the short-term scenario, the misalignment
of the silicon strip tracker is 10 times worse, which further increases the primary vertex bias.
The effect is larger for harder events, since the constraint on high-momentum tracks from
hits in the silicon strip tracker is stronger (less multiple scattering).

6.5.6
6.5.6.1

Secondary-vertex reconstruction
Inclusive secondary-vertex reconstruction in jets

The challenge of inclusive secondary-vertex reconstruction in jets is that no a priori assumption about the vertex is available. The main focus lies in identifying the tracks that come
from a secondary vertex, whereas the main task for exclusive reconstruction is to fit a preselected set of tracks. A good estimation of secondary-vertex parameters is important, e.g., for
b-tagging.
Most vertex finders are sensitive to primary and secondary vertices, so a vertex filter is
needed to select only the secondary-vertex candidates. The discrimination is based on the
distance of a vertex to the beam-line or to an already reconstructed primary vertex.
In most cases b-hadrons produce a tertiary vertex because the decay chain proceeds via
charm production (the b-c-decay chain). If tracks coming from a tertiary vertex are also used
to fit the secondary vertex the measured flight distance is shifted to a higher value.
A detailed description of the CMS secondary vertex reconstruction algorithms and their performance can be found in [196]. The main results are described below.
6.5.6.2

Algorithms

Trimmed Kalman Vertex Finder (TKVF): The TKVF searches for vertex candidates among
the input set of tracks in an iterative way. During the first iteration, a Trimmed Kalman
vertex fitter (Section 6.5.1) is applied to the complete input set of tracks, yielding as outputs a
vertex candidate and a set of tracks that are incompatible with that vertex candidate. During
the subsequent iterations, the same procedure is applied to the set of incompatible tracks
identified in previous iterations.
The TKVF is sensitive to primary and secondary vertices, so a vertex filter is used to select
secondary vertex candidates. The vertex filter uses the following cuts on the vertices:
• The distance from the primary vertex to the secondary vertex in the transverse
plane has to exceed 100 µm, but must not exceed 2 cm.
• The distance from the primary vertex to the secondary vertex in the transverse
plane divided by its uncertainty has to be greater than 3: LT /σLT > 3.
• The total invariant mass of the tracks associated to the vertex must be smaller than
6.5 GeV/c2 .
Tertiary Vertex Track Finder TVTF: This vertex algorithm first uses the TKVF and its vertex
filter before trying to find additional tracks coming from a b-c-decay chain. It looks for tracks
that are close to the flight-line of a possible b-hadron. These additional tracks are not used to
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refit the vertex, but rather to get a more complete reconstruction of the vertex. This can be
useful, for example, to discriminate between b- and c-jets.
The pT of the tracks must be greater than 1.0 GeV/c. For jet reconstruction, an iterative cone
algorithm with a cone size of 0.5 was used. In the barrel, only jets with |ηjet | < 1.4 are
investigated, and in the endcaps only jets with 1.4 < |ηjet | < 2.5 − 23 · 0.5 are used. The
upper limit for the endcaps was chosen such that the jet is fully contained within the fiducial
volume of the tracking detector.
Definitions:
Rate of secondary-vertex finding: The number of jets with a reconstructed secondary vertex
divided by the number of used jets.
Efficiency of secondary-vertex finding: The number of jets with a reconstructed secondary
vertex with more than 50% tracks coming from the b- or c-hadron divided by the total number of jets. All tracks coming from the b-c-decay chain are considered as good.
Purity of secondary-vertex finding: The efficiency divided by rate.
Track association efficiency: The number of b- or c-tracks associated to the vertex divided
by the number of b- or c-tracks associated with the jet.
Track association purity: The number of b- or c-tracks associated to the vertex divided by
the total number of tracks associated to the vertex.

6.5.6.3

Performance

Table 6.12 shows the secondary-vertex parameters determined using the TKVF for weakly
decaying b- and c-hadrons with a simulated pT of 20–70 GeV/c, in the 3 tracker alignment
scenarios previously described. The simulated distance to the beam line of the vertex must
be between 100 µm and 2 cm. The 68.3% coverage, the standard deviations of a doubleGaussian fit (from −1 mm to +1 mm for the barrel and from −3.5 mm to +3.5 mm for
the endcaps), and the fraction of vertices covered by the first Gaussian are given. The 3D
angle in space is defined as the angle between 2 lines: 1 from the simulated primary vertex
to the simulated secondary vertex and the other from the simulated primary vertex to the
reconstructed secondary vertex. The resolutions for the flight distance and the 3D angle in
space are shown for b-hadrons, pure b-hadrons (all used tracks must be directly from the
weakly decaying b-hadron), and c-hadrons in Figures 6.22 and 6.23.
Not all tracks that are used to fit the secondary vertex are coming directly from the weakly
deacying b- or c-hadron. Some tracks are from the primary vertex, from pile-up events, or, in
case of the weakly decaying b-hadrons, from the tertiary vertex. Because of this, the standard
deviation of the pulls is greater than 1; only in the case of pure b-vertices is the standard
deviation approximately 1. The resolution from the TVTF is approximately the same as from
the TKVF because the additional tracks are not used to refit the vertex, but the efficiencies for
vertex finding and track association are higher. Table 6.13 shows the parameters that differ
between the 2 algorithms.
Table 6.14 shows the dependency of b-vertex parameters on the simulated distance to the
beam line. Table 6.15 shows the vertex parameters for b-, c-, and light-quark-jets jets that lie
in the pT range 30–80 GeV/c for jets in the barrel. Here no cut on the simulated distance of
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Table 6.12: The efficiency and purity for vertex finding and track association, as well as the
resolutions from the TKVF for b- and c-hadrons that lie in the pT range 20–70 GeV/c, in the
3 tracker alignment scenarios previously described.
tracker alignment

perfect
Barrel
Endcaps
b
c
b
c
secondary vertex finding
rate (%)
70.3 29.3 62.9 25.3
efficiency (%)
63.3 20.9 54.9 15.2
purity (%)
90.0 71.5 87.3 60.1
track association
efficiency (%)
75.6 78.3 70.1 70.1
purity (%)
89.6 76.3 86.9 68.1
resolutions
68.3% coverage flight distance ( µm)
765 550 2275 1850
SD (narrow) of flight distance ( µm)
203 254 584
696
SD (broad) of flight distance ( µm)
581 594 1835 1684
fraction of narrow Gaussian (%)
37.4 35.2 36.1 34.6
68.3% coverage angle in space (mrad) 15.5 8.0
7.5
4.0

short term
Barrel
b
c

long term
Barrel
b
c

67.7
61.4
90.8

23.7
17.3
73.2

68.0
61.7
90.6

24.8
18.2
73.3

77.5
89.8

79.2
76.7

77.3
89.8

79.2
77.0

800
224
590
34.3
19.0

665
271
631
25.2
12.5

795
225
610
35.3
18.0

630
273
630
27.3
11.0

Table 6.13: The efficiency and purity for vertex finding and track association from the TVTF
for b- and c-hadrons that lie in the pT range 20–70 GeV/c, in the 3 tracker alignment scenarios
previously described.
tracker alignment
perfect
short term long term
Barrel
Endcaps
Barrel
Barrel
b
c
b
c
b
c
b
c
secondary vertex finding
efficiency (%)
63.7 21.1 55.2 15.4 61.7 17.4 62.0 18.2
purity (%)
90.7 72.1 87.8 60.8 91.1 73.2 91.1 73.5
track association
efficiency (%)
79.5 79.6 73.5 71.4 80.5 80.2 80.5 80.3
purity (%)
89.5 76.2 86.6 68.0 89.6 76.6 89.6 76.8
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Figure 6.22: The resolution of the flight distances for b-, pure b-, and c-vertices in the barrel.
The full histogram indicates the distribution assuming perfect alignment, while the dashed
histogram represents the distribution from the short-term alignment scenario. A fit to the
former is shown by the solid line.
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Figure 6.23: The resolution of the angle in space for b-, pure b-, and c-vertices in the barrel.
The full histogram indicates the distribution assuming perfect alignment, while the broken
histogram represents the distribution from the short-term alignment scenario.
the vertex to the beam line or on the pT of the simulated hadron is required. The gain in the
number of tracks per secondary vertex from the TVTF is much higher for b-jets than for other
jets.
6.5.6.4 Determination of the beam spot
The position of the beam spot in the experimental area with respect to the CMS detector
is expected to vary with time. Rather detailed estimates for the variations on various time
scales have been drawn up by the experimental-area interface group:
• During the beam coast (which should take of the order of 10 hours) a very small
variation is expected: smaller than 20% of the beam width of 16 µm, i.e., a few
microns. This variation is significantly smaller than the best resolution expected
on single tracks. Assuming that the detector position is stable to the same level on
this relatively short time-scale, short-term variations throughout the physics coast
can be safely ignored.
• After initial early-day runs—at very low luminosity—where the beams collide
head-on, the crossing angle of the beams will be fixed to 285 µrad. The beam
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Table 6.14: The vertex finding rate, efficiency, and purity and the track efficiency and purity
for b-hadrons that lie in the pT range 20–70 GeV/c for b-hadrons in the barrel as a function of
the simulated distance to the beam line.
100 µm–500 µm 500 µm–2 mm 2–5 mm 5 mm–2 cm
vertex finding rate
31.1%
63.9%
81.2%
84.2%
vertex finding efficiency
24.7%
56.1%
73.8%
78.7%
vertex finding purity
79.3%
87.8%
90.8%
93.4%
track efficiency
64.2%
75.6%
76.9%
75.9%
track purity
78.7%
85.3%
91.0%
94.4%
SV tracks used in PV
2.22
1.15
0.36
0.10

Table 6.15: Vertex finding rate, number of secondary vertices per jet with a reconstructed
secondary vertex, and number of tracks per secondary vertex for jets that lie in the pT range
30–80 GeV/c for jets in the barrel.
b-jets c-jets uds-jets b-jets c-jets uds-jets
pT of jet
30-50 GeV
50-80 GeV
vertex finding rate
49.5% 17.2% 1.00%
64.5% 21.6% 1.26%
number of SVs per jet with
1.09
1.03
1.01
1.18
1.05
1.02
a reconstructed SV
number of tracks
3.35
2.77
2.54
3.81
2.79
2.39
per secondary vertex (TKVF)
number of tracks
3.50
2.82
2.57
4.02
2.86
2.41
per secondary vertex (TVTF)
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inclination is expected to be extremely stable throughout the beam coast and between fills. Time-dependent deviations of the detector symmetry axis with respect
to the nominal z-axis may occur.
• The position of the centre of the collision area is expected to be reproducible from
one fill to the next only at the level of 1 mm.
Thus, while short-term variations are negligible during the beam coast, large variations occur
from one fill to the next.
6.5.6.4.1 Requirements
Given the stable beam position over long periods of time (10
hours) a large number of events is available at the offline stage. Therefore, a very precise
reconstruction of the 3-dimensional luminosity profile of the interaction point is possible.
In the online environment (HLT) the following procedure is foreseen: At start-of-fill a very
fast (on the order of 1 s) reconstruction of the beam spot is performed. This information
is fed back to the accelerator. Provided the precision of this procedure is comparable to
the beam size (i.e., 15 µm), the online algorithms—for example b-tagging algorithms—can
use the nominal position with negligible loss of precision. The speed requirement implies
that the beam-spot determination gives a precise, unbiased result with a limited number of
events. Moreover, to render the beam-spot determination independent of the correct functioning of the high-level or even Level-1 triggers, the method should be independent of the
exact type of events fed into it.
Of course, the beam-spot determination should be efficient over the full range of positions,
i.e., even for a macroscopic displacement on the order of a millimetre.
In the following sections, the track-based d0 φ method and its performance on small numbers
of minimum-bias events is evaluated.
6.5.6.4.2 Algorithm
The d0 φ algorithm has been used successfully in previous experiments [197]. For each track the transverse impact parameter d0 —the shortest distance in
the transverse plane between the track and the nominal beam axis—is determined. This distance is then signed according to the angular momentum convention. The displaced beam
spot will result in a net offset in the impact parameter distribution which depends on the ori2 linking the nominal and
entation of the track. If the track momentum is along the vector V
true beam positions in the transverse plane, no net impact parameter is found. For tracks
2 , the displacement is maximum. Plotting d0 versus φ (Fig. 6.24), a typical
perpendicular to V
sine shape is observed. A fit with a sine allows determining the 2 polar coordinates of the
beam spot that fix its position in the transverse plane.
In case the detector symmetry axis and the beam line are not parallel, the d0 φ method may be
applied in slices along the z-axis. However, the beam inclinations are expected to be stable
to the required precision over long periods of time, even from one fill to the next. Therefore,
it is expected that such a procedure will not be necessary in the quasi-online environment.
6.5.6.4.3 Performance
To study the performance of the d0 φ method, a small sample
of minimum bias events with displaced beam spot has been generated. The displacement
amounted to 1 cm in x and 5 mm in y. No pile-up is included in the current analysis. No
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Figure 6.24: Scatter plot of signed transverse impact parameter with respect to the nominal beam spot vs. track azimuthal angle at impact point. At left, all tracks are shown. At
right, only tracks satisfying the track quality requirements discussed in the text are taken
into account. Result for 1000 minimum bias events without pile-up.
requirement is made on the trigger response to these events. These events with very few stiff
tracks correspond to the worst case: studying these events, all assumptions on the trigger
are avoided. Of course, if the (Level-1) trigger is available, the number of tracks can be made
to increase rapidly and the algorithm converges with even fewer events.
The tracks are reconstructed using the standard CMS combinatorial track finder. Only 1 parameter was changed with respect to the default operation of this track finder: the maximum
distance to the nominal (0,0) beam spot allowed in the pixel seed generator is increased from
2 mm to 2 cm.
A number of track quality requirements are applied:
• at least 8 hits in the silicon tracker

• at least 2 hits in the pixel detector
• track fit χ2 < 5

• transverse impact parameter error σd0 < 150 µm

The wider tolerance (2 cm) on the track origin causes an increased fake rate and a reduction
of the efficiency by 20%. The application of additional track quality requirements effectively
reduces the fake rate to the level of a few percent.
The polar coordinates of the beam spot are inferred from a simple least-squares fit with a
sine function to the shape in Figure 6.24. Outliers—due to fake tracks or conversions—might
gain a large weight in the fit and significantly bias the result. Therefore, tracks giving entries
that are far (> 3 mm) from the fit are removed. It is found that only 2 or 3 iterations are
needed to reach a stable result.
To evaluate the performance of this simple algorithm, several hundred small samples are
created. For each of these the reconstructed beam spot is compared to the simulated value.
The resolution of the algorithm is evaluated as the width of the residual distribution of polar
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coordinates d0 and φ. For samples of 500 events (containing on the order of 1000 tracks)
a resolution of 8 µm is found for d0 and of 0.7 mrad for φ, corresponding to an error of
approximately 8 µm in the x- and y-coordinates.
In conclusion, with a minor change of 1 of its parameters, the standard combinatorial track
finder provides efficient reconstruction of tracks that originate from a vertex displaced by up
to 1 cm. The d0 φ method yields a beam-spot measurement with an error that is sufficiently
small compared to the transverse beam size that can be obtained using only 1000 tracks.
Thus, 500 minimum bias events suffice to realize the fast beam-spot measurement needed to
steer the beams to their nominal position at start-of-fill.

6.6 Alignment
The large number of independent silicon sensors (about 15 000) and their excellent resolution
of 10–50 µm make the alignment of the CMS strip and pixel trackers a complex and challenging task. The residual alignment uncertainties1 should not lead to a significant degradation
of the intrinsic Tracker resolution. Therefore, the required accuracy of the alignment has
to be at least equal to, but ideally significantly better than, the ideal track parameter resolution. Certain physics requirements, such as the W ± boson mass measurement, place
even more stringent constraints on the alignment precision. To achieve a desired precision
of σ(MW ) < 15–20 MeV, the momentum scale has to be known to an accuracy of 0.020–
0.025%. This implies the absolute knowledge of detector positions to be known with better
than 10 µm uncertainty in the r-φ plane. This level of accuracy can only be reached with a
track-based alignment procedure.
However, track-based alignment cannot be used as the only method for alignment since it
relies on tracks and, in turn, pattern recognition for single track reconstruction already requires the position and orientation of tracking devices to be known with an accuracy higher
than the mechanical placement precision of the individual tracking subdetectors. Therefore,
the alignment has to be performed in 3 steps: 1) measurement of placement and its precision during assembly of tracking devices, e.g., from photogrammetry and detector position
survey measurements; 2) measurement of relative positions of subdetectors using the Laser
Alignment System (LAS); and 3) track-based alignment.

6.6.1

General alignment strategy

During the ongoing assembly of the CMS Tracker, positions and orientations of the Tracker
components (silicon sensors as well as support structures) are being measured and stored in
databases with the help of, e.g., coordinate-measurement machines or photogrammetry. If
such measurements can be transformed, directly or indirectly, into detector positions, they
will provide a correction to the otherwise assumed ideal Tracker geometry. If no complete
measurement of all silicon detectors is available, because only samples have been taken,
the standard deviation of the measurements can be used as an estimate of the placement
uncertainty. The error of the track hit position on a corresponding module will be enlarged
by this value, leading to an improved efficiency during initial track reconstruction.
1
Unless stated otherwise, the term “alignment uncertainty” refers to the accuracy to which the absolute position and orientation of individual detector elements are known with respect to the global CMS coordinate
system.
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After assembly, the LAS will provide the positions of the Tracker subdetectors TIB, TOB,
and TEC (not including the pixel detector and the TID) with respect to each other with a
precision of about 100 µm, as described in Section 6.6.3. In order to make efficient pattern
recognition for the track reconstruction possible at CMS start-up, it is sufficient that the individual positions of the silicon sensors are known to about 100 µm. This can be achieved with
a combination of survey and LAS measurements.
The initial track-based alignment procedure will significantly benefit from a good prior knowledge of the positions and orientations of the Tracker substructures. In theory, global alignment uncertainties of ≈ 10 µm or better can already be achieved with a sample of tracks
obtained from only few days of running at low luminosity. In practice, however, the time
dependent movements of individual detector components, as well as the systematic uncertainties involved in the track-based alignment algorithm, will be the limiting factors for the
Tracker alignment. A combination of the LAS and the track-based alignment will be used to
monitor the time-dependence of the Tracker alignment due to shutdown operations, dry-out
effects, or thermal stress during operation.
It is foreseen that the pixel detector will only be installed in CMS during the shutdown after
the 2007 LHC pilot physics run. Therefore, 2 different scenarios have to be considered for
track-based alignment, where the pixel detector is either installed in CMS or not. In case the
pixel tracker is installed, the first task will be its precise internal and external alignment, so
that it can then define the reference system for the subsequent alignment of the strip tracker.
The pixel alignment will be performed using tracks that have been reconstructed using pixel
hits only (and a vertex constraint) to avoid bias originating from the not yet aligned strip
tracker. In the second step, strip tracker alignment will be carried out using the pixel detector
as a reference. In case the pixel tracker is not installed (e.g., during the 2007 pilot run), a
standalone alignment of the strip tracker has to be performed. This will most likely proceed
by first aligning the innermost double-sided layers of TIB and TOB, which will then define
the reference system for the outer single-sided layers of the barrel Tracker (and similarly for
the endcaps). However, it is currently not expected that the integrated luminosity delivered
in 2007 will be sufficient for a precise alignment of the strip detector. Therefore, it will have
to be continued in 2008.
Once the Tracker is aligned, it will define the reference system relative to which the positions
of the calorimeter modules and muon detectors will be adjusted. In particular, for the optimal reconstruction of muon tracks with high pT , it is important to combine information from
the Tracker and the muon detectors. In order to study the impact of both Muon and Tracker
misalignment on the reconstruction of muon tracks, the tools described in Section 6.6.4 are
used to simulate a realistic environment that includes the expected alignment uncertainties
for the individual tracking devices. On the other hand, the alignment of the ECAL modules
with respect to the Tracker can be studied by comparing track impact point and calorimeter
cluster position for electrons, for example.

6.6.2

Alignment data samples

During nominal LHC collider operation, the data sets ideally suitable for track-based alignment are W ± → µ± ν and Z 0 → µ+ µ− . Already for low luminosity running approximately
20 000 Z 0 → µ+ µ− and 100 000 W ± → µ± ν events are selected per day after HLT [8]. It has
been estimated that roughly 1 to 2 million tracks possess the statistical power to carry out
a full track-based alignment for the entire Tracker. Therefore, assuming the low luminosity
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running scenario and only utilizing these well-reconstructed muon tracks, roughly 1 to 2
weeks of data taking are sufficient to collect the required track sample for the alignment of
the entire Tracker.
Furthermore, the Z 0 mass constraint can be exploited not only to correlate the detector parts
that are not crossed by a single collision track (e.g., the 2 endcaps), but also to tightly constrain the momentum scale of the muon tracks. The invariant mass constraint could also be
applied to J/ψ → µ+ µ− decays. However, in contrast to the Z 0 decay, muon tracks from
J/ψ have lower momentum, so that further studies are needed to determine their usefulness
for the alignment.
Apart from isolated muon tracks, it might also be possible to use well-measured tracks from
minimum bias events for the track-based alignment. This option is currently under investigation. In particular, for the first data-taking period where the machine luminosity is expected to be very small, minimum bias events might be the only source providing a sufficient
amount of tracks for a comprehensive alignment of the Tracker at start-up.
For the beginning of data taking, but possibly also as a permanent complement to the alignment information from collision tracks and hardware alignment systems, other event samples like cosmic muons as well as beam gas and beam halo muons might become very useful.
A first feasibility study suggests that the abundance as well as the complementary topology
of these samples are very attractive for Tracker alignment. The TOTEM [198] T1 telescopes
can be used to trigger on beam gas and beam halo events, while the CMS muon trigger
can be configured to trigger on cosmic muons. With an expected rate of 35 Hz of cosmic
muon tracks with Eµ > 10 GeV leaving at least 1 hit in the Tracker barrel, and assuming
a uniform distribution of the tracks [199], roughly 700 cosmic muons will cross the entire
barrel part of the CMS Tracker per hour. Cosmic muons could thus be used to 1) improve
the alignment uncertainties and LAS starting values in the Tracker barrel region (important
for pattern recognition); 2) perform an initial barrel alignment prior to the start-up of the
LHC; and 3) generally serve as a tool for gaining first operational experience (dead modules,
data readout, etc.). On the other hand, beam-halo muons originating from beam background
traverse the CMS detector horizontally and thus again provide complementary information
for the alignment. First studies of such an event sample suggest that the rate and energy
distribution of beam halo muons is beneficial for the Tracker alignment [199].

6.6.3

Laser Alignment System

The LAS uses infrared laser beams to monitor the positions of selected detector modules of
the strip tracker and of special alignment sensors in the Muon system2 . Therefore it operates
globally on the larger Tracker composite structures (TIB, TOB, and TEC disks) and cannot
determine the position of individual modules. The goal of the system is to generate alignment information on a continuous basis, providing geometry reconstruction of the Tracker
substructures at the level of 100 µm, which is mandatory for pattern recognition and for the
High Level Trigger (HLT). In addition, possible Tracker structure movements can be monitored at the level of 10 µm, providing additional input for the track-based alignment.
The LAS design is illustrated in Figure 6.25. Each Tracker endcap (TEC) uses in total 16
beams, distributed in φ and crossing all 9 TEC disks in rings 4 and 6, which are used for
the internal alignment of the TEC disks. The other 8 beams are foreseen to align the TIB, the
2

It is important to note that no laser alignment is foreseen for the pixel tracker or for the TID.
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Figure 6.25: Overview of the CMS Laser Alignment System. The laser beams are distributed
by Beam Splitters (BS) and Alignment Tubes (AT). The link to the muon system is implemented on the Alignment Rings (AR) that are connected to the Tracker Back Disks.
Table 6.16: Results of a LAS alignment simulation in a benchmark scenario. Azimuthal angle
φ corrections are given (in mrad) for 8 TEC disks after LAS alignment and compared with
the input values.
Disk 0
Disk 1
Disk 2
Disk 3
Disk 4
Disk 5
Disk 6
Disk 7

Fitted Correction
−0.505
−10.796
13.192
−7.704
21.199
16.699
−9.999
15.909

Error
± 0.021
± 0.024
± 0.022
± 0.026
± 0.026
± 0.023
± 0.027
± 0.028

Input Value
−0.500
−10.800
13.200
−7.700
21.200
16.700
−10.000
15.900

TOB, and both Tracker endcaps with respect to each other. Finally, there is a link to the Muon
system, which is established by 12 laser beams (6 on each side) with precise positions and
orientations in the Tracker coordinate system.
To measure the intersection point of the laser beams with the silicon modules with high
accuracy, a good signal-to-noise (S/N) ratio is required for the signals on the modules. The
signals induced by the laser beams on the silicon modules decrease in height as the beams
penetrate through the silicon layers. To get optimal signals on all layers, the lasers fire a
sequence of pulses with increasing intensities, which are optimized for a given silicon layer.
To further improve the S/N ratio, several triggers per intensity are taken and the signals are
averaged. In total, a few hundred triggers are needed to get a full picture of the alignment of
the Tracker structure. Since the trigger rate for the alignment system is around 100 Hz, this
will take only a few seconds. Such snapshots will be taken at regular intervals.
The LAS is foreseen to operate both in dedicated runs and during physics data taking. The
trigger type is written into the FED header and thus the alignment events can be identified.
They are treated as ordinary events by the event builder, written into the calibration data
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Table 6.17: Expected RMS values for ∆x, ∆y, ∆z, and Rz for layers and disks (after laser
alignment). These values are used for the “First Data Taking” scenario.

Pixel Barrel
Pixel Endcap
Strip Inner Barrel
Strip Outer Barrel
Strip Inner Disk
Strip Endcap

∆x
( µm)
10
5
100
70
400
60

∆y
( µm)
10
5
100
70
400
60

∆z
( µm)
10
5
500
500
400
500

Rz
(µrad)
10
5
90
60
100
45

LAS
available
no
no
yes
yes
no
yes

stream, and a copy is sent to the online laser alignment process for further evaluation.
In the data analysis, the first step is to accumulate all events belonging to one snapshot
and to determine for each silicon module the events with optimal signal, which are then
averaged. Next, a Gaussian is fitted to the laser profiles. From the fits, the actual positions
and uncertainties for all considered planes are calculated. Accumulating these positions
delivers the input for the alignment procedure, which should finally give the geometrical
corrections for the different Tracker substructures with respect to each other.
The procedure is applicable to both simulation and real data within the CMS reconstruction
framework. In order to use real data and simulated events within the same program packages the LAS has been simulated within the GEANT 4 [30] framework. This allows the usage
of the standard CMS software with only marginal changes. Laser beams are generated using
optical photons taking into account the absorption, reflection, and refraction of silicon. The
photons are partially absorbed in the silicon and produce simulated hits around the interaction point of the laser beams and the silicon micro-strip modules. To determine the position
of the beam spots on the modules, the hits are first clusterized, before Gaussian profiles are
fitted to the simulated distributions.
Table 6.16 shows the results of a simulation of the LAS alignment performance in a benchmark scenario in which 9 TEC disks (one endcap) have been shifted both in x and z and
rotated by an azimuthal angle φ around the beam axis. The agreement between the fitted
corrections and the input values is well within the LAS specification.

6.6.4

Simulation of misalignment

The displacement of silicon sensors from their expected position in the Tracker is one of the
largest potential sources of tracking uncertainties. To study the impact of Tracker misalignment on track and vertex reconstruction in concrete physics analysis channels (see Volume 2),
as well as to study track-based alignment algorithms, a realistic model of misalignment effects has been implemented within the standard CMS reconstruction software.
The displacement of detector modules is implemented after detector simulation at the reconstruction level using a dedicated software tool, which is able to move and rotate all Tracker
parts (individual modules as well as rods, layers, half-barrels, etc.). Hits on Tracker sensors
are generated according to the ideal detector geometry, and the geometrical shift and rotation of the sensor are introduced afterward. Within the quoted uncertainties, the misalignments are applied using a flat distribution for mechanical constraints, whereas a Gaussian
distribution is used for laser and track-based alignment results. To achieve a reasonable χ2
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Table 6.18: Mounting precisions (in µm) used in the misalignment simulation.
Pixel
First Data Taking Scenario
Modules
Ladders/Rods/Rings/Petals
Long Term Scenario
Modules
Ladders/Rods/Rings/Petals

Silicon Strip
Outer Inner
Barrel Disk

Barrel

Endcap

Inner
Barrel

13
5

2.5
5

200
200

100
100

100
300

50
100

13
5

2.5
5

20
20

10
10

10
30

5
10

Endcap

distribution in the track fit, the hit position error is increased by adding an additional error
in quadrature that reflects the size of the assumed misalignment (alignment position error).
Two different default misalignment scenarios have been developed, which can be easily used
but also modified if needed, as explained in [94]. The “First Data Taking” scenario corresponds to the expected misalignment conditions during the first data taking up to a few
hundred pb−1 , whereas the “Long Term” scenario corresponds to the expected level of misalignment after the first full track-based alignment has been carried out.
• First Data Taking scenario: This scenario is supposed to resemble the expected
conditions during the first data taking of CMS (few 100 pb−1 of accumulated luminosity). It assumes the availability of the LAS for the alignment of the larger
structures of the strip tracker, that the pixel detector has been aligned to a reasonable level using tracks, and that survey results from the Tracker construction,
e.g., from photogrammetry, are available. It is further assumed that no trackbased alignment of silicon-strip detectors is possible, owing to insufficient high
pT tracks. Based on the experience from other experiments, the track-based alignment of the pixel detector would have reduced its placement uncertainties by a
factor of 10. Table 6.17 summarizes the expected uncertainty in the detector positions for the various Tracker subsystems after laser and track-based pixel detector
alignment.
In the misalignment simulation, a Gaussian random number generator with a
fixed seed is used to generate 1 random number per entry in Table 6.17, centred
around 0 and with its width set to the stated uncertainty. This number is then
used as a correlated shift (or rotation) for all corresponding structures.
• Long Term scenario: It is assumed that after the first few fb−1 of data have been
accumulated, a first complete track-based alignment down to the sensor level has
been carried out, resulting in an overall alignment uncertainty of the strip tracker
of ≈ 20 µm.

The scenarios perform realistic displacements of individual sensors according to currently
estimated placement uncertainties, listed in Table 6.18. These misalignment scenarios will be
updated when new information about the performance of the alignment procedures and/or
placement uncertainties becomes available. As soon as the actual alignment corrections for
the real CMS Tracker become available, they will be used for a realistic time-dependent simulation of the Tracker geometry.
As an illustration of the successful implementation and use of these misalignment scenarios, Figure 6.26 shows the effects of misalignment on track-finding efficiency and transverse
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Figure 6.26: Impact of misalignment on (a) the track finding efficiency and (b) the transverse
momentum resolution as a function of η for single muons.
momentum resolution for single muons [195]. The global track finding efficiency is close to
unity for |η| < 2 for all misalignment scenarios, provided the alignment position error is
taken into account. If not, the efficiency is significantly reduced, which is illustrated for the
short term scenario. The dip in the distribution in the range 1.2 < |η| < 2.0 is due to tracks
passing through the TID, which has large alignment uncertainties due to the missing LAS
(Table 6.17). For |η| > 2.2 the inclusion of the alignment position error does not improve
the efficiency due to the large track extrapolation uncertainties involved in the very forward
direction.

6.6.5

Track-based alignment

Track-based alignment was shown to be the optimal method for the alignment of large tracking detectors in previous particle physics experiments. However, it represents a major challenge at CMS because of the enormous number of degrees of freedom involved: Considering
at least 6 alignment parameters (3 shifts, 3 rotations, and eventually tilts or sags) for each of
the O(15 000) silicon sensors, one has to consider a problem with O(100 000) unknowns.
Moreover, the full covariance matrix is of size O(1010 ).

Track-based alignment algorithms have been implemented within the standard CMS reconstruction software through a common software framework, which provides management
and input/output of alignment parameters and correlations, and allows the alignment of individual modules as well as of composed structures (e.g., barrels, rods) in a straightforward
way by providing the necessary derivatives. In addition, a track refit at the DST level (using the hits attached to the persistent tracks without repeating pattern recognition) has been
implemented to improve processing time.
In CMS, 3 different track-based alignment algorithms are considered for track-based alignment, some having been established at other HEP experiments, others newly developed. In
the following sections, the main features and initial results of these algorithms are summarized.
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Hits and Impact Points algorithm

An iterative alignment algorithm using the Hits and Impact Points (HIP method) has been
developed [200]. The algorithm is able to determine up to 6 alignment parameters for individual sensors. It involves an analytic formula of the hit residuals as a function of the
alignment parameters of N selected individual modules. A χ2 function, which depends on
the alignment parameters, is constructed from the residuals. The minimizing procedure for
the 6N alignment parameters involves a block diagonal 6N × 6N Jacobian matrix whose inversion reverts to the inversion of individual 6 × 6 matrix blocks so that inversion of very
large matrices is avoided. The implementation of the method allows to fix a subset of parameters for all or for chosen modules.
In the HIP method the alignment parameters are updated only after accumulating all the
selected track and hit entries. This approach has the following benefits: 1) it does not easily
converge to a local minimum and 2) the module inter-correlations become automatically
(or implicitly) included in the procedure. The iteration in the method involves consecutive
cycles of performing the alignment and refitting the particle tracks, until no improvement in
the track reconstruction is obtained.
An alternative implementation of the algorithm is designed to align composite detector
structures for a common rotation and translation [201], for example pixel ladders or layers.
The composite alignment involves only 6 parameters of the composite object, and therefore
a rather small number of tracks is sufficient to carry out alignment already in the beginning
of data taking.
The HIP algorithm has been designed especially in view of the pixel alignment. For this
purpose, tracks with relatively low pT can be used, since the multiple scattering and curvature effects are smaller near the beam-line. In addition, the primary-vertex constraint helps:
the tracks from the primary vertex will be reconstructed to originate from a single point.
This constraint affects the residuals and hence also the alignment parameters. The composite alignment alternative is suitable also for aligning the strip tracker and the Muon system
with respect to each other using high pT muons.
The HIP algorithm has been used [201] for the alignment of the pixel barrel modules using
the First Data Taking misalignment scenario (enlarged by a factor 10 in order to resemble
pre-start-up conditions; only translations). The pixel endcaps and the strip tracker are not
misaligned. The procedure has been iterated 10 times using 200 000 simulated Z 0 → µ+ µ−
events. Figure 6.27 shows the residuals (difference of true and estimated misalignment in
global coordinates) in x (top), y (middle), and z (bottom). On the left the residuals are shown
as a function of iteration. On the right, the residuals are projected for the initial misalignment
(I=0) and after 1, 5, and 10 iterations. The convergence is very good, with RMS values of 7 µm
(23 µm) for the x and y (z) coordinates.
6.6.5.2

Kalman filter algorithm

A method for global alignment using charged tracks can be derived from the Kalman filter.
The method is iterative, so that the alignment parameters to be estimated are updated after
each track. It can be formulated in such a way that no large matrices have to be inverted. The
update formulae for the alignment parameters and for the associated covariance matrix can
be found in [202]. In order to achieve a global alignment, the update is not restricted to the
detector elements that are crossed by the track. On the other hand, it need not be applied to
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Figure 6.27: Alignment of all 720 pixel barrel modules using the HIP Algorithm. The residuals in global coordinates are shown as a function of iteration (left) and projected for 0, 1, 5,
and 10 iterations (right).
all detector elements; rather only those detector elements are updated that have significant
correlations with the ones in the current track. This requires some bookkeeping, but allows
one to reduce the computational load to an acceptable level. In practice, a list Li is attached to
each detector element i, containing those detector elements that have significant correlations
with i. This list may contain only i itself in the beginning and grows as more tracks are
processed. In the current implementation, the list management is based on a metrics defining
a distance d(i, j) between any 2 detector elements. A detector element is kept in the list Li
only if its distance to i does not exceed an upper bound. Details about the metrics can be
found in [202].
It is possible to use prior information about the alignment obtained from mechanical and
laser measurements. The position of certain detector elements can be fixed by giving them
a large prior weight (small prior uncertainty). A requirement that several detector elements
move simultaneously can be enforced by large prior correlations. The formalism can be
applied to the alignment of either individual modules or larger structures. It can also be
extended to deal with geometrically and kinematically constrained track pairs (or even track
bundles) rather than single tracks.
In the beginning, the covariance matrix D of the alignment parameters is in general blockdiagonal and contains the parameters prior uncertainties. If required, it may also contain
prior correlations among different detector elements. When a track is processed, the correlation lists Li of all detector elements i crossed by the track are scanned and, if necessary,
/
extended. Only the detector elements contained in the combined list L = i Li are updated
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Figure 6.28: Kalman filter algorithm: Evolution of the differences between the estimated
and the true local x-shifts for the wheel-like setup after 100 000 processed tracks. Here only
correlations between modules with d(i, j) ≤ 6 were considered. The pixel detector serves as
the reference frame.
by the Kalman filter. The computational complexity of the parameter update is therefore
proportional to the size |L| of L, and the complexity of the covariance matrix update is proportional to |L|2 . Restricting the size of the lists Li without sacrificing precision is therefore
of crucial importance.
The algorithm was implemented in ORCA and studied in 2 small subsets of the silicon tracker:
a telescope-like section of the inner and outer barrels, and a wheel-like subset of the inner barrel consisting of 156 modules in 4 layers. The tracks used were muons with a pT of
100 GeV/c, generated by the particle gun (inline single-particle simulation) with Gaussian
smearing of the hits. While the pixel modules were kept fixed and used as the reference
frame, all silicon-strip modules were shifted by a random shift in the local x- and y-direction
with a standard deviation of σ = 100 µm. The upper bound on the distances on the update
lists was set to 6. Some results of the wheel-like setup are presented in Figure 6.28. The
figure shows the evolution of the differences between true and estimated x-shifts, separately
for each of the 4 inner barrel layers. A total of 100 000 tracks were processed. The speed of
convergence clearly depends on the layer, being fastest for the innermost one, as expected.
More results from a toy detector and from the 2 subsets of the silicon tracker can be found
in [202].
Although the method has been shown to work in principle, clearly more detailed studies in
a larger setup are required. The misalignment will be extended to include rotations. The list
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Figure 6.29: Comparison of (a) M ILLEPEDE (matrix inversion) and (b) M ILLEPEDE II (iterative solution). The residuals are presented before (dotted) and after (solid) the alignment.
The residual distribution before alignment is non-flat, with an RMS of around 200 mm. It
appears flat in the histograms because it is truncated to the range shown.
management will have to be tuned on realistically simulated data, and alternative ways of
limiting the range of the update need to be explored. As convergence in the outer layers of
the inner barrel and in the outer barrel tends to be slow, the algorithm will be extended to
deal with kinematically constrained muon pairs from Z 0 or J/ψ decays.
6.6.5.3

M ILLEPEDE

algorithm
6.6.5.3.1 M ILLEPEDE
M ILLEPEDE [93, 203] is a well established and robust program
package for alignment which has been used and tested successfully at several high energy
physics experiments, for example at H1 [204], CDF [205], HERA-b, LHC-b, and others. Being
a non-iterative method, it has been shown that it can improve the final alignment precision
considerably compared with other algorithms. M ILLEPEDE is a linear least-squares algorithm. Such algorithms have proven to be well suited for alignment problems since they are
stable, fast, and accurate and can take into account correlations among parameters.
M ILLEPEDE distinguishes between global parameters that are common to all data, namely
the parameters describing the positions of the detectors, and local parameters, present only
in a subset of the data. Track parameters are local parameters as they are specific to a single
event. M ILLEPEDE performs an overall least-squares fit of the data, fitting all global and local
parameters simultaneously. Making use of the special structure of the least-squares matrix
in such a fit, the problem is reduced to a matrix equation for the global parameters only. For
N global parameters this amounts to an equation with a symmetric N ×N matrix. In the previous version of M ILLEPEDE, a solution was found by inverting the N × N matrix. However,
due to CPU and memory constraints, this method can only be used up to N = 5000–10 000.
Computing time increases with N 3 while memory goes with N 2 . The alignment of the CMS
Tracker exceeds this limit by at least an order of magnitude, hence new methods had to be
developed to cope with the solution of such a system of linear equations. A new version,
M ILLEPEDE II, was developed, which offers different solution methods, and is applicable for
N much larger than 10 000.
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6.6.5.3.2 M ILLEPEDE -II
In M ILLEPEDE II, the 2 tasks of the program are split: Accumulation of data (M ILLE) and solving the set of linear equations (P EDE). The advantage of
this procedure is that once a dataset has been defined for alignment, one can test the solution under changing conditions. In addition to the matrix inversion and a diagonalization
method, a new method for the solution of very large matrix equations is implemented. This
minimum residual method applicable for sparse matrices determines a good solution by iteration in acceptable time even for large N .
As mentioned before, to align the CMS Tracker at the sensor level, the matrix is of the order
1010 and matrix inversion is not a viable solution. Diagonalization has the advantage that
the eigenvalues provide extra information like the degree of correlation between parameters.
However, this method is also rather CPU intensive. The third method, an iterative solution
for sparse matrices, is most promising for the CMS Tracker. Here the fact is used that the
matrix containing the alignment parameters contains many zero-elements due to detector
elements that are not linked to each other via common tracks. However, for comparison and
testing of the robustness of the methods, it is useful to compare the results of the various
methods.
M ILLEPEDE II has been successfully interfaced with the ORCA framework and the alignment
of parts of the CMS Tracker has been carried out using different scenarios. For details on
these studies see [206]. As an example, Figure 6.29 shows hit residuals for rφ for the inversion
and the iterative method. Here each individual detector of the Tracker was misaligned using
the standard CMS procedure. The alignment procedure was carried out in the central region
(|η| < 0.9) of the strip tracker using 1.8 million Z 0 → µ+ µ− events. The 3 pixel layers and the
outermost barrel layer were kept fixed, which amounted to ≈ 8400 translation parameters to
be aligned. The RMS values for both methods are virtually identical (4.6 µm), underlining
that the new iterative method performs well.
6.6.5.4 Summary
Only with track-based alignment will it be possible to align the strip and pixel detectors to a
level where the residual alignment uncertainties do not significantly degrade their intrinsic
resolution. As a starting point, a common software infrastructure has been developed that
allows the implementation and finally comparison of several statistical algorithms capable
of handling the complexity of the CMS Tracker. Presently, CMS possesses the full software
infrastructure to not only realistically misalign the tracking devices, but also to accommodate
the use of any statistical alignment algorithm. Three different algorithms, HIP, Kalman filter,
and M ILLEPEDE, are in the process of being fully implemented and validated. Furthermore,
comprehensive tests are ongoing to demonstrate that the considered algorithms exhibit the
principal capability to align at least parts of the silicon tracker under realistic conditions.
The next phase will be the development of a realistic alignment strategy of the full Tracker
that also takes into account different start-up scenarios (with and without the pixel tracker,
see Section 6.6.1). The results of these further studies will be documented in Volume 2.
In addition, the impact of systematic uncertainties on track-based alignment arising from
the description of the Tracker material as well as the magnetic field need to be evaluated.
In particular, procedures need to be established that allow the material, magnetic field, and
alignment effects to be disentangled in the track reconstruction.
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Figure 6.30: Layout of the strip tracker outer barrel (TOB) test-beam setup used for alignment.

6.6.6

Alignment of a test-beam setup

While it is crucial to verify the capability of the aforementioned alignment algorithms to
align the full CMS Tracker with simulated data, the results [207] described in this section
complement the verification effort with an independent approach, using test-beam data on
a small-scale system.
In October 2004, the TOB group recorded data using a 120 GeV pion and a 70–120 GeV muon
beam with a dedicated test setup, comprising 48 silicon-strip modules on 6 TOB rods in a
configuration shown in Figure 6.30. Since no magnetic field was present, particle trajectories
are almost straight tracks which are only mildly affected by multiple scattering. The beam
size was about 8 × 5 µm2 for the pion beam, and the acceptance region for the much larger
muon beam was constrained by the trigger scintillator size of about 10×10 cm2 . The setup
was adjusted with respect to the beam such that the beam hit the overlap region between 2
adjacent modules (detectors 3 and 4 in each rod). The beam was perpendicular to the strips of
the detectors, and in the other direction the beam formed an angle of 94◦ with respect to the
surface. The data were used for track reconstruction and alignment, requiring the adoption
of the existing CMS tracking algorithms and alignment software framework for the case of
this special geometry and track model.
During alignment, the positions and orientations of the rods in layers 1 and 6 (Fig. 6.30)
have been kept fixed, and alignment corrections are only computed for modules 3 and 4
in layers 2 to 5. Results for the HIP and M ILLEPEDE algorithms are given in Table 6.19,
compared with a manual alignment obtained from track residuals. In addition to the 1dimensional results where only x, the direction perpendicular to the strips, was aligned,
the HIP algorithm was also used to carry out a simultaneous alignment of both x and γ,
where γ defines the rotation angle around the axis normal to the sensors. The results of this
2-dimensional alignment procedure are also listed in Table 6.19. The different track-based
alignment procedures agree well among themselves and are also compatible with the results
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Table 6.19: Alignment corrections obtained from test-beam data. Good agreement among
the different algorithms is observed, as well as a small improvement in convergence for the
2-dimensional HIP-2D algorithm.
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Figure 6.31: Alignment of test-beam data. Shown are the convergences of (a) x, (b) γ, and (c)
the mean χ2 value. The small oscillations are caused by changes in the track sample.
of the simple manual alignment.
The convergence of the shift x and of the rotation with angle γ for a particular detector using the HIP algorithm with 2 degrees of freedom are shown in Figure 6.31 together with the
convergence of the χ2 values. The overall convergence is quite similar. The 2-dimensional
alignment converges to a slightly better χ2 value, since the correlation between x and γ is
taken into account. The alignment precision is limited by the amount of data as well as the
small pion-beam size. However, the results prove that the alignment software implementation is working as expected.

6.7

Data quality monitoring

The goal of the data quality monitoring (DQM) for the Tracker is to use the collected data to
monitor the performance of the detectors to ensure the smooth running of the system and
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that good quality data are being taken. It should also ensure that any possible problem is
identified efficiently at a very early stage in the data acquisition chain so that actions can be
taken promptly to resolve it. The system is based on the CMS DQM framework discussed in
Section 2.9.

6.7.1

Quantities to monitor

Monitoring will be performed at different levels of data processing and reconstruction. Accordingly, the “monitorable quantities” for the pixel and strip detectors in the tracker can be
classified into different categories as given below.
• Raw Data from FEDs: inconsistency of channel addresses, bad synchronization of
the readout chips, and error flags produced by the FEDs have to be handled and
monitored by inspecting the event header of the FEDs.
• Individual channel output: during the Virgin Raw Data mode (Section 6.2.2.1) of
strip detector FED operation, the pedestals, noise, and the map of dead and noisy
channels will be monitored.
• Raw Hits : the raw charge collected in the detectors, and its position and distribution will be monitored at this level. The frequency, as well as the average charge
per pixel or strip, will give an indication of dead or noisy channels.
• Reconstructed Clusters: collected charge in neighboring pixels or strips above
threshold are merged into clusters by the reconstruction software and the hit position is calculated. The distributions of the cluster position, cluster size, and cluster
charge will be monitored for individual detectors. Since the charge released in silicon varies with the track length, i.e., the incident angle of the particle, the charge
collected for single-strip clusters, where almost normal incidence is ensured, will
be considered. However, this quantity, as well as the cluster size, is best studied
by considering only the clusters attached to tracks, where the track inclination is
precisely known.
• Tracks: a number of quantities will be monitored once the tracks are reconstructed
(Section 6.4). The number of hits per reconstructed track, χ2 of the fit, impact
parameter, etc. will be monitored to ensure the overall quality of tracks. Events
with high momentum isolated tracks are preferable here to ensure reconstruction
quality. The cluster width with track incidence angle, and the mean and r.m.s of
hit residuals will be used to monitor individual detector performance.
A few specific items, namely the pixel track seeds (pairs or triplets), pixel tracks,
primary vertices from pixel tracks, and impact parameter of the pixel tracks with
respect to the primary vertex will be monitored exclusively in the pixel system.
Due to radiation damage the silicon sensor response is expected to change during
the detector operation. A number of quantities—for example Lorentz deflection,
signal trapping (Section 6.1.2.1), and inter-channel couplings—will be monitored
to guarantee a precise determination of the hit position.
The tracker has a complex structure with ≈ 17 000 detector modules arranged in its mechanical structure. To facilitate the navigation, monitorables are arranged in folders reflecting the
hierarchical structure. At each level of this logical structure there is a folder containing some
header information and the corresponding monitorables. The header for a detector module
contains detailed information of all the electrical, optical, and cooling connections and the
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detector module identification from the configuration database. This information will enable
easy access to the detector modules common to a given control, readout, or cooling circuit.
The environmental information of the tracker consisting of the status of the modules, the
power supplies, and the cooling system will constitute a large volume of data not correlated
with event data. Part of this information will be utilized in the Detector Control System
(DCS, see [8]) logic and will be monitored to ensure reliable running of the tracker. The environmental data are integrated in the DCS in various ways. The temperature and humidity
measurements are available via Detector Control Unit (DCU) chips on the front-end module
(detector hybrid) and on the Communication and Control Unit (CCU) (see [6]).
The DCUs also read the low voltages and leakage currents of the detectors. The power
supply status is monitored and controlled via standard OPC connections to the DCS, realized
in the CMS standard PVSS SCADA software. Panels for navigation in the power supply
hierarchy, as well as display of the tracker geometry with colour codes associated to the finite
state machine of the power conditions, will help to diagnose problems easily. The DCS will
have to access the online Configuration and Conditions databases described in Section 6.2.1.
The start-up setting of the power supply will be loaded from the Configuration database and
the conditions during the run will be written to the Conditions database with appropriate
time stamps. In this way, the Data Quality Monitoring applications will be able to correlate
event data with environmental data.

6.7.2

CPU estimate and requirements

The monitorables as described in the previous section are booked, filled, collected, and displayed using the common CMS DQM framework described in Section 2.9.2. The booking
and filling are performed by “source” applications that have access to the tracker geometry
and the detected hardware information (Section 6.3.2) as well as the actual event data. These
applications are potentially capable of running the full CMS reconstruction software.
The “source” applications can run directly on the Filter Farm or on dedicated processors
accessing event data buffers output from the Filter Farm. The choice depends on several factors like the CPU needed to compute the monitorable quantities, the necessary input event
rate, and the acceptable delay by which the monitored information can be computed and
made available. Estimates of the CPU usage per event needed to compute a full representative set of monitorable quantities for the entire tracker are presented in Table 6.20. The set
of monitorable elements that has been considered involves some basic quantities for each
of the ≈ 17 000 tracker modules in the strip and pixel tracker, as described in Section 6.7.1.
The overall monitorable data volume, computed as the total number of bins multiplied by
4 Bytes, is also shown in Table 6.20. All numbers refer to a high luminosity run and have
been obtained by studying a sample of simulated dijet events with transverse momentum
between 50 and 100 GeV. The CPU measurements have been performed on a 1 GHz, Pentium III machine with 1 GB RAM.
The numbers in Table 6.20 are obviously driven by the histograms that require 1 bin per
channel. The production of higher level histograms, like those with 1 bin per detector, are
orders of magnitude less demanding.
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Table 6.20: Input data type, overall number of events required, CPU usage (per event), and
monitorable data volume for a full representative set of tracker monitoring tasks. Numbers
refer to a high luminosity run and have been obtained by studying a sample of simulated
dijet events with transverse momentum between 50 and 100 GeV.
Monitorable Number of events
CPU Required
Data Volume
Raw Hits
1000
Digi building + 0.03 s
1 MB
Clusters
10000
Cluster reconstruction + 0.4 s
50 MB
Tracks
1000
Track reconstruction
1 MB

6.7.3

Event-display-based monitoring

A specialized event-display software tool, called the “Tracker Map” has been developed [208]
for monitoring purposes. The tool allows collections of data associated with individual
Tracker modules (strip and pixel) to be viewed in a single 2-dimensional image that shows
all modules arranged in their mechanical structures (Fig. 6.32): disks for the endcaps and
flattened layers for the barrels. The Tracker Map can be used in an interactive mode that
provides zooming functionality. In this mode it is possible to get finer details, which can go
down to the level of the individual module channels. The basic format in which the information of the Tracker Map is stored is an XML file.
Three main use cases of the Tracker Map are foreseen:
1. A dashboard display in the control room. In this case a static image, produced by specialized monitoring applications with data access, is regularly produced and displayed
on a screen. The image can give a fast visual feedback to the operator and can be used
to complement more sophisticated applications for automatic error recognition and
alarms. Of course this mode of operation can also be used during the data processing
at Tier 1 or Tier 2 centers.
2. An efficient way to store and transfer monitoring data about the Tracker. In this case
the Tracker Map is used in its original format (XML file). The Map can be visualized
through any web browser once the freely available Javascript software is installed on
the machine that runs the browser. It should be noted that any other information accessible via the Web, such as histograms, can be linked to the individual modules in the
Map by registering their Web address on the file. Zooming functionality is available
in this mode and each module on the image is clickable. Clicking a module causes the
object attached to it to be accessed and visualized. The same file can be made available
on the Web and therefore be accessible from anywhere in the world. In this way, information about the status of the Tracker can immediately be made available to experts or
any CMS collaborator.
3. A graphical interface fully integrated with monitoring applications that have online or
offline access to event or non-event data. An implementation of this mode of operation
has been achieved with the I GUANA software project (Section 2.10). In this case the
Tracker Map image actually works as an event display, since the image is updated
every time new events are available.
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Figure 6.32: Example of a Tracker Map image. The mean ADC counts in each module is depicted in the gray scale image to the left. Clicking on one of the modules causes the detailed
occupancy histogram of that module to be shown on the right.

