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•  Andrzej Nowak, CERN-IT Openlab	

•  Vincenzo Innocente, PH-SFT and CMS	
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The trends in the hardware changed: this influences design and 
implementation of scientific software.	

We probably need to change our views in order to obtain high 
performance software products.	
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Why just not waiting for the next generation of processors?	

The extraordinary CPU clock frequency scaling enjoyed in the past 
does not exist any longer.	


Why don’t we just buy more machines?	

Power consumption: important thermal issues associated to every 
big computing centre.	




The fat years of frequency scaling:	

•  Pentium Pro in 1996: 150 MHz	

•  Pentium 4 in 2003: 3.8 GHz (a factor 25x!)	


Since then, Intel Core2 system:	

•  ~3 GHz	

•  Multi-core	
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> grep /proc/cpuinfo "model name"|uniq 
model name  : Intel(R) Xeon(R) CPU           E5410  @ 2.33GHz 

A random lxplus machine at CERN:	




Let’s take an example: the CERN computing centre	

It can consume 2.9 MW of electric power	

•  Plus 2.3 MW to dissipate the corresponding heat!	

	

A complex infrastructure:	

•  CPU/Disk/DB servers	

•  Tapes and robotic equipment	

•  Network	
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Rough estimates (today’s values!): 
Total consumption = ~5 MW 
Nuclear reactor power = ~1000 MW 

0.5% ! 
We are hovering around the limit! 



Number of transistors: still doubled every other year	

	
à This is excellent!	


.. On the other hand, the complexity of the hardware increases	

CPUs:	

•  One core à Multicore à Manycore	

•  Hardware vector support	

•  Hardware threading	

GPUs:	

•  Huge number of Fused Multiply Add units	

Today we commonly acquire chips with 109 transistors!	

Other accelerators:	

Many products might come!	
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We are flooded with transistors	

•  More and more complex execution units:	

	
à Hundreds of new instructions	


•  Growing SIMD vectors	

•  More and more cores	

•  More hardware threading	

	

We need to think parallel:	

•  Data and task parallelism	


–  Their interplay	


•  Find the concurrency	

•  Express parallelism within one core and with multiple cores	


10/24/12 8 

SIMD: 
Single Instruction Multiple Data 
Example of SIMD instructions 
sets are MMX, SSE, AVX … 



10/24/12 9 

“A simple computer model that uses a 
processing unit and a single storage 
structure to store both instructions 
and data” (paper of 1945!)	

	

A simple entity into which one 
streams instructions and data to 
produce results.	

	

The goal is to produce results as fast 
as possible	

	

	

A simple idea !	

…once you have seen it…	

	

	


Instructions Data 

Results 
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L1 I-cache 

L1 D-cache 

L2 Cache 

Core 0 

L1 I-cache 

L1 D-cache 

L2 Cache 

Core 1 

L1 I-cache 

L1 D-cache 

L2 Cache 

Core 2 

L1 I-cache 

L1 D-cache 

L2 Cache 

Core 3 

Shared L3 Cache 

Many Cores 

Caches: Different levels, Instructions and Data  
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Shared Cache 

Socket 1 

Shared Cache 

Socket 2 

Mem-Ctl Mem-Ctl 

Interconnect 

I/O Bus 

M
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y 
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Processors 

Memory 
Controllers 

Non-uniform 
memory 

I/O subsystem 
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“Memory Wall”: growing disparity between speed of CPU and memory 
outside the chip.	

	


Avg. Mem. Access time = Hit time + Miss Rate x Miss Penalty	


T. Anderson et Al., A Case for Intelligent RAM, IEEE Mar/Apr 1997  
http://ieeexplore.ieee.org/xpls/abs_all.jsp?arnumber=592312&tag=1 

	

A good cache 
efficiency of 
our programs 
matters!	
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A lot of evolutions since the idea of Von Neumann. One of them is the presence of caches.	


L1 I - 32 KB L1 D - 32 KB 

L2 – 256 KB 

Shared L3 – 8192 KB 

Local Memory – GBs 

CPU Core 

64B/c,  
4c latency 

64B/2c,  
10c latency 

64B /2c,  
>35c latency 

24B/2c,  
>200c latency 

c = cycle 

Cache Miss: 
Instructionchloss 
Lichtensteins/data not found 
in the cache. Need to 
escalate to load, 
this implies execution delay. 

Cache Misses 
Are 
EVIL 

This complexity exists to 
combat the memory wall. 
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When a data element or an instruction is requested by the processor, a cache line is 
always moved to Level-1.	

A cache line is a contiguous section of memory, typically 64B long (8 doubles)	

•  A typical 32KB L1 cache contains therefore 512 lines	

Move of a cache line from the main memory	

•  >200 cycles stall	

•  Memory controller busy ~8 cycles 	

Space locality is vital: do not use a line for one single element!	

	

	

Example: access matrices with the last index changing the fastest	

	

	

	

Cache trashing: too much traffic generated by pointers chasing!	

Time locality of cache usage is also very important in multicore programming.	


for (int i=0;i<rows;++i) 
  for (int j=0;j<cols;++j) 
    matrix [ i ][ j ] += increment; 
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Write software able to squeeze out the maximum performance from the 
hardware today…	

… and take care that performance scales automatically in the future	

	

New hardware immediately put to good use:	

•  N times more cores, N times longer vector units	


–  ~N*N times faster software (modulo overheads) and not just some percent	


	

The hardware technologies evolve fast!	

We cannot afford to re-write our software for every hardware change	
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Ok, but how? 



The problem of portable and durable performance is complex:	

•  It spans several (~multiplicative) “dimensions”	

•  It involves different “layers” of expertise	

•  It implies a vision: develop for the future hardware, not the present	
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Dimensions 
 

1)  SIMD 
2)  Pipelining 
3)  Superscalar 

4)  Hardware threading 

5)  Multiple cores 
6)  Multiple sockets 
7)  Multiple nodes 
  

“In the core” 

“Among  
cores” 

Design, Algorithms, Data structures 

Source code 

Compilers, libraries (allocators,…) 

System architecture 

Instruction set architecture 

Micro architecture 

Problem 

Electrons 

So
lu

tio
ns

 
Sp
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ia

lis
ts

 
Te
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lo
gy
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ia
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Yo
u?

 

Layers of Expertise 



Large frameworks:	

•  Millions of lines of C++ code	

•  Thousands of shared libs	

•  Double floating point instructions: 10%+ of the total	

•  Low number of instructions between calls/jumps	
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HEP: High 
Energy Physics 

CPI: CPU Cycles 
Per Instruction 

“C++: The power, elegance 
and simplicity of a hand 
grenade.” 

Indeed still:	

•  CPI for HEP code is often too high, literally 

wasting >50% of CPU power.	

•  CPI figures for the major experiments hover 

around 1.5-2.5.	

•  Significant side-effects of C++ abuse - Very 

frequent jumps and calls + more.	


A lot has been done. LHC experiments seriously improved the 
performance of their software in the past few years. But plenty of room 
for contributions!	




10/24/12 19 

One standard CMS Data / Monte Carlo reconstruction run (~last year) 
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Dimensions 
 

1)  SIMD 
2)  Pipelining 
3)  Superscalar 

4)  Hardware threading 

5)  Multiple cores 
6)  Multiple sockets 
7)  Multiple nodes 
  

“In the core” 

“Among  
cores” 
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CPUs in basically every data-centre: Streaming SIMD Extensions (SSE)	

•  16 “XMM” registers 128 bits wide	

2011: Advanced Vector eXtensions (AVX)	

•  16 “YMM” registers 256 bits wide	


Double Double Double Double 

Float Float Float Float Float Float Float Float 

short short short short short short short short short short short short short short short short 

128 bits (SSE) 

256 bits (AVX) 

Vector registers are going to stay and grow 	

•  512 bits for sure, maybe 1kb 

Intel specific name 



Vector computers appeared in the seventies (Cray-1 …)	

•  Expensive custom hardware	

Vectorisation is now coming back with a revenge!	

A good suggestion: use SoA instead of AoS	
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3-Vectors 

X1 X2 X3 X4 X5 X6 X.. XN 

Y1 Y2 Y3 Y4 Y5 Y6 Y.. YN 

Z1 Z2 Z3 Z4 Z5 Z6 Z.. ZN 

S tructure 
O f 
A rrays 

A rray 
O f 
S tructures 

 
3-Vector 

 
 

X1 Y1 Z1 

 
3-Vector 

 
 

X2 Y2 Z2 

 
3-Vector 

 
 

X3 Y3 Z3 

Is object oriented programming bad? Yes, well No! 

Is therefore object oriented programming a bad thing? 	

Yes… well… No! 



The compiler can help in the vectorisation process	

•  Optimise the code in order to use vector units	

•  Autovectorisation procedure	

•  No need to use intrinsics	

GCC compiler suite:	

•  Autovectorisation available since version 4.3, mature in 4.7 (current)	

•  Flags:	

–  -ftree-vectorize to enable the autovectorization	

–  -ftree-vectorizer-verbose=N to enable reports (N=1,…,10)	

–  -O3 (-Ofast) cocktail of optimisations often helping 

autovectorisation (branching, rearranging of operands, no IEEE 
compliance)	


Other compilers like icc offer this feature.	
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Dimensions 
 

1)  SIMD 
2)  Pipelining 
3)  Superscalar 

4)  Hardware threading 

5)  Multiple cores 
6)  Multiple sockets 
7)  Multiple nodes 
  

“In the core” 

“Among  
cores” 



CPU instructions are broken up into stages	

Example (simplified, one-cycle execution latency):	

•  “Stagger” the stages	
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I-fetch I-decode Execute Write-back 

I-fetch I-decode Execute Write-back 

I-fetch I-decode Execute Write-back 

Cycles 
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Many logic/integer instructions have one-cycle execution latency:	

For Example:	

•  ADD, AND, SHL (shift left), ROR (rotate right)	

As an exception:	

•  IMUL (integer multiplication): 3 cycles	

•  IDIV (integer divide): 13-23 cycles (divisions are nasty)	

	

Floating-point latencies are typically multi-cycle	

•  FADD (3), FMUL (5)	

•  FDIV (20), FSQRT (27)	

As an exception:	

•  FABS (floating point absolute value): 1	
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•  Careful thinking is needed when using trascendental functions	

•  Experiments code is full of them (trigonometry, parametrisations with exp/logs)	

•  Understanding the level of accuracy needed is crucial	

•  Using alternative approximate accuracy libraries might be beneficial	




Statement 2 cannot start until statement 
1 has finished	

Statement 3 cannot be started before 
statement 2 has finished	
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double a,b,c,d,e,f; 
b=2.; c=3.; e=4.; 
a=b*c; //statement 1 
   
 
d=a+e; // statement 2 
   
 
f=fabs(d); //statement 3 

I-F I-D EX-1 EX-2 EX-3 EX-4 EX-5 W-B 

D P  M u l t i p l i c a t i o n 

I-F I-D EX-1 EX-2 EX-3 W-B 

D P  S u m 

I-F I-D EX-1 W-B 

fabs 

Even if the CPU could fetch and decode a new instruction, it must wait for results to 
be delivered	

In this case, the CPI is equal to 3 (9 cycles for 3 poor instructions!)	
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Dimensions 
 

1)  SIMD 
2)  Pipelining 
3)  Superscalar 

4)  Hardware threading 

5)  Multiple cores 
6)  Multiple sockets 
7)  Multiple nodes 
  

“In the core” 

“Among  
cores” 
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Port 0 Port 1 Port 2 Port 3 Port 4 Port 5 

Integer 
Alu 

Integer 
MUL 

Integer 
LEA 

PSAD 

String 
Compare 

Int SIMD 
Multyply 

Int SIMD 
Shift 

X87 FP 
Add 

SSE FP 
Add 

Integer 
Alu 

Integer 
Shift 

Int SIMD 
Alu 

Int SIMD 
Shuffle 

X87 FP 
Multiply 

SSE FP 
Multiply 

DIV 
SQRT 

FSS Mv 
& Logic 

FP 
Shuffle 

Integer 
Load 

FP Load 

Integer 
Store 

FP Store 

Address 
Store 

Integer 
Alu 

Integer 
Shift 

Int SIMD 
Alu 

Int SIMD 
Shuffle 

X87 FP 
Multiply 

Jump 
Exec Unit 

•  Nehalem microarchitecture 
•  Execute 4 instructions in 

parallel across 6 ports 

Issue ports in the Core micro-architecture 
(from Intel Manual No. 248966-020) 
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For a given algorithm, one can understand which functional 
execution units are needed..	


for ( int i=0; i<N; ++i ) 
  for ( int j=0; j<N; ++j ) 
    for ( int k=0; k<N; ++k ) 
      c [ i * N + j ] += a [ i * N +k ]   *  b [ k * N + j ] ; 

MUL STORE ADD 

LOAD 
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Dimensions 
 

1)  SIMD 
2)  Pipelining 
3)  Superscalar 

4)  Hardware threading 

5)  Multiple cores 
6)  Multiple sockets 
7)  Multiple nodes 
  

“In the core” 

“Among  
cores” 
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Core:	

A complete ensemble of execution 
logic, cache storage as well as 
register files plus instruction 
counter (IC) for executing a 
software process or thread.	

	

Hardware thread:	

Addition of a set of register files 
plus IC.	

	

	
 •  The usage of hardware threading can lead to 20%/30% speedups!  
•  Basically ALL CPUs in data centres already offer hardware threading enabled 

processors! 



10/24/12 35 

Executed in Parallel 
 

Hit-Pairs 

Pairs block 1 

Pairs block 2 

Pairs block 3 

Pairs block N 

…
 

Tripl. block 1 

Tripl. Block 2 

Tripl. Block 3 

Tripl. Block N 

…
 Triplets 

do work 

do work 

do work 

do work 

From the CMS tracking. Find 3 points compatible to start building a track.	

It takes about 10% of the total reconstruction time. 

Serial Part of reconstruction 90% Paral 

Total Runtime 

Runtime of 6 Single-Threaded CMSSW Applications:   14.40 min +/- 0.10 min 
Runtime of 6 Two-Threaded CMSSW Applications:      13.79 min +/- 0.08 min 

•  Hardware Threading à decrease in runtime of 4.3 % 
•  Very close theoretical decrease of 5% with 2 threads (10%/2).  
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Dimensions 
 

1)  SIMD 
2)  Pipelining 
3)  Superscalar 

4)  Hardware threading 

5)  Multiple cores 
6)  Multiple sockets 
7)  Multiple nodes 
  

“In the core” 

“Among  
cores” 



Examples of “CPU slots”: Sockets * Cores * HW-threads	

•  What you see in /proc/cpuinfo J	

Conservative scenario:	

•  Dual-socket AMD six-core (Istanbul): 2*6*1 = 12	

•  Dual-socket Intel six-core (Westmere-EP): 2*6*2 = 24	

More aggressive:	

•  Quad-socket AMD Interlagos (16-core): 4*16*1 = 64	

•  Quad-socket Westmetre-EX “octo-core”: 4*10*2 = 80	

In the future:	

•  Quad-socket Oracle/Sun Niagara (T3): 4*16*8=512 !	

By the time our software is ready:	

•  Thousands?	
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Concurrent programming	

•  Expression of a total algorithmic problem in logically independent 

parts (independent control flows)	


Parallel execution	

•  Independent parts of a program run simultaneously	
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Task1 Task2 Task2 Task2 Task1 

Task2 Task2 Task2 Task2 

Task1 Task1 Task1 

Concurrency 

Parallelism 



It tells us something about parallel execution	

States the maximum speedup achievable	
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Δt = Δt0 ⋅ 1−P( )+ P
N

$

%&
'

()

Speedup = Δt0
Δt

=
1

(1−P)+ P
N

N: number of cores 
P: parallel portion 

“… the effort expended on achieving high parallel processing rates 
is wasted unless it is accompanied by achievements in sequential 
processing rates of very nearly the same magnitude. - 1967 



•  Often problem size increases, the sequential parts remains constant.	

•  Therefore a problem size increases, so the opportunity of 

parallelisation!	


•  Let a(N) the sequential portion function of the program, diminishing 
as N approaches infinity.	
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“… speedup should be measured by scaling the problem on the 
number of processors, not by fixing the problem size. - 1988 

Speedup = a(n)+ N ⋅ (1− a(n))



We are lucky: a large selection of tools:	

•  Native pthreads / windows threads	

•  C++11: std::thread, std::async, std::future	


•  OpenMP	

•  Threading Buinding Blocks (TBB)	

•  MPI	


•  Fast-Flow	

•  OpenACC	

•  OpenCL (C99)	


•  CUDA (well, not exactly C++)	

Not possible to cover all of them in these seminars!	
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Some of these technologies 
a r e  r e l a t e d  t o 
heterogeneous computing. 
This is a very important 
topic, but because of time 
constraints, we do not 
foresee to characterise it in 
these seminars. 
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Dimensions 
 

1)  SIMD 
2)  Pipelining 
3)  Superscalar 

4)  Hardware threading 

5)  Multiple cores 
6)  Multiple sockets 
7)  Multiple nodes 
  

“In the core” 

“Among  
cores” 



Two examples to express parallelism using multiple nodes:	
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LHC Computing Grid	

HEP is parallel since ~a decade. Distribute 
computations among hierarchically organised 
data centres spread around the globe. Tens of 
billions of LHC events processed per year, 
running 24/7 365 days a year.	


MPI	

Message Passing Interface, a standard in 
HPC since years. Supercomputers with 
hundreds of thousands of cores used for 
simulations in industry, medical science, 
military applications.	




The trends in hardware changed: we need to adapt the way in which we 
think our software	

•  Find concurrency in our problems	

•  Think parallel right in the design phase	

•  Express parallelism in algorithms and data structures	

	

We can take advantage of hardware from within the core and among the 
cores	

•  Several programming models available	

•  Several tools like compilers come to rescue	
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