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Abstract 

Purpose - Data centers (DCs) are similar to traditional factories in many aspects like response 

time constraints, limited capacity, and utilization levels. Several indicators have been developed 

to monitor and compare productivity in manufacturing. However, in DCs most used indicators 

focus on technical aspects of infrastructure, not efficiency of operations. In this paper, we rely on 

operations management (OM) to define a commensurate and proportionate DC performance 

indicator: the energy-efficient utilization indicator (EEUI). EEUI makes objective and comparative 

assessment of efficiency possible independently of the operating environment and its 

constraints.  

Design/methodology/approach - We follow a design science approach, which follows the 

practitioner’s initial steps for finding solutions to business relevant problems prior to theory 

building. Therefore, this approach fits well with this research, as it is primarily motivated by 

business and management needs. EEUI combines both the amount of energy consumed by 

different components and their current energy efficiency (EE). It reaches its highest value when 

all server components are optimally loaded in EE sense. We tested EEUI by collecting data from 

three scientific DCs and performing controlled laboratory tests.  

Findings -  The results indicate that the optimization of EEUI makes it possible to run computing 

resources more efficiently. This leads to a higher EE and throughput of the DC while reducing 

the carbon footprint associated to DC operations. Both energy-related costs and the total cost of 

ownership are consequently reduced, since the amount of both energy and hardware resources 

needed decrease, while improving DC sustainability. 

Practical implications - In comparison with current DC operations, the results imply that using 

the EEUI could help increase the EE of DCs. In order to optimize the proposed EEUIs, DC 
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managers and operators should use resource management policies that increase the resource 

usage variation of the jobs being processed in the same computing resources (e.g. servers). 

Originality/value – The paper provides a novel approach to monitor the EE at which computing 

resources are used. The proposed indicator does not only consider the utilization levels at which 

server components are used but also takes into account their EE and energy proportionality. 

Keywords: Data centers; Energy efficiency; Energy-efficient computing; Energy proportionality; 

Resource usage efficiency; Operations management principles  

Article Classification Research paper 

1. Introduction 

Data centers (DCs) are the backbones of modern society, be it business, research or 

governmental computing. The growth in the number of DCs has been staggering, establishing 

their own global industry (Shuja et al., 2012; Uddin and Rahman, 2012; Wang et al., 2013).  All 

modern IT services (social media, industry, science) come with a sizable energy cost. For 

instance, the US Environmental Protection Agency (EPA, 2007) estimated that, in 2006, DCs 

represented 1.5% of the total US electricity consumption (i.e. 61 billion kWh, US$4.5 billion), 

energy is thus the main factor in operating expenses (Barroso and Hölzle, 2009). Higher energy 

consumption implies higher CO2 emissions, both in electricity generation (Shuja et al., 2012, 

2014) and DC resource use (Ardito and Morisio, 2014; Nada and Elgelany, 2014; Shuja et al., 

2014).  

 

Additionally, the average utilization level of a typical DC is generally lower than 30% (Barroso et 

al., 2013; Barroso and Hölzle, 2007, 2009; Bohrer et al., 2002; Delimitrou and Kozyrakis, 2014; 

Meisner et al., 2009; Pawlish et al., 2014; Reiss et al., 2012). This suggests that DCs are over-

sized to manage peak demand (Koul and Patel, 2013), which is not optimal in terms of energy 

efficiency (EE). Therefore, improving EE of DCs is still an open challenge (Pawlish et al., 2014; 

Piro et al., 2009; Wang and Khan, 2013). This problem is tackled in this research and it leads 

our main research question: How can the overall efficiency and capability of existing DCs be 

improved while maintaining required service levels? 

 

We approach this issue from the operations management (OM) perspective, as DCs can be 

compared to manufacturing systems. They both receive jobs for processing and deliver results 

according to a predetermined service level. Therefore, the vast research work on productivity, 
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throughput, and service quality performed in OM could contribute to improve DC management. 

Naturally, there are differences in manufacturing such as the low utilization levels of DCs. Like in 

manufacturing, several performance indicators are used in DCs and computing clusters, mostly 

focused on internal properties of the system such as CPU and memory utilization, and energy 

and power consumption. Service quality, response times, and throughput measures have been 

widely studied and applied.  However, only few indicators are used to compare the efficiency of 

the system in different workloads or utilization levels. To measure resource usage efficiency and 

power consumption, four key concepts in computing clusters should be monitored: energy, 

power, throughput, and quality of service (QoS) (often response time). Optimizing resource 

utilization is particularly important since like with any traditional machine, EE of computing 

system components varies with their utilization level. For instance, idle servers consume around 

30% of their peak power consumption (Barroso et al., 2013). Server energy consumption can be 

expressed as the sum of a base consumption (idle state) plus a variable consumption depending 

on utilization. Thus, servers running at low utilization levels, around 20%, can consume 

approximately 60% of their peak power consumption (Barroso et al., 2013; Barroso and Hölzle, 

2007, 2009).  

 

To monitor the energy efficiency of DC operations, we developed a new indicator: the energy-

efficient utilization indicator (EEUI). This indicator can be applied at different levels (e.g. server, 

cluster, etc.). It is worth mentioning that our indicator is not a benchmark, as it is not aimed at 

comparing the efficiency of different components. Instead, the EEUI can monitor, for instance, 

the degree of EE achieved by a computing cluster while processing different workloads. This 

means that, for any workload and characteristics of the computing resources, the EEUI 

measures how well a DC operates under current management practices. 

 

We show that a DC management policy aiming at the optimization of the EEUI, not only 

improves the EE of DCs, but also reduces their carbon footprint, while satisfying power budget 

constraints and QoS. At low workload levels, this type of policy reduces the amount of active 

resources, which increases energy proportionality and efficiency without negative effects on 

performance. At high workload levels, the policy increases the number of jobs that can be 

processed simultaneously with the current resources, thus improving the DC’s total throughput 

and scalability (Delimitrou and Kozyrakis, 2013). Additionally, this indicator shows whether the 

workload is optimal for the given hardware, that is, whether all components are optimally utilized. 
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We evaluate the developed indicator using both theoretical and practical methods. The practical 

evaluation consists in using large data sets on processed computing jobs in three different DCs 

and running different workloads in a dedicated test cluster. The results show that the new 

indicator can be used to objectively measure the total operational performance and EE 

independently of the load situation, thus guiding DC managers to improve sustainability in their 

facility operations. 

 

The paper is organized as follows: an extensive literature review is presented in Section 2 while 

Section 3 presents the methodology used. Our new indicator is introduced in Section 4 and it is 

evaluated against the design requirements in Section 5.  Finally, conclusions and future 

research directions are given in Section 6. 

2. Related work 

2.1 Energy and power efficiency, energy proportionality 

In physics, energy is related to the amount of work a system can produce, while power relates to 

the rate at which this work is done. Equation 1 gives the relation between energy and power: 

𝐸𝑛𝑒𝑟𝑔𝑦 = 𝑃𝑜𝑤𝑒𝑟 ∗ 𝑇𝑖𝑚𝑒 (1) 

In IT literature, there are several definitions of EE, also called energy productivity. For instance, 

Ardito and Morisio (2014) defined EE as the amount of energy used for computation over the 

energy used in the process. Brown and Reams (2010) described an energy-efficient computer 

system as a system using the least possible quantity of energy to process any job, while 

satisfying QoS. Regarding power efficiency, Barroso and Hölzle (2007) defined it as the ratio of 

utilization to power consumption. Note that the previous studies assume that increasing the 

utilization of DC resources improves both energy and power efficiency, implying that the EE of 

the resources is a monotone increasing function of their utilization levels, which is not 

necessarily true. 

 

Following the above-mentioned definitions of energy and power, we define EE as the amount of 

work per energy consumption over a time period, and power efficiency as the work rate per 

power usage. On the one hand, power efficiency is particularly important for DC operations, 

since a DC cannot operate above the given power budget (i.e. maximum capacity of power 
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supply) or cooling capacity. On the other hand, EE is mainly related to energy costs, through the 

electricity bill. 

 

Using these definitions, the main objective of this research is to reduce the amount of resources, 

including energy, required to process any set of jobs, thus increasing the EE of DCs, which 

reduces both their energy costs and their associated carbon footprint, hence decreasing the 

effects of DC operations on the environment. To reduce energy consumption, and hence 

diminish the carbon footprint, according to Equation 1, we should decrease Power consumption 

and/or processing Time. A proportionally energy efficient system has a linear relation between 

power consumption and workload (Barroso and Hölzle, 2009). Although servers are not energy 

proportional, the degree of energy proportionality of a server is constant for a given workload, 

but may be different for other kinds of workload due to different resource usage and the energy 

proportionality of its components. There is a direct relationship between the utilization level of 

any server component and the EE at which it operates (Schödwell et al., 2012).  

 

2.2 Techniques to improve energy efficiency of servers 

There are two main approaches for improving EE of computing systems: 1) improving work per 

power performance while the system is running at maximum power and 2) improving energy 

proportionality of the system. Most of the recent research focuses on energy proportionality 

since systems seldom operate at their peak power. Among the most common power 

management techniques in the literature are consolidation, virtualization, dynamic voltage and 

frequency scaling (DVFS), and dynamic resource sleeping (DRS).  

 

Consolidation aims at improving DC utilization by reducing the operating (energy-demanding) 

resources without harming QoS, thus improving EE (Chong et al., 2014). Consolidation switches 

hardware resources on and off according to the workload. For instance, it is possible to use a 

smaller number of higher utilized servers instead of a large number of low utilized servers. 

Virtualization facilitates consolidation by supporting multiple independent virtual machines (VMs) 

on one physical server (Shuja et al., 2012). These two techniques are widely used to increase 

utilization levels and improve DC EE (Dumitru et al., 2011). Using DVFS techniques also 

improves EE by decreasing the operating power of servers, but it also affects performance 

(Kaxiras and Martonosi, 2008).  
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DVFS reduces power consumption by decreasing the CPU’s voltage and frequency. This is 

beneficial since the performance of the CPU depends linearly on the operating frequency 

(Laszewski et al., 2009), while the energy consumption depends on the square of the voltage. 

Unfortunately, there are limitations on the minimum voltage for a given frequency. To apply 

DVFS hardware support is needed (Shuja et al., 2012) and the available frequency values are 

limited. In addition to CPUs, several other hardware components support DVFS (Valentini et al., 

2013), such as memory (Tolentino et al., 2009), and networks (Shang et al., 2003). Additionally, 

several studies (Chen et al., 2011; Deng et al., 2012) show that coordinating DVFS to both the 

CPU and memory results in an increase in energy savings, while still satisfying performance 

requirements. 

 

Many authors (Dumitru et al., 2011; Elnozahy et al., 2003; Hwang and Pedram, 2013; Wang and 

Wang, 2014) indicate that the use of consolidation combined with DVFS improves the EE, more 

than in isolated cases, without violating QoS constraints. The absence or restricted use of server 

consolidation leads to low utilization (Hwang and Pedram, 2013; Wang and Wang, 2014). 

Consequently, other techniques with lower overheads (e.g. DVFS) can be implemented to 

further reduce energy consumption.  

 

Uddin et al.'s framework (2012) gave detailed guidelines to apply virtualization adequately to 

improve performance and EE. Uddin and Rahman (2012) extended this framework by combining 

virtualization with cloud computing to reduce both energy consumption and carbon footprint. 

Both studies focused on the whole DC infrastructure. Pawlish et al. (2014) presented an 

approach, which also uses virtualization and cloud services as strategies to improve EE and to 

reduce operating costs.  

 

Ferreira and Pernici (2014) proposed a framework focused on CPUs and based on 

consolidation, virtualization, and DVFS. They used various indicators to identify undesired 

situations, and to select adaptation actions using a goal-based model to eliminate these 

situations.  

 

2.3 Scheduling and allocating jobs 

Scheduling and allocating jobs for processing has a clear impact on DC efficiency. Operators 

need to deal with interference and contention of jobs; for example, co-scheduled jobs may have 

negative effects on performance due to contention on shared resources. This may happen even 
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when these jobs run in different cores or CPUs, as they share caches, memory channels, 

storage and networking devices (Delimitrou and Kozyrakis, 2013). Many authors have thus 

studied how to minimize interference due to contention while maximizing resource utilization and 

satisfying QoS (Delimitrou and Kozyrakis, 2013, 2014; Mars et al., 2011). Resource 

management policies and partitioning and isolation mechanisms are used to reduce the negative 

effect on QoS of the interference caused by contention.  

 

The issue related to job scheduling is closely related to OM, which deals with efficient task 

processing in manufacturing and service industries. More generally, OM theory  uses principles 

or laws to describe the relationships between different key concepts such as throughput, work-

in-process, lead/processing time, utilization and variability, which can be applied to improve the 

efficiency and effectiveness (i.e. meeting customer requirements in terms of quality and time) of 

DCs (Hopp and Spearman, 2011; Schmenner and Swink, 1998). 

 

Although many researchers have studied how to improve the EE of DCs, the majority of studies 

focus on infrastructure and hardware issues, while only a few have  applied OM methods to DC 

efficiency. Some exceptions are the work of Carlsson and Arlitt (2011), which applied OM 

concepts to increase the utilization of DCs without affecting QoS for a group of jobs. They 

showed that DC performance can be improved by classifying jobs into delay-sensitive and delay-

tolerant jobs along with variation in job size and also by using a queuing model to schedule the 

jobs. Niemi and Hameri (2012) demonstrated that increasing the utilization of the resources by 

running more jobs in parallel, combined with adequate bottleneck management, results in both 

an increase in system throughput and a reduction in energy consumption. Along the same lines, 

Abaunza et al. (2015) analyzed large data sets on jobs processed in three major scientific DCs 

and concluded that fundamental principles of OM (Little's law and the law of utilization) hold for 

DCs. However, the law of variation does not hold, that is, the larger the variation in job 

processing times and in resource usage, the better the throughput and utilization of the system. 

These studies indicate that applying OM principles may open new avenues for a more efficient 

management of computing systems. 

 

2.4 Approaches to managing DCs 

The literature distinguishes three main approaches to managing DCs. The first seeks to 

maximize performance while using the least possible amount of power and energy; the second 

aims to control power consumption at different levels of the system, and the third focuses on 
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decreasing energy costs, but not the energy consumption, while satisfying customer 

requirements.  

 

Minimizing energy costs is the main goal of most DC management approaches, for example, 

Addis et al. (2013) assessed this through different resource allocation policies, while satisfying 

performance and availability promises. They consider only the pattern of the job arrivals and not 

their resource usage, which may lead to low resource usage efficiency. They also assume a 

fixed electricity price. Further, Yu et al. (2014) study the joint schedule of workload and battery, 

which allows them to benefit from electricity price variations, but they ignore the consumed 

energy, resource usage efficiency and carbon footprint.  

 

Controlling power consumption has been assessed by several studies. Raghavendra et al. 

(2008) used control theory to tackle power delivery, energy consumption, and heat management 

through power consumption of different DC hardware. Wang et al. (2012) adopted a hierarchical 

model based on control theory to manage the power consumption of different components for 

large DCs. This approach does not improve EE or minimize power consumption. Wang and 

Wang (2011) proposed a two-layer control framework to coordinate power and performance for 

computing clusters, but their work does not focus on improving EE and they only control CPUs. 

 

2.5 Measures for DC energy efficiency 

Many studies advocate the use of indicators to measure DC EE at different levels (Kipp et al., 

2012; Schaeppi et al., 2012; Schödwell et al., 2012). Additionally, indicators can be used to track 

the effect of green strategies on DC efficiency (Daim et al., 2009) while the optimization of these 

indicators results in improved DC resource usage and EE (Chen et al., 2011).  

 

Several indicators are used to measure and compare the EE of DCs, yet these indicators are 

often obscurely defined (Chong et al., 2014; Schödwell et al., 2012) and/or are not appropriate 

for the intended purpose (Daim et al., 2009; Uddin et al., 2012) or are workload dependent 

(Schlitt and Nebel, 2012). This complicates the understanding of the performance indicators for 

a DC manager (Appelbaum, 2012), which may lead to bad decisions affecting the performance 

and efficiency of the system (Uddin et al., 2012). Power usage effectiveness (PUE), defined as 

the total power used in a DC over the power used for IT equipment, is the most commonly used 

indicator to compare the EE of DCs (Rawson et al., 2008). It indicates the EE of the overall 

infrastructure, while it does not measure the EE of IT services provided by the DC (Dumitru et 
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al., 2011; Schaeppi et al., 2012). As a result, other indicators have been proposed (Green IT 

Promotion Council, 2012; Schödwell et al., 2013).  

 

Table 1 lists the most common indicators, their definitions, purposes, limitations and references. 

For a more detailed review and classification see (Kipp et al., 2012; Schödwell et al., 2012, 

2013; Wang and Khan, 2013). 

 

Table 1: Energy efficiency measures in DCs 

KPI Description Purpose Limitation(s) Ref. 

PUE: Power 

Usage 

Effectiveness   

The ratio of the 

total power used 

in the DC to the 

power used for 

IT equipment 

It measures the 

EE of the overall 

infrastructure, 

hence allows to 

appraise 

infrastructure 

modifications 

Not related to EE 

of the provided 

IT services. It 

shows 

inconsistencies 

when IT resource 

usage is 

improved   

(Belady and 

Malone, 2007; 

Rawson et al., 

2008; Schlitt and 

Nebel, 2012) 

DCiE: DC 

infrastructure 

Efficiency     

(1/PUE)*100%    It shows the 

percentage of 

power consumed 

by IT equipment   

It does not show 

how efficiently 

the power 

consumed by the 

IT equipment is 

used 

(Rawson et al., 

2008)         

DCeP: DC 

energy 

Productivity   

   

Useful work 

produced over 

the total energy 

consumed by the 

DC 

It measures the 

productivity of 

the DC. Useful to 

compare the DC 

productivity 

under different 

configurations 

There is no clear 

definition of 

useful work 

(subjective). 

Thus, it is not 

appropriate to 

compare 

different DCs 

(Daim et al., 

2009; Schaeppi 

et al., 2012; 

Schlitt and 

Nebel, 2012)            

 

ITeP: IT energy 

Productivity     

Useful work 

produced over 

energy 

It measures IT 

equipment 

efficiency 

There is no clear 

definition of 

useful work. Not 

(Schaeppi et al., 

2012; Schödwell 

et al., 2013)           
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consumed by IT 

equipment   

appropriate to 

compare 

different DCs   

ITEU: IT 

Equipment 

Utilization      

Total energy 

used by IT 

equipment over 

its total rated 

energy 

consumption 

It indicates the 

utilization ratio of 

the IT equipment    

It does not 

provide a 

measure of how 

efficiently the IT 

equipment is 

used 

(Green IT 

Promotion 

Council, 2012)          

CPE: Compute 

Power Efficiency     

DCiE*ITEU. The 

ITEU is often 

defined as server 

utilization 

It accounts for 

the DC power, 

energy and 

resource usage 

efficiency   

Generally, it only 

considers CPU 

utilization 

(Belady and 

Malone, 2007)       

DC Server 

Utilization 

Sum of the busy 

CPU cycles of all 

the servers in the 

DC over the sum 

of all available 

CPU cycles 

Indicates the 

level of CPU 

utilization which 

is used as an EE 

indicator 

It does not reflect 

how efficiently 

the CPU, hence 

the energy, is 

used    

(Schödwell et al., 

2012, 2013)        

ITEE: IT 

Equipment 

Energy Efficiency     

Total rated 

capacity of the IT 

equipment over 

its total rated 

power 

consumption   

Useful for 

comparison of IT 

hardware power 

efficiency    

Not related to 

how efficiently 

the IT equipment 

is operated    

(Green IT 

Promotion 

Council, 2012)        

 

 

3. Methodology and data-sets 

We follow a design science (DS) approach, which focuses on finding practical problems and 

developing new alternative solutions (Holmström et al., 2009). The improvement of the EE of DC 

operations is a practical problem for DC managers and operators. Thus, DS is a suitable 
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approach to be applied. In this research we analyze what has been done to help solve this 

problem and then we propose a new and innovative solution to help improve the EE of DCs.  

 

According to Hevner et al. (2004), DS must produce a viable artefact. The artefact may have the 

form of a construct, a model, a method, or an instantiation. Our proposed indicator corresponds 

to the model class. Our indicator is tested with real data and critically evaluated. We test whether 

workload management policies leading to higher values of EEUI also prompt higher EE and the 

throughput of the computing resources. The empirical validation of this hypothesis is performed 

in two steps.  

 

First, we evaluate the EEUI using log data from three different scientific DCs. The main data set 

comes from the European Organization of Nuclear Research (CERN). Data sets from the 

Helsinki Institute of Physics and the Finnish Centre for Scientific Computing are used for 

validation purposes. The first two data-sets are related to particle physics computing while the 

third relates to general scientific computing. Each data set has information on millions of jobs 

with different resource needs as well as information regarding the utilization of different server 

components (i.e. input variables), which permits to obtain information about energy consumption 

and to calculate the server EEUI (i.e. output variables). This information is used to evaluate the 

usefulness of the EEUI. 

In the second step of the validation process, a lab test was performed. A HP Proliant DL585 with 

four Opteron 6272 CPUs is used to run different workloads several times under various workload 

management policies. Each CPU has 16 cores, 8 x 2MB of L2 cache, 2 x 8MB of L3 cache, and 

the whole server has 96GB of memory and 4 x 1 GB ethernet ports. The operating system is 

Linux. Disks run on hardware RAID 1. A Watts Up PRO meter is used to measure the server 

energy consumption.  

 

For each run, we collect the data necessary to compute the server EEUI, the energy 

consumption and the total time used to process the workload. That is, information regarding the 

utilization of different server components and power consumption is collected. The workloads 

are composed of 160 and 140 jobs, respectively. Each workload has several groups of jobs with 

different resource usage needs (e.g. CPU intensive, memory intensive or I/O intensive jobs). 

The main difference between the workloads is that Workload 2 is more I/O oriented.   
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Finally, to further validate the proposed EEUIs at server and cluster levels, these indicators are 

theoretically validated using the method proposed by Kueng (2000). This method evaluates the 

practicability and efficiency of performance indicators according to some requirements. 

 

4. New Indicator 

The indicators presented in the literature review neglect the relationship between the utilization 

of different server components and their energy consumption, that is, their EE at different 

utilization levels. Commonly used performance indicators such as ITEU do not provide a 

measure of how efficiently computing resources are used (Green IT Promotion Council, 2012).  

 

CPU utilization is frequently used as an indicator for server utilization (Barroso et al., 2013; 

Barroso and Hölzle, 2007; Wang and Khan, 2013). Therefore, the most common applied policy 

to increase server EE is to increase CPU utilization. Nevertheless, Piro et al. (2009) highlight the 

importance of improving the overall resource utilization and not only CPU utilization. Additionally, 

Schödwell et al. (2012) claim that the use of partial utilization indicators for different resources 

allows managers to monitor DC energy proportionality, supporting the idea of using other 

components besides the CPU to monitor the EE of DCs. 

 

The literature shows that the EE of the system depends on utilization levels of active 

components. Based on this, we specify the following requirements for an EE indicator: 

 

- The EE levels at which the largest energy consumer server components, such as CPU, 

memory, network, disk, etc., are operated, should be considered (Barroso et al., 2013; Meisner 

et al., 2009; Piro et al., 2009). The EE depends on the relationship between utilization level and 

energy consumption. On the one hand, for some components the higher their utilization the 

higher their EE (e.g. mainboard, RAM, HDDs and network interface cards), so a good proxy of 

the EE of these components is given by their utilization level. On the other hand, for components 

such as PSUs, whose maximum EE is attained at utilization[i] levels around 50%, the utilization 

level is not a good proxy. 

- The utilization level of less energy proportional components, for example, the main memory, 

should be considered. 
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- The resources that consume the most energy should receive more attention, that is, the CPU 

should get more weight as it is the largest energy consumer component (Dumitru et al., 2011; 

Krishnapura et al., 2016). 

 

As the literature review shows, there is no indicator that satisfies the previous requirements for 

an EE indicator. In the following section, we aim to fill this research gap. 

 

4.1 Server energy-efficient utilization indicator (EEUI) 

To measure the EE of a server, we first assume that the maximum EE is achieved when the 

server optimally uses the capacity of all of its components. Consequently, the server EEUI 

attains its lowest value when the server is running idle, that is, consuming energy but not doing 

any useful work. Thus, the server EEUI is defined as follows: 

𝑆𝑒𝑟𝑣𝑒𝑟!!"# = 𝑔 𝐶𝑃𝑈 ∗ 𝐸𝐶!  +  𝑔 𝑀𝑒𝑚 ∗ 𝐸𝐶! +  𝑔 𝑁𝑒𝑡 ∗ 𝐸𝐶! +  𝑔 𝐷𝑖𝑠𝑘 ∗ 𝐸𝐶! (2) 

Where: 

ECi: current ratio of power consumed by component i ∈ {CPU, Mem, Net, Disk}, to the total 

server power consumption, thus 0 ≤ ECi ≤ 1 and sum(ECi) = 1. As the energy 

consumption of each component varies depending on its utilization and energy 

proportionality, this variable covers the effect of both energy proportionality and energy 

consumption of each component. 

 

And g(X) is calculated as: 

𝑔 𝑋 = !(!!)
!"#!!(!)

 (3) 

Where: 

 

f(Xu): maps the partial utilization of X to the associated EE level at which X operates. For a CPU, 

the term f(Xu) can be calculated as the speed at which the CPU operates measured in 

GHz over CPU power consumption. For the network, f(Xu) is given as the ratio between 

network I/O rate and the power consumed by the network. Note that this depends on its 

level of partial utilization u.  

MaxEE(X): maximum EE at which a component X can operate.  
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Thus g(X) represents the degree of EE, with respect to its maximum, at which the component X 

operates (0 ≤ g(X) ≤ 1). Note that other server components can be easily included in Equation 2, 

even if they do not reach their maximum EE level when used at full capacity. As mentioned 

before, for those components whose EE is a monotone increasing function of their utilization 

level, the utilization level is a good proxy for g(X). The partial utilization level of each component 

can be calculated as the ratio of the time the component is busy to the total time. Note that by 

construction, the server EEUI is dimensionless. 

 

Additionally, possible multiple CPUs or other multiple components can be taken into account for 

the server EEUI. In the case of m-multiple components, g(X) can be calculated as a weighted 

average: 

𝑔(𝑋) =
!(!!!)

!"#!!(!!)
∗ 𝑃𝐸!!

!
!!!   (4) 

where PEXj, that is, the weights, represent the relative maximum power efficiency of each 

component Xj calculated as in Equation 5. 

 

𝑃𝐸!! =  !"#!!(!!)
!"#!!(!!)!

!!!
 (5) 

Thus, in order to maximize the EEUI, priority should be given to the use of the most power 

efficient components. The maximum EE at which a server component can operate could be 

given by its manufacturer or can be calculated (see Section 4). Note that with multiple and 

homogeneous components, g(X) can be given as a simple average, that is, PEXj is equal to 1/m. 

 

As mentioned before, the worst case scenario for the server EEUI is when the server is active 

but completely idle. In this case all g(X) components in Equation 2 are zero, so the EEUI is also 

zero. Conversely, in the best case, all the components are optimally utilized and the indicator is 

equal to one. 

 

The proposed EEUI can be easily extended to a cluster or DC level. With homogeneous server 

clusters, the cluster EEUI is the average of all server EEUIs. For non-homogeneous server 

clusters, it can be calculated as a weighted average, using the power efficiency of each server, 

that is, the most power efficient servers (generally the newest servers) have a higher weight than 
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the less efficient servers. Thus, to maximize cluster EE, priority will be given to the use of the 

most power efficient servers. Equation 6 shows how to calculate the cluster EEUI. 

𝐶𝑙𝑢𝑠𝑡𝑒𝑟!!"# =  𝑆𝑒𝑟𝑣𝑒𝑟!!"#! ∗ 𝑃𝐸!
!
!!!  (6) 

Where: 

n: number of active servers 

PEi: relative power efficiency of server i. In the case of a homogeneous server cluster, PE would 

be equal to 1/n. For non-homogeneous servers, a similar form as the form of PEXj (see Equation 

5) can be used. However, there are some differences. For instance, instead of using the EE of a 

given server component, the efficiency of the whole server should be used. 

 

Note that the maximum value for the operating cluster EEUI is one. As the factor PE depends on 

both the type of server and workload, it could be obtained from benchmark data such as the 

SPEC Power benchmark (SPEC, 2015). However, this might not be available for all types of 

servers and configurations and might not be suitable for all workloads. Thus, we suggest that DC 

operators use the power and performance benchmark methodology (see: SPEC, 2015) to 

estimate the factor PE for their specific situation, that is, for a given server model, configuration 

and workload type.  

 

The two new indicators proposed do not aim to compare EE among different server hardware or 

cluster architectures, but to monitor the degree of EE at which the servers and clusters operate. 

Therefore, independently of the workload, the DC manager can compare how well the 

computing resources are used on different days. The indicators also allow contrasting the 

resource usage efficiency with other DCs having a different hardware and/or workload. 

 

By using both the EE at which a server component operates and the ratio of the power 

consumed by it to the total server power consumption, the proposed EEUI does not only 

consider the utilization levels at which those components are used but also takes into account 

their EE and energy proportionality. Thus, the proposed EEUIs are a novel solution to the gap 

found in the literature and presented in Section 4. 
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5. Evaluation 

We evaluate the EEUI by studying and analyzing the EE and throughput of several servers 

under different workloads, hence, with different server EEUI values. This allows us to study how 

different workloads in a server, with their corresponding EEUI values, affect the server EE and 

throughput (measured as jobs performed per time unit). For the sake of space, the results 

reported here are based on the CERN data set, however, they hold among all data sets.  

 

Figure 1 shows the evolution of the server EEUI and throughput over time (on a daily basis, for 

27 days) for two different servers. We can see that for Server 1 both the EEUI and the 

throughput variables take higher values than for Server 2. This suggests a positive relation 

between the server EEUI and its throughput rate.  

 

 
 

Figure 1: Server EEUI versus throughput: A comparison for servers. Results for Server 1 and 

Server 2 are at the left and the right graphs, respectively. 

 

Table 2 (Two servers section) supports this hypothesis by presenting the total throughput, the 

average value for the server EEUI and the Spearman correlation between these two variables 

for each server. This shows that as the value of the EEUI increases, the total throughput also 

increases while the estimated energy consumption per unit of work decreases. This leads to a 

higher energy productivity/efficiency (i.e. more jobs processed per unit of energy consumed). 

These results hold when selecting any server for all data sets.  
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Table 2: Comparison for servers 

 Two servers Single server 

Indicator 
Server 1 Server 2 Server 1a Server 1b 

TT: Total Throughput (Jobs) 7016 1010 4183 2300 

Server EEUI (Average) 0.613 0.284 0.761 0.455 

Spearman Correlation (TT vs Server EEUI) 0.66 0.82 - - 

EC: Energy Consumed (kWh) 850.54 402.59 506.75 305.26 

Energy Productivity (TT/EC) 8.24 2.51 8.25 7.53 

 

It is worth mentioning that this type of correlation between the server EEUI and throughput was 

expected, since in this case both servers remained the same. Thus the higher the utilization 

levels of the server components (hence the server throughput) the higher the server EE. This is 

due to the lack of energy proportionality of the server components used.  Note that this result is 

not expected to hold when the servers vary through time, since it is possible to achieve the same 

throughput while having different operation and usage of the computing resources, hence, 

different EE and EEUI levels.  

 

In the ideal case, the power consumption of each server component as well as the entire server 

power consumption should be measured in real-time. Although this seems to be impractical in 

most existing DCs, there are other alternatives such as the use of power models. For instance, 

in this case the server energy consumption was estimated as a function of the utilization levels 

of several server components. We established a linear power model based on the measurement 

of both the server power consumption and resource usage for a specific server. To estimate the 

power model we followed the method proposed by Economou et al. (2006).  

 

To properly model the power consumption of the server components and the power 

consumption of the idle server, the calibration process has several phases. One of the phases 

focuses on the analysis of the power consumption when the server is idle, while in others the 

utilization level of the main power consumer components of the server vary individually.  

 

This model was used to estimate the power consumption of single server components and can 

also be used to estimate the power efficiency of a server component at different utilization levels 
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as well as the maximum EE level at which a given component can operate. The literature  shows 

that, in general, this kind of model has high accuracy in estimating server energy consumption 

(Economou et al., 2006; Povoa et al., 2013). However, it is worth mentioning that the accuracy 

and usefulness of power models depends on both the workload characteristics (i.e. resource 

requirements) and server configuration (Mobius et al., 2013). Thus the use of a fixed pre-defined 

power model will decrease the reliability of the estimated EEUI.  

                                                     

We also analyze how the EEUI, the EE and the throughput of a server evolve over time when a 

server is used under different workloads. The last two columns in Table 2 (Single server) display 

the results of Server 1 for two different time-periods of 13 days.  We observe that when the 

same computing resources are used by different workloads and one of them increases the value 

of the EEUI with respect to the other it also leads to a higher EE and throughput of the system. 

This validates and supports the use of the proposed EEUI as a means of improving the energy-

efficient management of computing resources. 

 

 

Table 3 displays the average results for two different workloads under two different workload 

management policies (i.e. Set-up 1 and Set-up 2) used in the lab test. The objective of having 

two workload management policies is to compare a standard case (Set-up 1) with a case in 

which the workload management policy aims to increase the value of the server EEUI (Set-up 

2). This allows us to analyze the effect of increasing the value of the server EEUI on the server 

EE and throughput. 

 

To facilitate the analysis of the results we apply simple workload management policies. Thus, 

the workload management policies only differ in the amount of jobs being processed in parallel 

(i.e. Set-up 1 runs only half of the jobs run in parallel in Set-up 2). As expected, the workload 

management policy with the highest average value for the proposed server EEUI (i.e. Set-up 2) 

uses less energy and less time to process all the jobs. Previous results hold for different 

workload management policies and workload types. These results further demonstrate that the 

optimization of the EEUI can help DC managers to reduce DC energy consumption and increase 

the total number of jobs processed per unit of time.  

 

Table 3: Empirical results: Lab tests 

 Workload 1 Workload 2 
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Indicator Set-up 1 Set-up 2 Change Set-up 1 Set-up 2 Change 

Server EEUI 0.578 0.636  0.474 0.640  

EC (Wh) 182.60 170.55 -6.60% 188.8 153.7 -18.59 % 

Total Time Used  (s) 1043.5 & 977.5 -6.32% 1248.5 885 -29.11 % 

 

The theoretical validation of the new EE indicator is as follows (Kueng, 2000): 

 

- Quantitability: the value of the indicator is a real number between zero and one.  

- Sensitivity: this depends on the precision of the underlying measurements. Generally, the 

indicator is very sensitive even for minor changes on the computing performance. However, it 

may not always react exactly in real time, since for example utilization is measured as an 

average for a time period. Usually this period must be at least a couple of seconds long.   

- Linearity: the indicator value is directly proportional to performance. 

- Reliability: the value of the indicator is computed using measurable facts and there is no 

subjective component included in the measurement. 

- Efficiency: computing the indicator is light-weight and requires little computing power. This is 

due to the fact that the utilization of individual components can directly be read from counters of 

the operation system (OS) while the energy consumption of these components can be estimated 

using OS counters (Economou et al., 2006; Povoa et al., 2013) or collected for example through 

the energy measurement library (EML) (Cabrera et al., 2015). However, the necessary 

extraction and/or estimation of the different variables (i.e. the parameters of the power model for 

each server type, the power efficiency of the server components at different utilization levels, 

among others) needed to calculate the EEUI might be resource-intensive, especially for DCs, in 

which there might be 3 to 5 server models with 10 to 40 configurations each (Delimitrou and 

Kozyrakis, 2013). Nevertheless, if measuring the power consumption of server components 

becomes available in the future, the server EEUI can be easily applied.  

- Improvement-oriented: the indicator measures the performance of the process, not errors or 

non-optimal behavior of the personnel operating a computing cluster. 

 

6. Conclusions, implications and future work 

The literature shows that there is a need to find ways to improve the EE and throughput of DCs. 

Therefore, the main goal of this paper is to contribute to the enhancement of both the EE and 
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throughput of DCs. To do this, we first clarify different concepts of efficiency such as power, 

energy, and energy and power efficiency, and how these are related. We then propose the EEUI 

to measure the degree of EE at which servers and clusters operate. We test the indicators by 

collecting data from three different scientific DCs and performing controlled laboratory tests.  

 

The results indicate that the optimization of EEUI makes it possible to run computing resources 

more efficiently. This leads to a higher EE and an increment in the total number of jobs 

processed per unit of time (throughput). Both energy-related costs and the total cost of 

ownership are therefore reduced, since the amount of both energy and hardware resources 

needed decrease. These results have several practical implications regarding how to manage 

DC computing resources. Results show that a policy aiming to optimize the proposed EEUIs at 

different levels can help to improve the EE of DCs. Thus, to optimize the proposed EEUIs, DC 

managers and operators should use resource management policies that increase the resource 

usage variation of the jobs being processed in the same computing resources (e.g. servers). 

That is, the allocation of jobs with different resources needs in the same computing resources 

should be increased (Abaunza et al., 2015).  

 

Additionally, the capability and scalability of the current computing resources are improved 

(Delimitrou and Kozyrakis, 2013), which has economy implications for DC stakeholders. The 

improvement in the EE of DC operations reduces DC operating costs (Barroso and Hölzle, 

2009), which results in higher DC profitability and it also allows DCs to offer their customers 

lower prices for their computing services. This may increase their customer base as well as their 

profitability. 

 

As the carbon footprint is reduced due to greater EE, the negative effect on the environment and 

society caused by it (i.e. global warming) decreases (Barroso and Hölzle, 2009) while DC 

sustainability increases. Furthermore, since the system energy consumption drops, so does the 

heat generated by the system, therefore improving its reliability and stability (Uddin and 

Rahman, 2012).  

 

The proposed EEUIs can directly be applied to a DC processing delay-tolerant jobs (e.g. 

scientific computing), where the jobs can tolerate lower performance due to policies aiming to 

maximize total throughput or to power constraints. The power constraints can be related to either 

the maximum capacity of power suppliers, thermal constraints or costs reasons. Therefore, 
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although individual jobs may need more time to be executed, the total throughput per unit of 

energy consumed and per unit of time over the long-term is higher. This is in line with the goals 

of scientific DCs, such as the CERN DC, which seeks to maximize the total throughput for a 

given power budget (Hirstius et al., 2008). Conversely, DCs processing delay-sensitive jobs (e.g. 

web requests) may target the optimization of the proposed indicators but this process should be 

done carefully, that is, the EEUI can be optimized but may be subject to constraints related to 

QoS. 

 

Our current tests show that EEUI is an appropriate method for improving EE. However, to show 

its usefulness in different DC settings, larger-scale tests will be needed. To fully analyze the 

potential of EEUI, more detailed measurements of energy consumption for different components 

in the server are also needed. New generation servers mostly fulfill these requirements 

(Hackenberg et al., 2015) but this hardware is not commonly used in DCs yet. 

 

Our future work will focus on how to adapt the proposed indicators to guarantee that QoS 

requirements are met. Moreover, we will work on the development and application of a 

dashboard using the proposed indicators, thus providing further validation. Additionally, the 

development and testing of a policy for the optimization of the proposed server and cluster 

EEUIs in DCs is left as future work. This policy may integrate different approaches such as 

consolidation, virtualization, DVFS, resource allocation and assignment, power controls, 

management of interference and contention and OM principles, exploiting the complementarity 

among these techniques.  

 

This research has been supported by the Swiss National Science Foundation (FNS) under Grant 

No. 100018-144099. 
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