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Abstract 
By analyzing large data sets on jobs processed in major computing centers, we study how 
operations management principles apply to these modern day processing plants. We show that 
Little’s Law on long term performance averages holds to computing centers, i.e. work-in-progress 
equals throughput rate multiplied by lead time. Contrary to traditional manufacturing principles, 
the law of variation does not hold to computing centers, as the more variation in job lead times the 
better the throughput and utilization of the system. We also show that as the utilization of the 
system increases lead times and work-in-progress increase, which complies with traditional 
manufacturing. In comparison with current computing center operations these results imply that 
better allocation of jobs could increase throughput and utilization, while less computing resources 
are needed, thus increasing the overall efficiency of the center. From a theoretical point of view, a 
system with close to zero set-up times, as in the case of computing centers, the law of variation 
does not hold.  We observe that the more variation in job lead times and resource usage, the 
higher the throughput of the system. 
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1. Introduction 

The exponential growth of cloud software applications and other IT services via the Internet has 
led to the development of large data centers worldwide. Alongside this development, the cost of 
computing resources has decreased making centralized computing facilities economically viable. 
These centers can be found even in remote locations close to reliable and reasonably priced 
electricity sources with access to cheaper cooling solutions. Economies of scale and cost 
advantages clearly dictate business decisions when computing centers are being established. 
Studies are numerous on computing system efficiency yet they mostly concentrate on hardware 
solutions and how the surrounding infrastructure can be organized in a cost efficient way.  Few 
studies view computing centers as a manufacturing system processing jobs and delivering 
services to customers to which operations management principles could be applied. We aim to fill 
this research gap. 
 
From an operations management point of view, computing centers are similar to any value adding 
process in manufacturing; they receive jobs (orders) and process (transform) them into results 
(finished goods) and deliver (ship) them to their customers. This should all be done in a resource 
efficient manner (utilization), on time (just-in-time) and according to specifications (quality). In 
operations management the key concepts of improving system efficiency are related to 
throughput, work-in-process, lead time, cycle time, variability, utilization and service level. The 
theory of operations management (e.g., Schmenner & Swink, 1998; Hopp & Spearman, 1996) 
identifies the relationships between these concepts. We study whether these key relationships 
also apply to computing centers. 
 
When comparing computing centers to other manufacturing industries, the utilization level in 
computing centers is low. The average utilization rate of data centers is around 30% and only less 
than 10% of data centers use more than 70% of their capacity (Barroso & Hölzle, 2007; 
Rasmussen, 2007b; Bohrer, 2002). One common explanation for the low utilization is that data 
centers are built to manage peak loads, which are common to all industries. Generally, it is not 
economically meaningful to fit the capacity according to the peak demand since other methods, 
such as inventory, pricing, outsourcing, and queuing, can be applied to manage peak demand 
situations. There is always a trade-off between the capacity and the level of service, since it is 
difficult to predict and estimate peak loads. Naturally, estimated peak load represents one design 
parameter for any manufacturing system. 
 
Even at this low level of utilization, the resources, that is, computers, are usually operational and 
consume 60% of their peak power (Meisner et al., 2009).  Low utilization is inefficient through the 
increased impact on infrastructure, maintenance and hardware costs. Moreover Hölzle & Weihl 
(2006) show that low utilization reduces the efficiency of power supplies causing over 10% of all 
losses in power distribution. Following empirical reasoning, Barroso & Hölzle (2007) propose that 
computers should be run at near full power when they do value adding work, because then they 
operate most efficiently with regards to consumed energy per executed task. Currently, the whole 
information technology infrastructure in the US accounts for 1.5% of the total electricity 
consumption and this is rapidly increasing (Green IT Promotion Council, 2010). Therefore, it is 
meaningful to analyze whether operations management principles are valid in computing centers 
and whether the well-established domain knowledge from efficient manufacturing could be 
applied to manage computing centers better. 
 
The most well-known method for comparing energy and overall efficiency of data centers is power 
usage effectiveness (PUE) metrics (Belady, 2008). This indicates how much of the energy is lost 
in cooling, power distribution, and other infrastructures, but it does not indicate how efficiently IT 
resources are operated. Limitations of PUE metrics have been recognized by the Green IT 
Promotion Council (2010), which proposes additional metrics such as IT Equipment Utilization 
and IT Equipment Energy Efficiency. Based on these metrics, the council recognizes that 
operating data centers in an efficient way, that is, reducing amounts of hardware and increasing 
utilization, is one of the most important methods of improving energy efficiency. Our research is 
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very much in line with this approach as we systematically analyze how the operations 
management approach could be applied to computing centers. 
 
We first analyze the existing research on the efficiency of computing centers. The focus is to 
determine what kind of research has been carried out in this industry from an operational 
efficiency point of view.  We then construct our research hypotheses by reviewing the main 
theoretical principles of operations management, and by explaining our data sets and statistical 
methods applied to analyze them. A special section is added to define the key operations 
management concepts in the context of a computing center. The results from the data analyses 
are then presented and discussed along with their practical managerial implications. We then 
dedicate a whole chapter to validating the research. Finally, conclusions are drawn, including 
practical and theoretical considerations as well as avenues for future research. 

2. Literature review 

Research on computing system efficiency started in the 1950s with the introduction of the first 
commercial computing systems (e.g., Spence, 1952; Huskey, 1965). At that time, this innovative 
research recognized the importance of operations management in optimizing computing systems. 
This research was titled computer performance evaluation (NBS/ACM Workshop on Computer 
Performance Evaluation, 1975). Later, in the 1970s Chandler and DeLutis (1977) studied multi-
criteria information system design by stating: “Ideally the system will perform optimally when it 
achieves its user oriented objectives within a minimum cost of the system”. These early studies 
introduced the idea of analyzing both computer system (resource utilization and queuing) and 
application or user system (throughput and response time) separately, but they did not introduce 
formulas indicating ways to connect these entities to assess overall system performance. 
 
One of the first studies using operations management indicators and formulas was written by 
Buzen (1976). He defined operations management concepts like throughput and response time 
as part of the performance analysis for the first main frame computers in industrial use. He called 
this the operational method to differentiate it from the commonly used stochastic or benchmarking 
methods to analyze computing system performance. Buzen (ibid.) estimated the values of the 
variables by observing the system during some time interval and collecting data on completed 
jobs and system status. One of the main results of the study was that the throughput of a device 
is equal to the system utilization divided by the product of the average service time over the 
average number of requests per job. Although the concepts in this study are similar to our current 
study, there are still clear differences. We focus on computer clusters containing several 
computing servers, each having multiple CPUs and CPU cores. We also treat both the computers 
and jobs as black boxes, that is, we do not observe their internal states such as requests per job 
or utilization times of any components. In addition to throughput and response time, we also study 
other concepts such as work in progress and variation in the processing lead times and resource 
usage. 
 
Other studies addressing the application of operations management concepts to improve 
computing system performance include Carlsson and Arlitt (2011) who noticed that classifying 
jobs in different groups according to their resource usage variation and by applying a queuing 
model to schedule them can improve performance in some situations. Queuing theory has also 
been studied by Reiser and Lavenberg (1980, also Gandhi, 2009) who developed a mean-value 
analysis to evaluate computing jobs and their processing characteristics. On the other hand, 
performance metrics such as throughput and mean response time have been widely used when 
defining performance requirements or evaluating existing software and hardware systems. The 
International Standardisation Organization (ISO, 2003) defined these concepts in its standard for 
software engineering. The reverse has also been explored as interestingly Yoon et al. (2012) 
have applied modern computing system concepts to manufacturing systems. 
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Scheduling is a widely studied topic both in computer science and operations management. With 
regard to computer science, most of this work concentrates on the finding of optimal schedules 
when jobs have constraints on precedence and delivery time. Optimizing the total system 
throughput or overall efficiency has met less research interest. Some studies like Koole & Righter 
(2008) propose that jobs should be replicated to several computers to increase efficiency, but 
they do not estimate how much more resources are needed when the same tasks (or at least 
parts of the tasks) are computed several times. Further on theoretical scheduling, Prasanna and 
Musicus (1996) provide a model in which the number of processors allocated to a task can be a 
continuous variable making it possible to allocate all processors to one task if needed. Edmonds 
(2000) studied non-clairvoyant scheduling in multiprocessor environments. In his model jobs can 
have arbitrary arrival times and execution characteristics can change. Wang et al. (2009) 
developed optimal scheduling methods in the case of identical jobs and different computers. Their 
on-line algorithm was conceived to maximize the throughput and minimize the total load. Self-
learning scheduling models also exist (Shivam et al. 2006) to predict execution times of different 
computing jobs based on past performance. Some studies try to explain and predict resource 
usage, like Medernach (2005), studying workload in a grid computing cluster to compare different 
scheduling methods. 
 
Research on improving the efficiency of computing systems is active, yet it is mostly focused on 
hardware and infrastructure aspects, that is, developing more efficient hardware or optimizing the 
cooling and other infrastructural issues related to computer centers (Marwah et al., 2009; Brown 
& Reams, 2010).  Studies on efficient computing also include the optimizing of microprocessors 
by dynamic voltage scaling (e.g. Ge et al., 2005; Kappiah et al., 2005), optimizing disk systems 
(e.g., Essary & Amer, 2008; Li et al., 2005), optimization of network usage (e.g. Conner et al., 
2006), and compilers (e.g., Zhang et al., 2004). Studies on pure energy efficiency, e.g. Lefurgy et 
al. (2007), suggest a method to control the peak power consumption of servers. Gruber and 
Keller (2010) studied resource optimization and application efficiency, showing that they have an 
impact on overall efficiency and energy consumption. Their approach included CPU frequency 
scaling, adapting resources for needs of applications and collecting data on processed jobs. The 
effectiveness of the algorithms, software architecture, and operating system has also been 
studied (e.g. Färe, 1985; Herrero & Salmeron, 2005). This research claims that when two 
computing jobs have the same input and output, the one using fewer resources is considered 
more effective. Algorithmic effectiveness has been heavily studied in computer science, but has 
not had much success in practical computer center operations. 
 
Recently experts have debated whether it is more efficient to run computers at full power or at 
lower power regimes to save energy. Tsirogiannis et al. (2010) analyzed the energy consumption 
of database servers. Their conclusion was that in most cases the most energy efficient solution is 
also the most efficient one. The main reason for this is the high idle power of the computer. 
However, some studies such as Lang and Patel (2009) suggest the opposite approach, i.e. using 
CPU voltage scaling to reduce both performance and energy consumption. Their conclusion was 
that slowing down processing time improves energy-efficiency, but they only counted for CPU 
power and not the total system’s power consumption. Gandhi et al. (2009) got similar results 
when studying the minimizing of mean response time in running different amounts of servers 
using different power settings. They used CPU frequency and voltage scaling to control servers 
and their power consumption. The result was that in some cases it is more optimal to run more 
servers at lower power than fewer servers at full power. However, the goal of the authors was not 
to maximize throughput or to minimize energy-consumption but to minimize mean response time. 
The results are also strongly dependent on the hardware used, thus it is not straightforward to 
generalize the results.  
 
Research also shows that computing centres consume significant amounts of energy with very 
low utilization rates, and about 40-45% of the total energy consumption in data centres stems 
from cooling and losses in power distribution (Rasmussen, 2007a). Therefore improving the 
efficiency in accomplishing each computational task by one computing resource actually reduces 
the total energy consumption by a factor of 1.5. Optimizing the effectiveness of the computing 
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systems, i.e. producing less heat per unit of work and ensuring a high throughput would benefit all 
computing center stakeholders.  
 
Research on efficient computing has mainly focused on certain components of the system, such 
as infrastructure, scheduling, electronics, while failing to study the system as a whole. There are 
several independent studies on the topic, but as far as we know the issue has not been 
considered in a systematic way from the operations management point of view. Thus, the 
knowledge accumulated in operations management remains unexploited in the running of 
computing centers. We seek to fill this research gap. There is a clear need to study the effective 
management of computing systems by viewing a computing facility as a production unit and to 
determine whether we can apply the well-established operations management principles to run it 
more efficiently. To achieve this we need first to evaluate whether these principles prevail in 
computing centers. 

3. Research hypotheses, data sets, definitions and methodology 

In many ways current computing facilities are run in a similar manner as factories were run in the 
1970s, i.e. focusing on scale and cost. In manufacturing this approach was followed by the quality 
movement, which turned the focus from scale and cost to continuous improvement and errorless 
operations. The shift was away from increasing production capacity to improving the process and 
controlling the process dictating the quality of output. This was accompanied by an analysis that 
sought to discover how reducing lot size, set-up times, work-in-process and inventory can affect 
lead time and the punctuality of the system (e.g. Suri, 1998; Hopp & Spearman, 1996). 
Computing clusters are still run mostly on a scale basis, and capacity is planned according to 
peak load. Issues related to flexibility, utilization and throughput are less studied when computing 
facilities are concerned. Before the vast theoretical and practical know-how of operations 
management can be applied in this field, we analyze how the fundamental principles of this 
discipline fit in to this environment. 
 
The “factory physics” approach (Hopp & Spearman, 1996) makes it possible to analyze 
operational efficiency of a production unit without needing to know its detailed internal structure. 
This approach is well suited to the analysis of complex systems such as computing centers. Other 
commonly used approaches are the use of queuing theory and simulation models. In the case of 
a computing center with tens of thousands of CPUs and all other essential components such as 
disks and network connections, the creation of a feasible queuing model is not meaningful. We 
therefore study the operations management principles and their applicability to computing centers 
by using data sets describing the flow of jobs through the computing system. 
 
3.1 Constructing research hypotheses 
The roots of operations management are in queuing theory and in processes dealing with discrete 
objects. These objects could be people queuing in banks, metal pieces waiting for a lathe or tasks 
being processed by a microprocessor. The objects wait for service, which usually is the 
bottleneck in the process. There is a rate of arrival to, and rate of departure from, this value 
adding service. Little’s Law captures this by stating that the average number of items in a queuing 
system equals the average arrival rate of items to the system multiplied by the average waiting 
time of an item in the system (Little, 1961). This law applies especially well when long term 
averages of arrival rate, number of objects in the system and wait time per item are concerned. 
This can be generalized for any value adding system from individual single operation processes 
to complex manufacturing operations and even for ecosystems and populations (e.g. Elgart et al., 
2010). 
 
Computing centers receive jobs in a backlog, from where they are processed by the processors 
and once finished the results are assembled in storage and eventually delivered to the customer. 
Little (2011) applies the law to computer architecture in a www service environment with the aim 
to reduce response times. In his approach the focus is on multicore CPUs and memory, and how 
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they can best be designed to serve high volume web traffic. We set out to study how Little’s Law 
applies to large scale processing of computing jobs with hugely varying work content, i.e. 
processing lead time, along with work-in-progress and throughput rate (the general operations 
management version of Little’s law: WIP=TPR*LT; Little, 2011). We record operations in three 
data centers and track the performance both in processing individual jobs and the whole system’s 
performance in the longer term. Therefore, we test the Little & Graves (2008) observation that for 
operations management Little’s Law can be stated in terms of the average output or departure 
rate or flow rate for the system, rather than the arrival rate. This means that work-in-process 
equals throughput multiplied by cycle time. Thus our first hypothesis is: 
 
H1: Little’s Law applies to computing centers like it applies to traditional discrete manufacturing 
facilities. 
 
Following Schmenner & Swink (1998) and their construction of operations management theory 
we review computing centers against the other laws of operations management. The law of 
bottlenecks states that productivity is improved by eliminating or managing bottlenecks in the 
process. In computing centers the resources are more or less identical. Thus CPU does not differ 
from another. Therefore there are no CPU bottlenecks. However, by allocating jobs in different 
ways one may create situations of overload in the center, thus turning the memory or network 
resources a bottleneck, which, in turn, increases backlog. This being the case we do not test the 
law of bottlenecks, but we move on to test the law of variability. 
 
The law of variability states (ibid.) that the greater the random variability, either demanded by the 
process or inherent to the process itself or to the items processed, the less productive the 
process. The more variable the jobs in terms of lead time, the more variable the steps processing 
the jobs, the less output there will be from the process. This law derives from queuing theory and 
a basic case has been verified by simulation (Conway et al., 1988). Therefore, be it process 
variation or lead time variation related to the items to be processed, it reduces the overall 
efficiency of the system. Variation and bottlenecks ruin the harmony of the ideal, swift and even 
flow, which the various quality tools and other operations management methods aim to achieve.  
The computing jobs processed in our computing centers vary greatly in processing time and 
memory usage, but the resources processing them are identical. Following the law of variation, 
we formulate the following hypothesis: 
 
H2: The greater the variation in job lead times and resource usage, the less productive the 
process. 
 
According to Hopp & Spearman (1996), the law of utilization states that if a station increases 
utilization without making any other changes, average work-in-progress and cycle time will 
increase in a highly nonlinear fashion. As utilization is workload divided by capacity, and the law 
of capacity states (ibid.) that in a steady state all systems will release work at an average rate that 
is strictly less than the average capacity, then running a system close to maximum capacity to 
achieve high utilization is not feasible in the long run.  This has led to a general rule of thumb that 
processes should not be scheduled to 100% capacity, as in the longer term the process will not 
work at 100% utilization. Utilization levels of 70%-80% are often advised as external and internal 
process variation will occupy the remaining capacity. Our literature review on computing centers 
shows that they mainly operate at very low utilization levels compared to manufacturing facilities 
and peak load is mostly used as a key capacity planning parameter. We therefore study whether 
the law of utilization also applies to computing centers, thus our third hypothesis is: 
 
H3: As the utilization level of the computing center increases, so will the processing times. 
 
The rest of operations management theory deals with the relationships between lot size, work-in-
process and lead times, namely as lot size increases the overall inventory and system lead times 
increase. Depending on the system this may also happen when the lot size is reduced, thus there 
is an optimal point for lot size with regard to lead time and inventory. In a computing center, jobs 
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may be submitted in lots, yet they are always processed individually. As we study these types of 
individually processed jobs, lot size relationship is not within the scope of our research. 
 
3.2 Data sets 
The data are collected from computing centers running scientific computing jobs. The main data 
set originates from the CERN, the European Organization of Nuclear Research, and their various 
experiments related to the LHC project to study the elementary layers of matter. A typical job 
requires the analysis of tens of thousands of particle collision events; each event typically 
requiring 200ms processing time and 600KB of data (Ponce & Hersch, 2004). Each job involves 
the processing of alternating numbers of events and varies in processing time and in memory 
usage. Additional data sets to validate the principal analysis come from the Helsinki Institute of 
Physics (particle physics) and the Finnish Centre for Scientific Computing, CSC (general scientific 
computing). The common denominator of the data sets is that they are related to scientific 
computing and the processing of millions of jobs with alternating length and characteristics.  
 
Computing centers have often been seen as service systems focusing on availability and short 
waiting and response times. This approach works well for web services, but as our focus is on 
scientific computing, throughput is much more important than response time. Computing jobs 
usually run several hours and each user submits a large number of jobs. Therefore, waiting or 
response time of an individual job is not essential for the user. This kind of computing center can 
be viewed as a factory producing customized products. Submitting a computing job represents an 
order, input data represent raw material, and output data the delivery. 
 
As many jobs are launched concurrently to the computing cluster by thousands of scientists 
around the world, the actual computing center has thousands of multicore CPUs and terabytes of 
memory to process these jobs. The jobs are usually processed on a first come, first served 
scheduling basis. The scheduler on the cluster front end simply takes the first job in the queue 
and sends it to the computing server having the least load. The servers are configured to process 
at most as many jobs as they have CPU cores. If all servers are full, the job must wait at the front 
end computer feeding the jobs to the system. Jobs are submitted through several different 
queues (e.g. short jobs, long jobs, different experiments) to assign different priorities to them. 
Since the queues share the same computing resources, this setup affects only waiting times, not 
processing times of the jobs. 
 
The actual data contains the metadata of these jobs, which in turn contain information on job 
owner, issuing organization, computing node on which it was processed, queue, priority, 
submission time, start time, end time, exit status and resource usage in CPU seconds, memory, 
and I/O. The CERN data cover a period of 2 months of intensive processing from March to April 
2011. There are a total of 11 million jobs. The mean job lead time is 8,488 seconds (about 2h, 
18mins), and the standard deviation 23,979 seconds (6h, 36mins). As for the resource usage the 
mean maximum memory usage per job is 590 kB, with the standard deviation being 860 kB. The 
job data is highly variable, thus providing us with good means to test the hypotheses. The data 
sets used for validating the results show similar patterns.  
 
3.3 Definitions 
To test and validate our hypotheses we compute the following variables from the data sets: 
 

• Lead time (LT): end-to-end time required to process a job, the possible waiting time in a 
queue before the processing starts is not included. 

• Utilization: capacity used divided by maximum capacity; in our case, the processing time 
used divided by maximum available processing time in a time slot.  

• Throughput (TP): number of jobs finished per time unit. 
• Work-in-progress (WIP): average inventory of unfinished jobs held by the system. 
• Lead Time Variation: the coefficient of lead time variation, i.e. standard deviation per 

mean. 
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• Resource usage variation: the coefficient of variation of maximum memory usage of 
finished jobs, i.e. standard deviation per mean. 

 
These variables are used to test our hypotheses by assuming independent time slots, i.e. there is 
no autocorrelation when comparing values in different time slots. For example, to test how 
variation affects mean lead time, we compare mean lead times in time slots having different 
variations and assume ceteris paribus that the other properties remain the same. We study the 
target system by dividing it into equal-sized time slots. Let us assume the starting time is t0 and 
the end time tn. We divide the time period into N equal-sized non-overlapping intervals. The 
number of intervals is N and the length of each interval |t| is (tn-t0)/N. We focus on lead times (LT) 
of jobs defined as end time - start time. Since we focus on the efficiency (throughput) of the 
computing system itself, the possible waiting time before processing does not affect this and thus 
is not included in job LT. We analyzed waiting times separately and no change was observed in 
them independently of the load and WIP of the system. One reason for this could be that the 
system did not reach high utilization levels due to ample resources available. 
 
We divide the overall time the data set covers into non-overlapping intervals to compute utilization 
and throughput. The utilization matrix U has K rows, where K is the total number of jobs in our 
data set and N columns. The cell U(i,j), with i=1,…, K and j=1, …, N represents the amount of 
processing time that job i uses in slot j. The throughput matrix T has K rows and N columns. A cell 
T(i,j) represents the lead time for job i, if job i finishes in slot j, otherwise the cell is empty. Job i 
finishes in slot j, if all cells U(i,s| s>j), for all s = 1,…,N are empty. The memory matrix M has K 
rows and N columns. Cell M(i,j) contains the maximum memory for job i, if job i finishes in slot j and 
otherwise the cell is empty.  Based on matrices U, T and M, we define the following variables. We 
use commonly known functions mean (arithmetical average), sum, and sd (standard deviation) in 
the definitions.  
 

• Mean lead time, the mean for lead times of all jobs finished in slot j: 
o Mean LT(j) = mean( T(i,j) ), where i=1,...,K. 

• Work in process (WIP), the average number of jobs running in time slot j. This can be 
computed by dividing the lead time for the job in the slot by the length of the slot and 
then summing these values over all jobs in the slot. 

o WIP(j) = sum( U(i,j) / |t|), where i=1,...,K. 
• Throughput, the number of jobs finished in slot j: 

o TP(j) = sum[T(i,j)>0], where i=1,..,K and [T(i,j)>0] is an indicator equal to 1 if job i 
finishes in slot j, 0 otherwise. 

• Lead time variation (coefficient of variation), the standard deviation divided by the 
mean for lead times of jobs finished in a slot. 

o LT cv(j) = sd(T(i,j)) / mean(T(i,j)), where i=1,...,K. 
• Memory variation (coefficient of variation), the standard deviation divided by the mean 

for  maximum memory of jobs finished in a slot: 
o Memory cv(j) = sd(M(i,j)) / mean(M(i,j)), where i=1,...,K. 

• Utilization (wall clock utilization) = the total processing time for all jobs in a slot divided 
by the maximum value over all slots: 

o Utilization(j) = sum( U(i,j) )/ max(sum(U(i,p))), where 1<= p <= N and i=1,…,K. 
 
To calculate utilization we use the traditional definition of load divided by capacity. Yet, in our 
case this is not so trivial as we do not know exactly how much processing power was exactly 
available in the computing center when a particular calculation was done, and what the maximum 
capacity allocated for the time slot was. Therefore, we use an approximation that it is uniform and 
commeasurable across the data set independently of the size of the time slot. The measured 
maximum value over all slots gives the real lower bound benchmark for the capacity potentially 
available during each slot. We make the assumption that among a large set of time slots, the 
center runs at least once near its maximum capacity. However, when we tried to fit with the 
theoretical model of utilization (U=u/(1-u); Hopp & Spearman, 1996), we did not observe 
exponential growth in our utilization curve. We assume this measure indicates that the center is 
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operated at the range of 15%-50% utilization.  In general, the definition of maximum capacity for a 
computing center is not a trivial task as it depends on the number of CPUs, the amount and 
speed of the main memory, the network solution and disk systems. We test the sensibility of this 
measure when slot size is varied, and show that it does not affect the results reported. 
 
3.4 Research methodology 
In order to assess how the operations management principles apply to computing clusters, we 
apply statistical methods to analyze different variables of processed jobs and their distribution 
over a longer period of time. In the next subsections we discuss the validation of the two different 
approaches used in this research. 
 
3.4.1 Unconditional approach 
The Pearson correlation is the most commonly used dependence measure, but some caution has 
to be taken before using it. It is a linear measure of dependence, which is valid only for elliptical 
distributions such as the normal (Gaussian) distribution. However, it is often the case that the 
variables of interest display fat tails due to the appearance of sudden peaks (extremes). In that 
case, the variables are not “normally” distributed and the correlation, as a dependence measure, 
is not appropriate. A statistical inference study on the raw CERN data (jobs lead times) has 
shown that the data significantly come from a mixture of two distributions: one for the body 
(average values) and one for the upper tail (extremes, large values). This can be justified by 
extreme value theory (EVT), which offers the correct mathematical foundation to model extreme 
values (Coles, 2000).  EVT states that for any common continuous distribution, the data that are 
above the high threshold in the tail (the extremes) follow a generalized Pareto distribution (GPD). 
Therefore, statistical inference should be performed separately for the body of the distribution (the 
average values) and for extreme values beyond the threshold which is set to be the 90% quantile 
(for more information about this threshold choice, we refer to Chavez-Demoulin et al., 2012; also 
Chavez-Demoulin & Davison, 2012). 
 
The “normality” of the built up variables resulting from the body of the distribution is assessed 
using an Anderson-Darling test and a quantile-quantile plot which compares the empirical quantile 
and the corresponding quantile of the normal distribution. These plots are omitted for the sake of 
space. The results presented using this approach concern the main part of the mixture of 
distributions (the 90% values) of the CERN data sets and the other cluster processing particle 
physics jobs.  According to the quantile-quantile plots and the variable specific p-values from the 
Anderson-Darling test of normality in Table 3, the normality hypothesis is reasonable for almost 
all of the variables used, for variables from the CERN data and the log-variables from the other 
data set. Apart for mean lead time, for CERN, normality cannot be rejected at a 1% level for all 
the variables. This analysis validates the use of correlation as a measure of dependence. It also 
corroborates the internal validity of the statistical methods used to assess the hypotheses. In 
addition, the results were validated with alternative time slots and by using different definitions for 
some of the variables. This enforces the construct validity of the research, as the variables 
measure what they are actually intended to measure. 
 
Before studying the interdependence of the variables, we also check the auto-dependence 
structure of the individual variables as by construction they are time series. This is done by 
studying the auto-correlation function of the different series at different time slots.  In our case, the 
different time series of the jobs processing variables typically display seasonality. We use auto-
correlograms to estimate the auto-correlation functions and we notice that seasonality is 
significant for short slot sizes (less than 5 hours) and becomes non-significant for higher slot 
sizes. Disentangling the auto-dependence structure is therefore only necessary for short time 
slots and standard de-seasonalization methods apply for those cases. 
 
3.4.2 Conditional approach 
As explained above, a stylized feature of data collected from computing centres is the presence 
of both strong auto-correlation as well as volatility clustering. Therefore, a conditional approach 
(conditional on time) might be considered and we apply ARMA-GARCH specific models to the 



Page	10	of	25	
	
log-returns of the variables. The autoregressive–moving-average ARMA (p,q) model provides a 
parsimonious description of the mean process in terms of p autoregressive terms, q moving 
average (Brockwell et al., 2009). To select the p and q orders of the ARMA model, we use the 
Akaike information criterion (AIC). Once the appropriated ARMA model has been fitted to each 
time series of log-returns, we use the Lagrange-Multiplier (LM) test proposed by Engle (1982), to 
check for volatility clustering by testing whether the squared residuals of the ARMA models are 
auto-correlated. It has been found that all the log-return series show ARCH effects, so that a 
generalized-autoregressive conditional heteroskedastic GARCH (1, 1) process is used. GARCH 
models are useful in explaining time-variation in the conditional variance. Several specifications of 
the GARCH model are used, e.g. the GARCH model proposed by Bollerslev (1986); and the 
GJR–GARCH model (Glosten et al., 1993) and the E-GARCH model (Nelson, 1991) which are 
used due to the asymmetry in the data. 
 
Having fitted the appropriated ARMA-GARCH models, we can measure the dependence of the 
variables through the dependence of the resulting residuals filtered from auto-correlation and 
heteroskedasticity by the ARMA-GARCH models. At this stage, the variables of interest (the 
ARMA-GARCH residuals) are not all normally distributed so that the Pearson correlation is not 
the adequate measure of dependence (Patton, 2006).  We therefore utilize the copulas approach, 
which is a common method used in finance to model the dependence between two or more 
variables (e.g. Patton, 2006; Jondeau and Rockinger, 2006; Fantazzini, 2008). Copula-based 
models allow to construct joint distributions with arbitrary one dimensional margins in a flexible 
way. Textbooks on theoretical treatments of copulas have been authored by Joe (1997) and 
Nelsen (1999). In our context, the useful copula candidates are the normal copula, the t-copula, 
and the Archimedean copulas that we select using AIC. From the copula models, it is possible to 
derive association measures such as the standard Kendall’s tau and Spearman’s rho. In our 
applications, we therefore estimate the Kendall’s tau and Spearman’s rho from the copulas to 
measure the dependence between the variables.  

4. Results 

We tested the three research hypotheses in all available data sets. The results reported here in 
the form of statistical values are based on the three data sets. However, the graphs correspond 
only to the jobs processed at the CERN computing center. The results shown here for the 
unconditional approach are based on the mixture distribution, which corresponds 90% of the data. 
In addition, all the results also held with the other data sets available. The results are based on a 
slot size of 24 hours, yet the results were confirmed with alternating slot lengths. The issues 
related to internal validity of the research are discussed in Section 3.3 while external validity is 
addressed in Chapter 5.  The correlation coefficients related to the research hypotheses, which 
support the results presented in the graphs are shown in Table 1 and 2. In the following, each of 
the research hypotheses is treated one by one, in the same order according to construction. 
 

------Insert Tables 1 & 2 somewhere here------ 
 
The first hypothesis was to test whether Little’s Law holds with the processing of jobs in a 
computing center. The law states that when using long term averages, system inventory equals 
system throughput rate multiplied by average job lead time. By dividing the longitudinal data into 
numerous time slots we can estimate the variables over longer periods of time. Figure 1 shows 
that the relationship holds almost perfectly between the two sides of Little’s equation. This means 
that a computing center processing jobs does not differ from a discrete manufacturing process. 
As it has been proven that Little’s Law is a kind of universal law, this result is not a surprise as 
computers process jobs sequentially by placing individual operations in queues and processing 
them one after the other.  

 
------Insert Figure 1 somewhere here------ 
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However, as we view the computing center as an entity, processing numerous individual jobs with 
their distinctive characteristics, the result that Little’s Law holds indicates that the operations 
management principles apply to the running of these centers. This means that the way we run 
these centers should have a significant impact on the overall efficiency of the facility. As we know 
from operations management, productivity can vary radically between seemingly similar 
production units, as the way they are managed may make a significant difference. Here managing 
refers to all management activities related to a value adding facility, especially job allocation, 
resource utilization and holding customer promises. Little’s Law has implications that extend well 
beyond discrete manufacturing processes and the result here shows that it has a role to play 
when running computing centers. 
 
In manufacturing, any sort of variability in the jobs to be processed, along with internal and 
external variation in- or outside of the actual value adding process, is considered to degrade the 
productivity of the system (Collins & Schmenner, 2007). Our second research hypothesis deals 
with the application of this law to computing centers. The analyzed jobs vary in lead time, 
complexity and in their need for memory and data exchange resources. Complexity here means 
that the jobs, i.e. the data queries requested by the global high-energy physics community, may 
concern a variety of recorded observations in different parts of a sub-detector or the query may 
search for a large sample of events involving all detectors in one experiment over an alternating 
period of time. This inherent variation in the processed jobs leads to a significant variation in 
terms of lead time and resource usage per job.  
 
Based on our definitions we measured the variation in job lead times and memory usage and how 
this variation affects all three variables of Little’s Law, i.e. work-in-progress, lead time and 
throughput. The law of variability states that both internal and external variation in the process, 
and the jobs executed has an adverse impact on process efficiency. In our case this law predicts 
that the more the job lead times and resource usage vary, the worse the situation in the system. 
Figure 2 shows the impact of lead time variation on the variables of Little’s Law. Against the 
theoretical prediction of the variability law, we notice that the more the jobs vary in lead time, the 
less the system has work-in-progress. This relationship declines slowly, but significantly. On the 
other hand, as the lead time variation increases, the average lead time also diminishes. As 
indicated in the descriptive statistics, the majority of jobs have a very short lead time, while there 
are jobs that take a very long time to be finished. Considering the lead time variation and 
throughput, we find no correlation or trend, but as Little’s Law holds, this means that work-in-
progress and lead time keep the formula in balance. However, Tables 1 and 2 show that as lead 
time variation increases, the throughput also increases for all datasets. 
 

------Insert Figure 2 somewhere here------ 
 
In the second part of the hypothesis on variation we look into the resource usage of the jobs. We 
notice a similar phenomenon as with the lead time variation in the jobs (Figure 3). The more 
variation in memory usage, the more the work-in-progress and mean lead time go down, while 
throughput remains undecided. Both of the studied dimensions, lead time and resource usage, 
show that the law of variation does not hold with computing centers. This is controversial as the 
theory of operations management indicates the opposite. We ran the tests on all data sets and 
with alternating slot sizes and the results held. Computing centers are able to switch between 
jobs with very short set-up times, suggesting that variation in job lead times has no impact on the 
overall productivity of the system. 
 

------Insert Figure 3 somewhere here------ 
 
Following the third research hypothesis, the theory says (Hopp & Spearman, 1996) that as the 
utilization rate of the system increases, the work-in-progress and lead time also increase, while 
the throughput goes down, thus making the system less productive (see also Liu et al. 2011). On 
the level of high utilization, this relationship is exponential, i.e. the closer to maximum capacity the 
system is, the longer the lead times and the higher the work-in-progress. As previously 
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mentioned, we study how change in utilization affects the variables of Little’s Law (see Figure 4). 
The first observation from the graph is related to the linear relationship between the increase in 
utilization and the increase in variables studied. This is contrary to the theory, which suggests that 
this relationship is exponential, albeit positive. On the other hand, the maximum utilization of the 
system has never been very high, e.g. above 70-80% level when exponential relationship should 
occur. However, the system behaves according to the law of variability; as utilization increases 
the more there are un-finished jobs while lead times increase. At the same time we see an 
increase in the throughput of the system, thus an increase in resource usage efficiency. This 
means there is less idle time in the system, which can improve throughput while utilization 
increases. Taking into account previous research on computing centers, this evidence clearly 
supports the idea that utilization levels should go up. If computing resources are used, they 
should be used at levels closer to their maximum capacity, which, when carefully managed, could 
support energy efficient usage of the resources without jeopardizing customer service. 
 

------Insert Figure 4 somewhere here------ 

5. Validation of the research 

We first treat the internal validity of the methods applied, i.e. we assess the extent to which our 
research approach minimizes systematic error or bias when hypotheses are evaluated. This is 
done in Sections 3.3.1 and 3.3.2, explaining why we selected the two approaches used to 
analyze the dependence structure between the variables of interest for each data set. The second 
part concerns the external validity of the results, meaning the extent to which they can be 
generalized to other situations with similar characteristics. This is vital in order to justify the 
conclusions concerning the hypotheses, as we have used variables that are well established in 
operations management, but here define them in a new context. 
 
 
As mentioned before, the distribution of the lead time (defined as the event end time minus event 
start time for the raw data without time slot discretization), in the unconditional approach for the 
particle physics data sets, is a mixture of two distributions: one for the body (the average data, 
90% of the jobs) and one for the tail (the extremes).  So far, we have presented the study for the 
body of the distribution, meaning the “average” data representing “business as usual” at the 
computing center. The underlying process driving the body is not the same as for the tail. In 
particular, the behavior of the two processes are different in terms of the mean LT evolution with 
the LT coefficient of variation as shown in Figure 5 (the left panel shows the LT mean against LT 
coefficient of variation for the usual/average (body) values, and right panel for the extremes (tail)). 
The data points in the graphs have been generated by bootstrapping the data sample (resampling 
with replacement).  
 

------Insert Figure 5 somewhere here------ 
 

It is clear from the graphs above and from further analyses that the behavior of extremes in 
computer centers can lead to different conclusions when checking the three OM hypotheses. 
Although the uncertainty of our results is higher due to less data (10%), we checked the three OM 
hypotheses for this upper tail part of the distribution. It can be shown that for jobs with extremely 
high lead time, we obtained similar results as for the body data. These results are omitted for the 
sake of space.  
 
The appearance of sudden peaks or extreme events is certainly of interest for future studies as 
they may have significant impact on the system performance. These unexpected events could be 
caused by computers crashing, problems related to energy consumption during peak loads, 
memory overflow, etc. In these cases, the commonly used normal distribution may not be 
appropriate when operating the systems. Further statistical analysis of these extreme situations 
represents a natural subject for future research. Using the adequate distribution fitting combined 
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with copula fitting, accurate models could be derived to understand and model the dependency 
between the computer center variables during these unexpected extreme periods of operation. 
 
To assess the external validity of the research we used other data sets from other computing 
centers processing different types of jobs. These other computing centers also have different 
infrastructures, meaning that they are not configured and run in the same way. The results 
presented hold across all data sets and computing centers. However, the jobs analyzed from the 
other centers were also related to scientific research, but not only to particle physics. This means 
that the jobs may have similar characteristics in terms of loading pattern and resource usage, 
which may limit the generalizability of the results obtained. To study this, various tests were 
generated by sampling the data sets in different ways to test the results in different situations and 
periods of time. The jobs are homogeneously distributed to the computers and when taking a 
random sample of computers with their jobs into a smaller data set, the results hold. This is a 
strong result and supports the robustness of the methods used at any loading regimes. 

6. Conclusions, implications and future research 

The results show that Little’s Law holds in computing centers, but the law of variability does not, 
while the law of utilization turns out to establish a linear rather than exponential relationship with 
increased utilization and length of processing lead times. The fact that Little’s Law stands the test 
in computing centers serves as another proof of its universal nature, as it seems that any system 
processing jobs with a certain lead time and inventory establishes the stated relationship with 
long term averages. Therefore, this law may be used on an aggregate level to define the capacity 
and service level of the system, e.g. if one wants to increase the throughput of the system, while 
keeping processing times equal, more work-in-progress is needed, i.e. more load should be 
added to the system. However, if the utilization is high, more computing resources should be 
added to the system to prevent overloading and processing times from increasing. Similarly, one 
could estimate the longer term impact of faster CPUs on the system’s throughput and work-in-
progress. This means that Little’s Law may be used to plan a new computing system or when 
making longer term capacity and investment planning for an existing center. 
 
The adverse result on the law of variability has several practical implications as to how to run a 
computing facility. The results show that there is a clear gain from increased variation in job 
processing times and their resource usage. The close to zero set-up time between jobs and 
resources actually indicates that system throughput increases through variation. This means that 
grouping or allocating jobs with similar characteristics on the same processing units is not 
productive. In fact, one should deliberately increase variation when allocating and processing the 
jobs, as it levels the load across the computing resources and increases throughput. This also 
means that operators should consider using the information on job characteristics when assigning 
jobs to computing resources. Our results show that computing jobs may have huge variation, but 
this may not be the case in all services provided by the centers, thus like in traditional 
manufacturing, understanding the workload of jobs is important for efficient production allocation.   
 
We also tested the effect of variation in a laboratory environment using a dedicated computing 
server. The tests indicated that a higher throughput can be obtained by mixing jobs, having 
different processing times, rather than by processing shorter or longer jobs first. A similar effect 
was noticed when mixing data analysis and simulation jobs having little difference in processing 
times. Although the improvement was only measured in a couple of percentages, it invites for 
future research. We also tested our third hypothesis in a laboratory environment by running 
different numbers of similar jobs in parallel on a multicore server. We noticed that the processing 
times increase almost linearly to the number of parallel jobs running. There is no exponential 
increase as long as the server has enough free memory.  
 
From a theoretical point of view, the result on the law of variation could equally be a subject for 
future research. Traditional factories have problems to swallow variation in processing times and 



Page	14	of	25	
	
delivery time requests. Flexibility of a system to absorb external and internal variation has been 
seen as a vital key to improve productivity and competitiveness (Schmenner & Tatikonda, 2005). 
In a computing center the set-up times are close to zero, and in such a situation the variability 
actually increases the throughput of the system. Many articles have been written in operations 
research on stylized production systems that are based on assumptions that do not hold with 
many of today’s production systems, like computing centers providing services to online bankers, 
people booking services and scientists asking for data to be calculated to observe a given natural 
phenomenon. 
 
The literature review also indicated that computing centers are operated at very low utilization 
levels, especially when compared to traditional manufacturing facilities. Based on the results 
obtained, which are in line with operations management theory, computing centers should 
increase their utilization level. In practice this means that it makes more sense to have fewer 
resources operating at a higher utilization level, rather than having many resources at a lower 
utilization level. Knowing that computing resources could be put into hibernation or a dormant 
state, and then reactivated at a short response time, this flexibility in managing the overall 
available capacity should be exploited when operating computing centers. This kind of dynamic 
capacity management could be used to increase the utilization level, while at the same time 
reduce energy consumption of the system without endangering service level. 
 
This research serves as a prelude to better understand how operations management principles 
could be applied to improve the efficient running of computing centers. The practical implications 
of this study set a clear outline for future research.  In light of Little’s Law and job variation, how 
can computing centers improve longer term capacity planning, while maintaining a certain service 
level in an alternating demand environment? Exploiting job variability in the daily job allocation of 
computing facilities should also be studied in more detail, in a similar fashion as it has been 
studied in the vast literature of job-shop scheduling. However, as the law of variability does not 
apply in this setting, it should be revisited. Increasing utilization level should also be closely 
considered from the point of view of hardware and how the inherent flexibility of the hardware 
could be better used to improve cost efficient operations within computing centers. Manufacturing 
industries have come a long way in improving their efficiency and the lessons learned there 
should be exploited and transferred to the management of modern day manufacturing sites 
processing information. 
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Figure 1. Little’s Law (WIP = TPR*LT) holds for jobs processed in a computing center. 
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Figure 2. Testing the law of lead time variation with work-in-progress, mean lead time and 
throughput. 
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Figure 3. Testing the law of resource variation with work-in-progress, mean lead time and 
throughput. 
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Figure 4. Testing the law of utilization with work-in-progress, mean lead time and throughput. 
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Figure 5. Mean lead time against lead time coefficient of variation for the average data (body of 
the distribution) on the left panel and for the extreme values on the right panel. 
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Table 1. Correlation coefficients for the unconditional approach – CERN and other particle 
physics data set - with their corresponding p-values “**” mean significant correlation at a 5% level, 
“*” mean significant correlation at a 10% level. 

 

  

 CERN Particle Physics 2 
Variables ρ p-value ρ p-value 

H1 : Little’s Law 0.979 < 2.2e-16** 0.864 < 2.2e-16** 
H2 : LT cv vs WIP -0.483 0.0003797** -0.302 0.02204** 
H2: LT cv vs Mean LT -0.810 1.029e-12** -0.320 0.01502** 
H2 : LT cv vs TP 0.208 0.1466 0.289 0.02914** 
H2: Mem cv vs WIP -0.366 0.009536** -0.373 0.004236** 
H2: Memvcvs Mean LT -0.819 5.835e-13** -0.467 0.0002482** 
H2: Mem cv vs TP 0.282 0.04963** 0.370 0.00456** 
H3: Utilisvs Mean LT 0.485 0.0003484** 0.763 4.774e-12** 
H3: Utilisvs TP 0.644 4.359e-07** 0.069 0.6072 
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VARIABLES Copula Kendall’s Tau 
H1: Little’s Law t 0.4424227* 
H2: LTcvvs WIP Clayton 0.03866076** 
H2: LTcvvsMeanLT t -0.6362992* 
H2: LTcvvs TP t 0.595636* 
H2: Memcvvs WIP Normal 0.03103837 
H2: MemcvvsMeanLT t -0.05524559* 
H2: Memcvvs TP t 0.05681741* 
H3: UtilivsMeanLT Gumbel 0.01929156* 
H3: Utilivs TP Normal 0.1258813* 

 

Table 2.Correlation coefficients for the conditional approach – general scientific computing data 
set - with their corresponding p-values. “*” mean significant correlation at a 5% level and “**” 
mean significant correlation at a 10% level. 

 

 

 

 

 

 

 

 

 

  



Page	25	of	25	
	
 

 

 

 

 

 

 

 
Anderson-Darling test p-value 

Variable CERN 
Particle 

Physics 2 
(PP2) 

Log-PP2 

Throughput(jobs) x mean LT 0.595 3.341e-09 0.0772 
WIP  0.8935 5.373e-05 0.01959 
LT coefficient of variation 0.9328 2.014e-06 0.1676 
Mean LT 0.0003191 < 2.2e-16 0.8601 
Throughput 0.2409 2.818e-07 0.9041 
Memory coefficient of variation 0.2766 5.613e-10 0.3792 
Utilization 0.8935 5.373e-05 0.01959 

 
Table 3.Variable specific Anderson-Darling test for normality. 

 

 

 

 

 


