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ABSTRACT
Energy-efficiency	of	server	hardware,	web	server	software	and	databases	has	been	widely	studied.	However,	
studies	that	combine	these	aspects	are	rare.	In	this	paper	the	authors	present	an	energy-efficiency	evaluation	
of	a	web	and	database	application.	They	concentrate	on	the	following	aspects:	server	BIOS	and	operating	
system	energy	optimization	and	“bursting”	i.e.	queuing	requests	and	then	executing	them	in	bursts.	The	authors	
have	used	the	bursting	method	with	both	a	database	application	and	a	web	plus	database	application.	Their	
results	indicate	about	10%	energy	savings	using	this	method.	They	analyse	the	model	by	statistical	tools	and	
present	an	equation	to	express	the	quality	of	service	versus	burst	wait	time	relationship.
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1. INTRODUCTION

Rapidly increasing energy consumption of the IT sector is a widely recognised issue because of 
its large economic and environmental impact. Patel and Shah estimate (Patel and Shah, 2005) 
the burdened cost of power and cooling, inclusive of redundancy, to be 25% to 30% of the total 
cost of ownership in typical enterprise data centres. At the same time, CO2 emissions of the IT 
sector are on the same level as emissions of the air traffic. In their 2007 Digital Universe Study1, 
the International Data Corporation evaluated the amount of information created or replaced to 
be 1.8 trillion gigabytes in 2011 and growing by a factor of 9. The IT energy consumption is 
assumed to grow just as rapidly (Li et al., 2011).

The problem has been noticed in the scientific world. Green computing, as it is now often 
referred to, seeks to improve the energy efficiency of computing centres. This is a wide topic 
incorporating issues like locating data centres near cheap energy sources (Brown and Reams, 
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2010), minimizing so called e-waste (Hanselman and Pegah, 2007), designing optimal cooling 
infrastructure and running the centre in an optimal way (Marwah et al., 2009).

Our work has been mainly concerned with software aspects of green computing as with 
virtualization (Kommeri et al., 2012) and scheduling (Niemi et al., 2012). In this paper we 
concentrate on more specific aspects: (i) studying the energy efficiency of different software 
components of web-based applications as (Economou et al., 2006), and (ii) illustrating how en-
ergy consumption can be decreased by increasing the idle time of the database and web servers. 
Since the current hardware is not energy proportional (Barroso and Hölzle, 2007), i.e., the energy 
consumption of the system is not a linear function of the load, rather it is usually more efficient 
to run the system near full power or let it idle. Our results show that this method can offer over 
10% energy savings, but the trade-off is a longer response time. However, we provide a model 
and equation to analyse the balance of the energy saving and response time.

Our case study focuses on the power consumption of a web/database system that emulates 
an actual application. The content of the database corresponds with the High Energy Physics 
Inspire catalogue2 maintained at CERN, at the time when the catalogue contained ca 800 000 
bibliographic records.

With our tests, we want to study the following facets of energy consumption in a modern 
multi-core web/database system:

• Q1: What are the proportions of the database component and the web server component in 
the total energy consumption?

• Q2: How does the computer’s energy-saving configuration (operating system settings vs. 
BIOS settings) affect the energy consumption?

• Q3: Does running server requests as bursts (sequence of requests, then a pause) improve 
energy efficiency compared to running them linearly?

Our main contributions are (i) evaluating both web application and database performance 
and energy efficiency (ii) developing an actual database and web application with real data (iii) 
using both synthetic data, real data and actual web log requests in our tests and (iv) developing 
a model for practical evaluation of the energy vs response time by statistical tools. We note, too, 
that simply turning off cores in a multi-core computer does not necessarily save energy.

The rest of the paper is organized as follows. After a survey of related research in Section 
2, we describe or case application in Section 3. In Section 4 we present our testing methodology 
and the test environment (server hardware, software, energy meter). In Section 5 we present the 
results. Section 6 contains the conclusions and future work.

2. RELATED WORK

Generally, energy and resource optimization has mostly focused on hardware and infrastructure 
issues, for example the development of more efficient hardware or optimizing cooling of com-
puter centres. Based on this, the most well-known method for comparing energy efficiency of 
data centres is the power usage effectiveness (PUE) metric (Belady, 2007). This is a ratio of the 
total facility power per IT equipment power, i.e., it indicates how much of the energy is lost in 
cooling, power distribution, and other infrastructure. However, it does not indicate how efficiently 
IT resources are operated. The popularity of PUE metrics seems to reinforce a common practice 
of analysing energy consumption at the hardware level (computing centre, cluster, server) not at 
the software nor at the service level. Limitations of PUE metrics have been recognized by the 

Jukka
Comment
Replace "or" with "our"



Copyright © 2014, IGI Global. Copying or distributing in print or electronic forms without written permission of IGI Global is prohibited.

International Journal of Green Computing, 5(2), 33-52, July-December 2014   35

Green IT Promotion Council (Council, 2010), which proposes additional metrics such as ITEU 
(IT Equipment Utilization) and ITEE (IT Equipment Energy Efficiency) that is the total rated 
capacity of IT equipment / total rated energy consumption of IT equipment.

Existing work on energy efficiency on database systems mostly focuses on querying On-
Line Transaction Processing (OLTP) systems. Lang and Patel (Lang and Patel, 2009) studied 
optimising a database system by using CPU voltage scaling to reduce both performance and 
energy consumption. Further, their method also proposed processing queries in optimised batches, 
which is close to the “burst” idea of this paper. Lang and Patel’s conclusion was that slowing 
down processing time improves energy-efficiency. However, they only take into account the 
CPU power not the total system power. Tsirogiannis et al. (Tsirogiannis et al., 2010) analysed 
energy consumption of database servers. Their conclusion was that in most of the cases the most 
energy efficient solution is also the most performing one. The main reason for this is the high 
idle power usage of the computer.

In a later study, Lang et al. (Lang et al., 2011) focused on query processing in database sys-
tems and showed that optimising speed and throughput is not always the most energy-efficient 
way. They suggest that a query plan should be regarded as optimal if it uses a minimal amount 
of energy without violating service level agreements. Further, Xu (Xu et al., 2010) presented 
a power-aware query optimiser. The idea is similar to a normal query optimiser, but now the 
energy usage of different components are used instead of their processing time. The problem in 
this model is that energy cost of operations depends on the state and workload of the computer. 
Finally, Meza et al. (Meza et al., 2009) studied power issues in a decision support system and 
explore power-performance trade-offs when varying the memory size and number of disks. Their 
results are that in some cases it is possible to improve energy-efficiency without decreasing 
performance. They also noticed that energy-efficiency depends on the workload.

There is little existing work on energy efficient database design and most of the work focuses 
on physical design. Harizopoulos et al. (Harizopoulos et al., 2006) studied performance trade-
offs in read-optimised database systems. They compare row and column oriented architectures 
and study reasons for the trade-offs. Graefe (Graefe, 2008) studied methods to make a database 
system energy efficient. He listed the following components related to energy efficiency: hard-
ware (CPU, memory, disks), software (query optimisation, scheduling, physical database design, 
I/O scheduling, and update techniques), and self-management (reorganisation, tuning indexes, 
materialised views).

Concerning hardware, Kochar and Dandapanthu (Kochhar and Dandapanthu, 2012) have 
analysed concrete performance and energy saving features of Dell computers like the one used 
in our tests. Harizopoulos et al. (Harizopoulos et al., 2009) argued that hardware alone is not 
enough for optimising energy efficiency but also software solutions are needed. They identi-
fied three different approaches: 1) adjusting system configuration, 2) consolidating resources, 
i.e. turning off unused nodes, 3) redesigning data structures, algorithms, polices. The authors 
changed the number of disks in a database server and noticed that adding more disks increases the 
performance but also energy consumption. The optimal configuration is not the best performing, 
since additional disks give only a small improvement for performance but a fixed increase for 
energy consumption. Further they demonstrated that a more efficient algorithm does not neces-
sarily imply a better energy efficiency. However, they do not take into account the fixed power 
consumption of the system when it is idle.

Barroso and Hölzle (Barroso and Hölzle, 2007) introduced the idea of energy proportionality: 
a computer should not use any power when idle and then the power consumption should increase 
linearly with the workload. Härder et al. (Härder et al., 2011) have studied energy efficiency and 
performance of SSD disks. Based on their results, they designed a database cluster in which the 
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number of nodes can change based on the load. In this way it is possible to improve the energy 
proportionality of a database server. However, the approach is not straightforward, since results 
of Lang et al. (Lang et al., 2010) indicated that with a computationally complex query load, the 
low-power nodes are not efficient.

Bursting, i.e. sending requests as bundled sets instead of one at a time has been used earlier 
in web system energy testing by Elnozahy et al (Elnozahy et al., 2003) (they use the term request 
batching). In their study they used three sample web request sets and the Apache web server. 
They reported energy savings of 3.1 to 27% by the burst method.

In databases, bursting is often seen as detrimental to the performance. Caniff et al, for 
instance, state that preparing for burstiness can lead to over-provisioning (Caniff et al., 2010). 
On the other hand, minimizing disk accesses by caching is a well-known method that resembles 
bursting. The method is used for instance in spooling and flushing the log cache in database 
systems (Gray and Reuter, 1992). Here we demonstrate that in our case study bursting is indeed 
beneficial, and develop a model to evaluate its relation to response times.

3. WEB AND DATABASE APPLICATION: LIBRARY CATALOG

We measure the energy consumption of accessing data in a real-world scenario. The content 
data in question has been exported from CERN’s web-based Invenio library database with one 
minor modification concerning citations. The usage data is likewise constructed from the actual 
access log of an Invenio installation (called Inspire, http://inspirehep.net) at CERN. The same 
anonymized data has been previously used in an energy-efficiency evaluation of virtualization 
methods in (Kommeri et al., 2012).

The content data represents ca 800 000 bibliographic records stored in the Inspire system. 
When a bibliographic record is created or uploaded in the Invenio system, its data is stored in 
the tables of the underlying database. The tables into which the data goes are named according 
to the MARC (MAchine-Readable Cataloging) standard field codes. Typical fields in the record 
stand for the main author’s name (100 $a), additional authors’ names (700 $a), abstract (520 
$a), keywords (6513 $a), subject (245 $a), publication information (909C4’s subfields) and 
references (999C5’s subfields).

The references in a record are typically copied in the form they are shown in the publication’s 
list of references as in Figure 1. The reference extractor relies on the publishing conventions of 
high-energy physics, for example “JHEP,9802,003” refers to an article published in the Journal 
of High-Energy Physics vol 9802 starting on page 3. The article’s bibliographic data is found in 
the same Invenio installation, and therefore an entry is added in a database table that contains 
information about records citing records. In the original Invenio database this table contains a 
compressed data structure of these citer-cited pairs, but in our database we store these pairs in 
a simple integer-integer table.

The rest of the database tables have been copied from the Invenio installation without 
modifications. The tables are named using the MARC field numbers so that there is a table 
“bibNNx” for each NN∈01..99. All these tables share an identical structure of ID,TAG,VALUE. 
If the title (245 $a) of the publication is “String theory and noncommutative geometry”, table 
bib24x contains a row such that ID=153187, TAG, VALUE=String theory and noncommuta-
tive geometry. The ID is a foreign key to column IDBIBREC of table bibrecbibNNx. The role 
of bibrecbibNNx tables is simply to state the record ID into which the TAG, VALUE pairs of 
bibNNx belong, in this case 505947.
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Based on this structure of the database, it is relatively easy to recover bibliographic records 
by a TAG/VALUE pairs like 245 $a/String theory. In fact, this kind of syntax is supported by 
the Invenio software. However, most non-librarians do not know the MARC field codes. Thus, 
searching by “title:String theory” or just “String theory” is supported by the software as well. 
However, in the last case (where the user did not define a field) the software will try to match 
the given string with authors, abstracts and keywords in addition to titles. AND, OR and NOT 
are supported in the search syntax, and the search result can be sorted by several criteria, most 
notably latest records first or the number of cites to the records in the result.

All queries are issued using a web browser. The web server log containing the query data 
was collected between 29th March 2010 - 6th December 2010; at the time the Inspire installa-
tion was just being introduced. The log contains ca. 3.5 million lines; however many of these 
web requests do not activate a database search, rather, they just recover Inspire’s front page3, 
an image, the site’s logo, or a JavaScript program needed to format mathematical symbols. The 
distribution of the remaining 1.4 million log entries is as follows:

• /search (with various parameters) ca 1 000 000 requests. These are actual search requests 
issued by the user. An example of issuing such request by a web browser is shown in Figure 2.

• /record (with parameter record ID) ca 330 000 requests. The response to this request is to 
display the record. Typically, this request is issued by a link in a list of records as in Figure 2.

• /author (with parameter author name) ca 40 000 requests. These are requests to give a sum-
mary of an author’s papers. Typically, the request is activated by a link in a record’s author 
list like the author names in Figure 2.

• Others ca 20 000 like help pages, API function calls.

Since it is clear that /search and /record request dominate, our task is to reconstruct the data 
base calls that these requests generate. The response to the /record request is easy to program, 
based on tables bibrecbibNNx and bibNNx. In the case of /search, we have to take into account 
the various forms of the search syntax.

We divide these forms into simple (search by a word or phrase), field related (user selects 
the field using the web GUI, types the query), user-defined field related (user types title:String 
theory) and compound (AND/OR constructs).

Our task is thus to transform the different types of /search request into database queries, 
like the Invenio software does. In other words, we have created a program that translates the /
search requests in the Apache log file into a file that is used as a source for SQL queries. A part 
of the file is shown in Figure 3. Our FIND -operations correspond to those of Table 1, namely 
report number, author, title, exact author name, “everything” (no search phrase), “generic” (has 

Figure	1.	References	in	the	publication
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a search phrase but does not specify a field, thus we search title, author, keywords, abstract), 
field code, publication information and cites/is cited by information.

Finally, the intermediary format is converted into queries that the database management 
system is able to evaluate. In order to speed up the testing process, we have selected two smaller 
samples out of the original 1000 000. The “chronological” sample represents 1000 lines of the 
original data from a randomly selected period (15th Oct 2010). This data is used to determine 
the query times of different requests and the proportions of energy consumption by the database 
and web application in different server configurations (see Section 5.1). Another 10 000 line 
sample represents queries that are processed quickly by the database. This “fast” sample is used 
in database bursting tests.

The query processor sp_EvaluateInvenioQuery is a MSSQL stored procedure that outputs the 
record ID’s that match with the query. It is invoked either (i) directly by a database test program 
or (ii) by an ASP program in the IIS web server of the same server computer. In case (ii) the web 
page that contains the ASP program is in turn invoked by a web test program.

Figure	2.	Example	of	a	search.	The	records	have	been	sorted	based	on	how	many	times	they	
have	referenced	in	other	records.

Figure	3.	An	intermediary	format	to	generate	SQL	queries
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It is worth noting that all the queries return ordered sets of record identifiers. In reality, for 
the Invenio software this is just the starting point: after recovering the identifiers, Invenio will 
present them to the user by attaching the record’s basic information (title, author, part of the 
abstract) in them.

4. METHODOLOGY

4.1. Test Hypotheses and Setup

Our methodology is based on the hypothesis that a modern multi-core web/database server can 
be made more energy efficient in at least two ways: (i) by changing the operating system/BIOS 
settings so that the system can adapt quickly under different loads by e.g. turning off some cores 
and (ii) caching requests for a short time and executing them in a burst to benefit from a period 
during which the CPU cores can be idle.

In order to test the hypotheses, we have built the actual web/database application of Section 
3. We have utilised real requests from CERN web logs to test both the cases (i) and (ii) of the 
previous paragraph. For case (i) we selected a chronological sequence of requests from the logs. 
For case (ii) we selected a subset of requests with short execution times.

Our web application is quite trivial since it only redirects the requests to the database and 
displays the results. The motivation for this is that we actually measure the relevant parts of a 
web and database system, not for instance outputting PNG graphics. The content of the applica-
tion and the format of database requests is explained in Section 3.

Table	1.	Types	of	/search	requests

          All /search requests 1 000 000

          Non-compound (no AND/OR constructs)

          /search Requests with fields:           190 000

          Reportnumber           84 000

          Author           44 000

          Title           38 000

          Exactauthor           9 000

          other fields omitted for simplicity

          No field specified:           445 000

          Simple, just word or phrase           319 000

          author:           143 000

          exactauthor:           22 000

          query by field code           57 000

          query by record ID           85 000

          query by arXiv number           39 000

          query by refersto           35 000

          other types omitted for simplicity

          Requests with AND/OR constructs           365 000
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Energy consumption of the web/database server was measured using a Watts Up PRO4 me-
ter. A separate client computer was used to feed the queries in the server and to read the meter. 
The test programs in the client computer where programmed using Python. Case (i) was tested 
using a simple “linear” test that just feeds requests to the server in the same order as they were 
in the original web log. Case (ii) required more programming to develop a system that imple-
ments bursting requests into the server. This was done using a wait queue and execution queue, 
as explained in Section 5.2.

Linear and burst test programs were written both for database-only and web application with 
database testing. The test programs were executed in another computer (client computer) that 
was connected to the same network segment as the server. This way, we eliminate the possibility 
that running the client itself affects the energy consumption.

Statistical methods employed in the analysis include linear regression and t-tests.
The database and web server run in the following hardware environment:
A Dell PowerEdge R410 computer with 2 4-core Intel Xeon E5520 processors running at 

2.27 GHz with 24 GB memory and a solid disk drive. The hardware supports Dell’s “Demand 
Based Power Management” (DBPM) and “Dell Active Power Control” (DAPC) methods. The 
operating system is Windows 7 Server, the database management system is SQL server 2012 
and the web server Microsoft Internet Information Server 7.5.

4.2. Test Implementation

Each test was repeated 10 times. The database cache was emptied before each test set. The web 
server was, likewise, restarted before running a test.

The linear test was run to determine execution times for different types of queries, the pro-
portions of energy usage by different software components, and the energy efficiency of different 
server configurations. Here, the 1000 line chronological sample was used and the requests were 
executed sequentially.

For parallel, burst, testing, two different methods were used: synthetic tests and tests with 
Invenio data. We first tested bursting using an open source database management system in 
Linux and a synthetic database. Our database contained three tables each of them having a key 
and three other columns. The sizes of tables are 500 000 - 1 000 000 rows of random numbers. 
We generated synthetic queries randomly joining these tables together and counting the number 
of matching rows. The parameters were changed each time to avoid caching the query results. 
The tests were run 10 times and the server caches were emptied after each test run.

The queries were posed to the database by using a parallel Python program. The burst test 
program was designed to feed queries to the server as independent processes in parallel and 
collecting the result after each query. As an analogy we can think of a batch processing system 
where jobs are submitted (collected in a queue) during the day and actually executed (queue 
released) at night. In our case the queue collection - release interval is much shorter.

We define the “burst wait” variable as an interval that determines a sleeping time (in seconds) 
for a thread that is used to move queries from one queue to another. Bursting is implemented 
so that queries are first read from the input query file and put into a waiting queue. This wait-
ing queue is periodically released to a worker queue that is used by the threads that execute the 
queries. In “no burst” tests, there is no waiting queue; instead, the tasks are put directly into the 
worker queue. Figure 4 illustrates our method.
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5. TEST RESULTS

5.1. Linear Testing: Energy Consumption by Query 
Type, Software Component and Server Profile

Table 2 illustrates the average response times of different types of requests by the database and 
by the web application. As the numbers indicate, for many requests the database’s response is 
fast but the web application spends a lot of time rendering the result. “FIND_EVERYTHING” 
is a good example of this since the database simply returns all the record id’s (a quick operation 
especially since the column has been indexed) but the web application formats and displays the 
result. The difference is much smaller in “FIND_GENERIC” where the database processing 
takes more time. Since “FIND_GENERIC” queries dominate, the general average (first line) is 
not very different for the database and web application.

Based on Table 2, we have constructed the “fast” set of 10 000 requests. These are indeed 
requests that are quick to process in the database, namely FIND_AUTHOR, FIND_EVERY-
THING, FIND_EXACTAUTHOR and FIND_RECID.

Figure	4.	Methodology	to	implement	bursting

Table	2.	Mean	response	times	of	requests	(milliseconds)	in	the	data	base	and	in	the	web	application

Request Type DB (ms) Web (ms)

all 1338 1462

FIND_AUTHOR 6.7 40.6

FIND_EVERYTHING 1.7 4803

FIND_EXACTAUTHOR 7.2 81

FIND_GENERIC 4475 4646

FIND_KEYWORD 186 237

FIND_RECID 1.9 7

FIND_TITLE 45 68
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Next, we find out the performance and energy consumption overheads of the system com-
ponents: the database and the web server. The test sample here was 1000 chronological requests 
from the Invenio log. The total elapsed time of 1000 requests was 1061015 milliseconds for the 
database and 1159646 for the web application. Thus the web application’s performance overhead 
was about 8.5%.

Later, we study the effect of the server’s power consumption profile. The following ones 
were used:

• P1: No energy optimization: the BIOS settings of the server were DBPM factory defaults 
and the operating system was set to maximum performance. Idle consumption 91.0 watts/h.

• P2: Operating system optimization: the BIOS settings of the server were DBPM factory 
defaults, the operating system was set to power saving. Idle consumption 89.0 watts/h.

• P3: BIOS optimization: the BIOS of the server was set to DAPC energy saving and the op-
erating system was set to default (“balanced”) performance. Idle consumption 86.6 watts/h.

We study both the consumption and performance in more detail using energy profiles in 
Table 3.

In linear testing, the “Default BIOS settings, OS set to power saving” profile gave the best 
number of requests per Watt figures, whereas the “no optimization” gave the best performance 
(as expected). Figure 5 illustrates requests per minute (performance) and requests per Watt 
(economy) for HTTP requests using settings P1, P2 and P3.

The requests/Watt results indicate, further, that the power consumption overhead for the web 
and DB system in comparison with the plain database is between 8 and 10 per cent (Table 4).

It should be noted, too, that both the operating system and the BIOS allow one to turn off 
CPU cores. However, in linear testing neither method (by OS/by BIOS) significantly improved 
the energy efficiency. This is slightly surprising since intuitively the web application and database 
would not need all the cores to process requests one by one. The reason could be that when a 
smaller number of cores is in use, they enter a high energy state for longer. Hence the energy sav-
ing from shutting down cores is lost by the increased energy consumption of the remaining cores.

The low idle consumption of the hardware based power saving option, however inspired us 
to test the bursting method. There a set of requests was processed as a “burst” after which the 
system was idle until the next burst.5

Table	3.	Performance	and	energy	efficiency	in	database	and	http	request	processing

Profile Method Elapsed 
time

Energy 
(Watts)

Requests 
/min

Watts/h Requests 
/Watt

P1 DB 17 min 32 sec 2.18 7.0 47 13.85

P1 HTTP 19 min 7 sec 9.40 2.2 49 12.59

P2 DB 18 min 24 sec 9.64 4.4 27 14.36

P2 HTTP 21 min 2 sec 5.76 7.6 16 13.20

P3 DB 18 min 15 sec 1.52 4.8 35 13.98

P3 HTTP 21 min 23 sec 9.36 6.8 22 12.60
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5.2. Burst Testing

For completeness it should be noticed that with the 1000 chronological set both the burst and 
no burst energy consumption was 64 Wh. The processing took ca 810 seconds in both cases.

Table 5 shows some statistics of the energy consumption for our synthetic tests. We can notice 
that burst wait time decreases the energy consumption. The reduction in energy consumption is 
statistically significant when the burst wait time is greater or equal to 0.5 seconds. The energy 
savings range from 5.29% for a half second burst wait, to 10.31% for five seconds burst wait time.

Moving on to study whether energy consumption can be modelled as a function of the burst 
wait time, we propose the model given by Equation 1. A quadratic model is selected since the 
energy consumption is expected to decrease with the burst wait time; however, this reduction 
must be limited, otherwise it would imply that for a given value of burst wait time the energy 
consumption will be zero. Consequently, the parameters β and β are expected to have negative 
and positive values, respectively; with β being significantly greater in absolute value than β. 
Furthermore, the intercept is expected to have a value approximately equal to the energy con-
sumption in the case with no burst wait time.

Figure	5.	Performance	and	energy	efficiency	of	http	request	processing	using	different	server	
configurations

Table	4.	Energy	consumption	proportions	of	DB	and	web	plus	DB	with	different	server	hardware	
configurations

Mode DB requests/W http requests/W http overhead

P1 13.85 12.59 1.26 (9.1%)

P2 14.36 13.20 1.16 (8.1%)

P3 13.98 12.60 1.38 (9.9%)
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Energy Consumption Burst Wait Burst Wait= + ( )+ ( )α β β
1 2

2
* *  (1)

To estimate this model, the Generalized Least Squares (GLS) method was used. The param-
eter estimates and their corresponding p-values, for the synthetic tests, are presented in Table 
6. As expected, the three parameters are significantly different from zero and the parameters β 
and β have negative and positive values, respectively; and the value of α is approximately equal 
to the mean energy consumed in the zero burst wait case.

Figure 6 also supports the proposed model for energy consumption. As it can be seen in the 
right plot, the fitted values, from the GLS model, capture well the pattern behavior of the mean 
energy consumption for the synthetic tests.

Subsequently we made similar tests using a real-world database. In the first row of Table 7 
we present the energy consumption statistics (e.g. mean and standard deviation) of the 10 000 
request “fast” set without bursting. The set was fed to the database such that the intervals between 
the original calls (166836 seconds) were reduced by a factor of 500.

Table 7 indicates that bursting indeed decreases the energy consumption of the database query 
execution. The difference to no burst wait is 4.48% with a 0.5 seconds burst wait and 14.92% 
with a 5 second burst wait. We also see that the energy savings are statistically significant when 
the burst wait time is equal to or greater than 0.5 seconds. Energy saving still increases slightly 
until the burst wait is 7 seconds, but a wait time this long is probably impractical from the users’ 
perspective. Thus, results using more than 5 seconds as bursting wait are omitted.

To model the energy consumption in terms of the burst wait, we used the model expressed 
by Equation (1). Table 8 shows the parameter estimates and their corresponding p-values. As 
expected, the three parameters are significantly different from zero and the value of α is approxi-

Table	5.	The	effect	of	bursting	in	database	energy	consumption	for	the	synthetic	tests.	The	asterisk	
indicates	that	the	difference	in	the	mean	consumption	is	significant	at	5%	level,	according	to	
the	Student’s	t-test

Burst wait (sec) Mean (Wh) Median (Wh) SD Effect(%)

none 14.94 14.90 0.05164 X

0.1 14.94 14.90 0.05164 0

0.5 14.15 14.15 0.05270 -5.29*

1 13.70 13.70 0 -8.30*

3 13.42 13.40 0.04410 -10.16*

5 13.40 13.40 0 -10.31*

Table	6.	GLS	regression	of	the	mean	energy	consumption	in	terms	of	the	burst	wait	time	in	da-
tabase,	for	the	synthetic	tests.	The	asterisk	indicates	significant	parameter	at	5%.

Variable Value p-value

Intercept 14.823528* 0.0000

Burst Wait Time -0.978135* 0.0365

Burst Wait Time Squared 0.141836* 0.0787
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mately equal to the mean energy consumed in the zero bursting case. Whereas, the parameters 
β and β have negative and positive values, respectively. This is in line with the blue line in the 
right panel of Figure 7, in which there is a clear non-linear relation between energy consump-
tion and burst wait. The same figure shows that the model proposed for the energy consumption 
fits the data well.

It should be noticed that the total execution time of all these test sets (no bursting, burst wait 
1-9 seconds) was almost identical, ca 345 seconds.

In addition to the energy savings obtained by increasing the burst wait time, we are also 
interested in how the burst wait affects the quality of service. Thus we analyse how the lead 
time changes due to changes in the burst wait time. Lead time is defined as the end time minus 
submission time. Here, the possible waiting time in a queue due to bursting is included. The 
time of the actual processing of the request is called process time. A good quality of service 

Figure	6.	Mean	energy	consumption	vs	burst	wait	time.	The	left	plot	shows	the	GLS	model	of	
the	mean	energy	consumption	in	terms	of	the	burst	wait	time	in	database,	for	the	synthetic	tests.	
In	the	right	plot,	the	blue	line	reproduces	the	mean	energy	consumption	whereas	the	red	line	
represents	the	fitted	values	from	the	GLS	model.

Table	 7.	Effect	 of	 bursting	 in	 database	 energy	 consumption.	 The	 asterisk	 indicates	 that	 the	
difference	in	the	mean	consumption	is	significant	at	5%	level,	according	to	the	Student’s	t-test

Burst wait time (sec) Mean (Wh) Median (Wh) SD Effect (%)

none 10.52 10.40 0.23 x

0.1 10.57 10.50 0.16 +0.48

0.3 10.47 10.35 0.32 -0.48

0.5 10.05 9.95 0.25 -4.48*

1 9.75 9.60 0.30 -7.32*

2 9.31 9.10 0.40 -11.50*

3 9.04 9.00 0.16 -14.07*

4 8.98 8.90 0.20 -14.64*

5 8.95 8.90 0.20 -14.92*
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naturally implies small lead times. Table 9 shows that the mean lead time increases with the 
burst wait time. However, we can see that for a burst wait of 0.5 seconds, the mean lead time is 
equal to 0.2844 seconds which might be small enough for some users and/or some applications. 
Burst wait of 0.5 seconds may be viable in practice, and brings a small but significant 4.48% 
reduction in energy consumption.

Moreover, from Table 9 we see that it seems to be a linear relationship between the mean 
lead time and the burst wait time. Thus, to capture this relationship, the model shown in Equation 
(2) is proposed. The process time is defined as the end time minus the start time i.e. the amount 
of time between the beginning of a job execution and the time when the system finishes the job. 
Notice that it does not include any waiting time before the execution starts.

Mean Lead Time = Mean Process Time+ 0.5*(Burst Wait)  (2)

This equation is expected to hold, since in addition to the time required to process a job, in 
average a job is expected to wait on the initial queue, before its execution starts, for half of the 
burst wait time. This relation seems to hold well, as it is shown by Figure 8. There, the mean 
lead time is compared to the fitted values of a GLS model using both the burst wait time and the 
mean process time as explanatory variables. Results presented in Table 10 support this model, 
since it shows that the coefficients for both variables: half burst wait and mean process time are 
almost one and statistically significant.

This has important implications from a management viewpoint: a database manager who 
is interested in reducing energy costs via bursting can evaluate the expected effect of the burst 
wait time in the quality of service before implementing it. Furthermore, the mean process time 
is also affected by the burst wait. This might not be in a linear form, since the larger the burst 
wait, the higher the utilisation level of the system when the query is released to be executed, 

Table	8.	GLS	regression	of	the	mean	energy	consumption	in	terms	of	the	burst	wait	in	database.	
The	asterisk	indicates	significant	parameter	at	5%.

Variables Value p-value

Intercept 10.5064* 0.0000

Burst Wait Time -0.7366* 0.0016

Burst Wait Time Squared 0.0860* 0.0119

Figure	7.	Mean	energy	consumption	vs	burst	wait	time.	The	left	plot	shows	the	GLS	model	of	
the	mean	energy	consumption	in	terms	of	the	burst	wait	time	in	database.	In	the	right	plot,	the	
blue	line	reproduces	the	mean	energy	consumption	whereas	the	red	line	represents	the	fitted	
values	from	the	GLS	model.

Jukka
Comment on Text
The size of this figure is too small.The size should the as the size of Fig. 6.



Copyright © 2014, IGI Global. Copying or distributing in print or electronic forms without written permission of IGI Global is prohibited.

International Journal of Green Computing, 5(2), 33-52, July-December 2014   47

thus the larger the mean process time. This implies that the relation between the process time 
and the burst wait depends on the load of the system. This relation can be easily measured in a 
lab-test, comparing the processing time under the current utilisation level of the system to the 
process time under the expected and higher utilisation level due to the burst wait.

Table 11 presents the same results for the web server and database combination. In this 
case there are not energy savings until 3 seconds burst wait. With a burst wait of 5 seconds, the 
energy saving is about 11.5% compared to no bursting. The execution time of the test set in all 

Table	9.	Effect	of	bursting	in	database	quality	of	service	and	process	time	(PT).	The	asterisk	
indicates	that	the	difference	in	the	mean	lead	time	is	significant	at	5%	level,	according	to	the	
Student’s	t-test

Burst wait Mean LT SD LT Effect Mean PT SD PT Effect

LT(%) PT(%)

none 0.0344 0.12 x 0.0343 0.120 x

0.1 0.0857 0.12 +149* 0.0352 0.117 +2.47

0.3 0.1843 0.14 +435* 0.0351 0.112 +2.27

0.5 0.2844 0.18 +726* 0.0341 0.099 -0.51

1 0.5373 0.3034 +1460* 0.0358 0.088 +4.33*

2 1.0342 0.5863 +2904* 0.0332 0.069 -3.12

3 1.5321 0.8724 +4351* 0.0368 0.070 +7.12*

4 2.0142 1.1733 +5752* 0.0400 0.068 +16.59*

5 2.5547 1.4338 +7322* 0.0422 0.069 +23.07*

Figure	8.	Mean	lead	time	vs	fitted	values	from	the	GLS	model
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the cases up to 4 seconds burst wait was about 346 seconds. With burst wait 5, the execution 
time rose to 348.5 seconds.

6. CONCLUSION AND FUTURE WORK

In this paper we studied the energy consumption of a web/database -application. The application 
is a simple imitation of an existing library catalogue system, and real requests (from the system’s 
http server log) were used to test it.

We were interested in the following aspects of performance and energy efficiency:

• Q1: What are the overheads of the database component and the web server component?
• Q2: How does the server energy-saving configuration (operating system settings vs. BIOS 

settings) affect the energy consumption?
• Q3: Does running server requests as bursts improve energy efficiency compared to running 

them linearly?

Table	10.	GLS	regression	of	the	mean	lead	time	(QoS)	in	terms	of	mean	process	time	and	the	
burst	wait	in	database.	The	asterisk	indicates	significant	parameter	at	5%.	The	double	asterisk	
indicates	significant	parameter	at	10%.

Variables Value p-value

Intercept -0.00102 0.9593

Mean Process Time 0.99734** 0.0834

Half Burst Wait Time 0.99925* < 2e-16

Table	11.	Effect	of	bursting	in	web	server	and	database	energy	consumption.	The	asterisk	indi-
cates	that	the	difference	is	significant	at	5%.

Burst Wait Mean Median SD Effect (%)

          none 14.96 15.0           0.44           x

          0.3 14.89 15           0.52           -0.47

          0.4 14.99 15           0.35           +0.20

          0.5 15.13 15.05           0.70           +1.14

          0.6 15.02 15.1           0.46           +0.40

          0.7 15.21 15.2           0.40           +1.67

          0.8 14.87 14.95           0.38           -0.60

          0.9 14.90 14.85           0.31           -0.40

          1 15.29 14.85           1.63           +2.21

          2 14.73 14.9           0.42           -1.54

          3 14.39 14.3           0.56           -3.81*

          4 13.88 13.85           0.40           -7.22*

          5 13.24 13.15           0.34           -11.50*
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We sought answers to these questions by running two types of tests. For questions 1 and 2, 
we used a sequence of 1000 requests in a chronological order, linearly without delays between 
the requests. The results indicated that

• Q1: The overhead of the web application (in comparison with direct database queries) was 
about 9% in both performance and energy consumption.

• Q2: There is no “clear winner” when we compare different hardware and operating system 
energy saving method. In linear testing, the “Default BIOS settings, OS set to power saving” 
mode gave the best requests per Watt figures. However, the idle consumption of “power 
saving by BIOS/hardware” was the lowest.

Inspired by the low idle consumption of the “power saving by BIOS/hardware” mode, we 
studied question 3 by a burst method. There, we collected queries in a queue during a “burst wait” 
period (0.1 to 5 seconds), then released the queue and collected the results. When compared with 
an “execute queries as they arrive” approach, the burst approach can save energy both in database 
and web/database processing. With the database the effect is more visible: up to 14.92% with a 
5 second wait period. With a “trivial” half second wait period, the energy saving is 4.48%. With 
web/database processing, the effect of bursting is less visible, up to 11.5%.

We also note a linear relationship between the mean lead time and the burst wait time. This 
means that a database/web administrator can “tune” the system to find a good compromise 
between performance and energy saving.

In this study we have not thoroughly evaluated the role of buffers and caches in energy 
consumption. We are aware of the issue and address it in a future study.

Another issue that we did not focus on in this study was the role of applied database design. 
As we know, different database designs can have identical information content. For example, the 
normalized and the denormalised versions of the database design will produce identical answer 
to queries and transactions can be designed to have the same effect on the database. However, the 
performance of the two database designs will differ: The fully normalized design will be associ-
ated with slow retrieval and fast updates, whereas the de-normalized design will be associated 
with faster retrieval and slower updates. In general, it will be possible to achieve a higher peak 
throughput of update transactions with the fully normalized design.

Energy efficiency is another reason for considering a process similar to denormalisation. 
Normalization achieves a high throughput by avoiding situations where one transaction interferes 
with another because of blocking. However, normalization creates extra work for other classes of 
queries by making table joins a more significant factor. There are grounds for thinking that this 
extra work is CPU intensive and this in turn increases the rate of energy consumption. So we can 
view normalization as achieving high throughput by “spending” energy. An energy aware design 
methodology would assess the energy impact of table fragmentation and would assess whether 
the performance gain associated with that fragmentation is worth the extra energy.
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