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Executive summary 
CPU and memory performance of a quad core server have been measured using stress 
tests based on Oracle SQL. The results are reported and compared against hardware 
based on dual CPU (Xeon PIV architecture). The scope of this activity is to 
understand the potential benefits of upgrading the hardware currently deployed in 
production (Q1 2007) for the Physics DB services from PIV to quad core.  
 
The results of the performance tests show a 5 fold performance increase in favor of 
the quad core server for a memory-intensive workload, without physical IO. IN other 
words for this type of workload a single-node quad core performs as 5 nodes of our 
current production RACs 
 
Scalability measurements are also reported and show different scaling behaviours 
between the PIV and quad core processors in the case of highly concurrent memory 
access.  
Further details and tests on this topic, including results for Physics applications are 
collected in http://twiki.cern.ch/twiki/bin/viewauth/PSSGroup/QuadCoreTests
 

Stress testing memory access and CPU - Throughput 
The results of stress testing of CPU and memory access are reported in the figure 
below. The vertical axis reports the response time of the stress test query as a function 
of the load (p), i.e. the number of concurrent operations. 
The stress test query used for this test is the JLOCI test, a query that executes in 
memory (logical IO) using about 20000 x 8KB Oracle buffers of shared memory 
(buffer cache in the SGA) and 90 MB of per-process (private memory also known as 
PGA).  
From the data we draw the following conclusions:  

• The response time of the quad-core machine falls between the response time 
of the 4–node RAC and 6-node RAC. Within the range of measured server 
loads (loads that make sense for DB production purposes) we can conclude 
that the quad-core server can sustain the same logical IO workload as 5 of the 
servers currently deployed in production. 

• Moreover, single-threaded execution in the quad-core machine is 300% faster 
than with the existing HW for this type of workload. 

 

http://twiki.cern.ch/twiki/bin/viewauth/PSSGroup/QuadCoreTests


Oracle Logical IO Test (JLOCI) - Execution time vs. concurrency 
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Figure1: Response time R(p) vs concurrency (p), of a memory-intensive workload 
(JLOCI test). The results show that the quad core (red line) has a throughput 
comparable to about 5 nodes of a RAC of PIV machines.  

 

Scalability analysis – high concurrent memory access 
Scalability analysis of the results of JLOCI highlights the different behavior between 
PIV and quad core in the case of highly concurrent memory access workloads. The 
scalability factor C(p) displayed on the vertical axis of the figure below is calculated 
from the response time R(p) time data (same data as reported in the paragraph 
above): where p is the degree of parallelism (i.e. N# threads). The 
resulting data have been modeled and interpreted using Amdahl’s law: 
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whereσ is a ‘fit parameter’ representing a measure of serialization. 
CPU-only workload are expected to have ~ /N#CPUs. Measurements taken on a 
single PIV server show indeed  approximately equal to 2, the number of CPUs 
deployed. Results on RAC also show ~ /Total_N#CPUs, showing that the JLOCI 
test scales with RAC. 

1−σ
1−σ

1−σ

However the measured value of 1−σ for the quad-core server is ~3.5, which is < 8, the 
expected maximum value of for 8 cores. 1−σ
The deviation of the measured valued of  from the maximum value of 8 can be 
explained as the outcome of serialization effects induced by the type of workload 
tested: highly concurrent access to memory (see also next paragraph). 

1−σ

 



Oracle Logical IO Test (JLOCI) - Scalability graph
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Figure2: Scalability factor Cp) for vs concurrency (p), of a memory-intensive 
workload (JLOCI test). The results show that the quad core (red line) has different 
scalability behavior than PIV in the case of highly concurrent access to memory. 

Scalability of a simpler workload – quad core scales as PIV 
The scalability graph of a simpler workload consisting of a a for loop that runs in 
CPU and CPU cache is reported below. Comparing this case with the memory test 
reported in the paragraph above we note that the quad core server in the case of this 
simpler workload scales with = 8 (see Amdahl’s law above).  1−σ

Oracle PL/SQL CPU loop - Scalability graph
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Figure3: Scalability factor Cp) for vs concurrency (p), of CPU intensive workload 
(simple for loop). The results show that the quad core (red line) scales as the PIV 
architecture to the maximum value: =N#CPUs 1−σ



Appendix 
 

Systems main characteristics  

• 2x Intel quadcore CPUs - Xeon E5345 @ 2.33GHz - L1 cache =128kB, L2 
cache=8MB  

• Intel 5000p Chipset Memory Controller Hub , RAM = 16GB -> 8 x 2GB FB 
DIMM 667MHz (1.5 ns) - memory bandwidth = 21GB/s  

• 2 x e1000 + Qlogic HBAs 2312  
• installed with RHEL 4 U4 kernel 2.6.9-42.0.8-ELsmp x86_64  
• Oracle 10.2.0.3 for x86_64 with RAC option (1-node RAC) and ASM  

• For comparison RAC4 HW is: 2x Pentium IV @ 3GHz ,  
• E7520 Memory Controller RAM =4GB DDR2 400MHz (2.5 ns) - memory 

bandwidth =6.4GB/s  
• 2 x e1000 + Qlogic HBAs 2312  
• installed with RHEL 4 U4 kernel 2.6.9-42.0.3-ELsmp i386 (32 bit)  
• Oracle 10.2.0.3 for i386 with RAC option (6-node RAC) and ASM  

 
JLOCI stress test 
 
The stress test used for the concurrent memory access is a multi-session version of the 
following test: 
 
REM 
REM  JLOCI - Jonathan Lewis Oracle Computing Index 
REM                 Run the following script on each Oracle version 
and platform that you have. Uploa 
d the file and additional information 
REM                 to http://www.miraclebenelux.nl/jloci.html. Check 
here to download the latest ver 
sion of this file also. 
REM                 Depending on the hardware, this script should 
complete within 5 minutes (expected 
 within 2 minutes) 
REM 
REM - 21 Mar 07 minor modification, L.C. 
 
spool cpu_test 
set autotrace on 
REM make sure that the test table doesn't exists 
drop table cpu_test_dummy; 
REM create the test table 
create table cpu_test_dummy (n primary key) organization index  
 tablespace users   
  as select rownum n from dba_tab_columns where rownum <= 20000; 
 
alter session set "_old_connect_by_enabled" = true; 
REM See how many seconds the following script runs (elapse time) 
set timing on 
select count(*) 
   from ( 



     select n 
     from cpu_test_dummy 
     connect by n > prior n 
     start with n = 1 ) 
   where rownum < 20000; 
drop table cpu_test_dummy; 
spool off 
 
CPU loop in PL/SQL 
 
The plsql CPU loop test is a multi-session version of the following test: 
 
define stressfuncduration=20 
 
create or replace function stressfunc return number  
is 
 i number; 
 j number; 
 a number; 
begin 
 for i in 1..&stressfuncduration loop 
   a :=0; 
   for j in 1..10000000 loop 
     a := a +1; 
   end loop; 
 end loop; 
-- commit; 
return &stressfuncduration; 
end; 
/ 
 
REM Sigle-thread test 
select stressfunc from dual; 
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