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■ Current Releases: HDF5 1.8.5-patch1 (first release of HDF5 was in 1998)

Information                    Platform HDF5

Website http://www.hdfgroup.org/HDF5/

OS Linux Kernel ver 2.6.18

Programming 
languages/bindings/APIs

C, C++, Fortran 90, Java, Python

How it works? An HDF file is a container
Files have 2 types of objects:

• groups
• data sets

each  with an attribute list (need full path name)
Dataset=multidimensional array of data elements +  supporting metadata.( the location at 
which to create the dataset, the dataset name, the datatype and dataspace of the data array, 
and the property lists) Each data element has a data type (predefined: integer, float, 
reference, string, array, variable length, enumeration, compound or derived)
Has functions to write and read datasets
Complex read and write routines: many parameters because dataset in memory can be a 
subset of the dataset on disk.
Can group objects together.
Can do parallel programming using message passing interface for processes (MPI 
programming)

Used for -Storing scientific data
-Remote sensing data collected by satellites
-terabytes of computational results from nuclear testing models
-megabytes of high-resolution MRI brain scans

Main features offered by the 
product

Data model, file format, API, serial and parallel I/O library, and tools for managing, 
manipulating, viewing, and analyzing extremely large an complex data collections

Main features that this product 
claims to bring extra than others

-Unlimited size, extensibility, and portability
-General data model
-Unlimited variety of datatypes
-Flexible, efficient I/O
-Flexible data storage
-Data transformation and complex subsetting
Compress files with different compression algs (Compression registration routine. 
Example: H5Zregister, which registers new compression and uncompression 
functions for use with the HDF5 library. ) Note: compression can be used only when the 
dataset is chunked!
-Parallel file access
-The user can choose whether to use the system malloc and free calls or user-defined, 
or custom, memory management functions for variable length types

Type of data it can store All types of data stored digitally, regardless of origin or size together with metadata 
necessary for efficient data sharing, processing, visualization, and archiving

How fast is the input(load 
time)/output(retrieval time) of 
data

There is a benchmarking tool h5perf 
(http://www.hdfgroup.org/HDF5/doc/RM/Tools.html#Tools-Perf) - Measures Parallel 
HDF5 performance

Granularity (static/dynamic) – 
see if looses precision as more 
data is stored

Up to programmer

http://www.hdfgroup.org/HDF5/doc/RM/Tools.html#Tools-Perf
http://www.hdfgroup.org/HDF5/


How much volume of data can it 
handle? (per sec / to store over 
time)

Raw data storage:
-Complete Large: user knows the final size of array stored in the file
- Dynamic size: arrays grow dynamically
Strips across multiple files

Benchmarks http://www.hdfgroup.org/pubs/papers/2008-06_netcdf4_perf_report.pdf – this is a 
benchmark for NetCDF, a platform built on top of HDF5 to facilitate the use and sharing 
of scientific array oriented data. It mainly explains how the adoption of HDF5 improved 
data storage space reduction and performance.

Community activity -Help desk: http://www.hdfgroup.org/help.html (help@hdfgroup.org)
-Community support: http://www.hdfgroup.org/services/community_support.html
-Forum
-Mailing list
-Last bug report: Jan 2011
-Last release: 1.8.5-patch1 released on Aug 2010

Quantity Detailed 
Documentation

Substantial

Possible Issues * will possibly need to write a considerable amount of code to “translate” (both when 
write and when reading) from the IS information (dictionary of data structures) in the 
HDF5 compound and/or atomic data types! (quantify the effort???)
* extendible datasets: A lot of work? I's like dynamically allsocating memory.
* List of platforms (OS's and languages) that parallel HDF5 is supported on: - Does 
SLC5 work? PHDF5 requires an MPI compiler with MPI-IO support and a parallel file 
system.
Suggestions from HDF: If you don't know yet if you have a parallel file system, you 
should first consult with your system support staff of information how to compile an MPI 
program, how to run an MPI application, and how to access the parallel file system.  There 
are sample MPI-IO C and Fortran programs in the appendix section of "Sample 
programs".  You can use them to run simple tests of your MPI compilers and the parallel 
file system.

Comments / Observations * this library is mostly directed to be used for scientific purposes so there is a lot of 
functionality to benefit scientific applications. It's quite configurable in the type of 
information it can store, the way that information is accessed (again, there is a lot of 
functionality for scientific data like multiple dimension arrays), the compression 
algorithms used for the data, the memory allocation of variable length data etc. 
* how much built in functionality can I find? i.e. haven't yet found an API that can easily 
plot a graph for you with a function call etc. More research needs to be done on tools.

■ Tools: (http://www.hdfgroup.org/products/hdf5_tools/index.html)
- Command line tools: 

h5dump - Enables the user to examine the contents of an HDF5 file and dump those 
contents to an ASCII file. 

h5perf - Measures Parallel HDF5 performance – benchmarking tool for HDF5

- Visualization tools: 
https://wci.llnl.gov/codes/visit/gallery.html

http://www.hdfgroup.org/HDF5/doc/RM/Tools.html#Tools-Perf
http://www.hdfgroup.org/HDF5/doc/RM/Tools.html#Tools-Dump
http://www.hdfgroup.org/products/hdf5_tools/index.html
http://www.hdfgroup.org/pubs/papers/2008-06_netcdf4_perf_report.pdf


■ HDF5 Data Format: Description at http://www.hdfgroup.org/HDF5/doc/H5.intro.html#Intro-FileOrg

Working with groups and group members is similar in many ways to working with directories 
and files in UNIX. As with UNIX directories and files, objects in an HDF5 file are often described 
by giving their full (or absolute) path names!!!

/ signifies the root group. 
/foo signifies a member of the root group called foo. 
/foo/zoo signifies a member of the group foo, which in turn is a member of the root group. 

■ The Data Transfer Pipeline

A data transfer from storage to memory

For a given I/O request, different combinations of actions may be performed by the pipeline. The 
library automatically sets up the pipeline and passes data through the processing steps. For example, for 

http://www.hdfgroup.org/HDF5/doc/H5.intro.html#Intro-FileOrg


a read request (from disk to memory), the library must determine which logical blocks contain the 
requested data elements and fetch each block into the library’s cache. If the data needs to be 
decompressed, then the compression algorithm is applied to the block after it is read from disk. If the 
data is a selection, the selected elements are extracted from the data block after it is decompressed. If 
the data needs to be transformed (for example, byte swapped), then the data elements are transformed 
after decompression and selection.

he VFL provides an interface whereby user applications can add custom modules to the data transfer 
pipeline. For example, a custom compression algorithm can be used with the HDF5 Library by 
linking an appropriate module into the pipeline through the VFL. This requires creating an 
appropriate wrapper for the compression module and registering it with the library with 
H5Zregister. The algorithm can then be applied to a dataset with an H5Pset_filter call which 
will add the algorithm to the selected dataset’s transfer property list.

■ Parallel HDF5 Implementation Layer

http://en.wikipedia.org/wiki/Message_Passing_Interface
Message Passing Interface - MPI is a language-independent communications protocol used to 
program parallel computers. Both point-to-point and collective communication are supported. MPI "is 
a message-passing application programmer interface, together with protocol and semantic 
specifications for how its features must behave in any implementation."[1] MPI's goals are high 
performance, scalability, and portability. MPI remains the dominant model used in high-performance 
computing today.
MPI belongs in layers 5 and higher of the OSI Reference Model, but implementations may cover most 
layers, with sockets and TCP used in the transport layer.

Two important MPI concepts parallel HDF5 uses:
 - MPI Communicator: Allows a group of processes to communicate with each other. 
 - Collective: MPI defines this to mean "all processes of the communicator must participate in the right 
order." 

http://en.wikipedia.org/wiki/Message_Passing_Interface


Parallel HDF5 opens a parallel file with a communicator. It returns a file handle to be used for future 
access to the file. 

All processes are required to participate in the collective Parallel HDF5 API. Different files can be 
opened using different communicators. 

Once a file is opened by the processes of a communicator: 
• All parts of the file are accessible by all processes. 
• All objects in the file are accessible by all processes. 
• Multiple processes write to the same dataset. 
• Each process writes to a individual dataset. 

Note: The information from this file is mostly taken from the various links mentioned above.


