
Aarhus University School of Engineering
In collaboration with

The European Organization for Nuclear Research
Informations and Communications Technology, 5th Semester

M5IPR1

February 1st-July 26th 2019

Summary of Internship

LHC Signal Monitoring

Kasper Gnutzmann Andersen
201607263

CERN Supervisor
Michal Maciejewski

AU Supervisor
Henrik Daniel Kjeldsen



  

 

Kasper Gnutzmann Andersen 
Student number: 201607263  

 

  

Page 1 of 14 
 

Table of Contents 
Introduction ................................................................................................................................................ 2 

Introduction to CERN ................................................................................................................................... 2 

Introduction to the TE-MPE-PE .................................................................................................................... 5 

Working environment .............................................................................................................................. 5 

A note on CERN life outside working hours .............................................................................................. 6 

Introduction to the LHC Signal Monitoring project ....................................................................................... 6 

Developing a lean API for querying time-series data .................................................................................... 7 

Refactoring of imperative scripts into object-oriented code ..................................................................... 8 

Unifying Signal API ................................................................................................................................... 8 

What time is it?.......................................................................................................................................10 

Coding conventions.................................................................................................................................12 

Conclusion ..................................................................................................................................................13 

Bibliography ...............................................................................................................................................14 

 

  



  

 

Kasper Gnutzmann Andersen 
Student number: 201607263  

 

  

Page 2 of 14 
 

Introduction 
    
This paper is a summary of my short-term internship as a Trainee at The Organization for Nuclear 

Research, (CERN) during the spring of 2019 (01-02-2019 - 26-07-2019).  This report serves as an 

extension and conclusion to the previously delivered focus report.  

This report includes a brief description of CERN as an organization, an introduction to TE-MPE-

PE1 section's work, and my personal experience of working within this section. After that, the 

project, LHC-Signal-Monitoring, I contribute to will be described, summarizing my work. This 

summary concludes with my perspective on the internship in general as an Information and 

Communications Technology engineering student at Aarhus University School of Engineering (ASE). 

This report aims to give insight to an internship at CERN for any future student with such 

interest either as a trainee or technical student. 

Introduction to CERN  
Conseil Européen pour la Recherche Nucléaire (CERN) is currently one of the largest particle physics 

laboratories in the world.  CERN was founded in 1954 near Geneva, located on the France-Swiss 

border. The organization is governed by its 23 member states and employs scientists and engineers 

from around the world. 

“At CERN, our work helps to uncover what the universe is made of and how it works. We do this by 

providing a unique range of particle accelerator facilities to researchers, to advance the boundaries 

of human knowledge. 

Our mission is to: 

 Provide a unique range of particle accelerator facilities that enable research at the 

forefront of human knowledge. 

 Perform world-class research in fundamental physics. 

 Unite people from all over the world to push the frontiers of science and technology, for the 

benefit of all.”[1] 

CERN's mission is to further extend our understanding of the universe and is based on research 

and study of the basic elements of matter – fundamental particles. This involves research of high-

energy physics and the interactions between sub-atomic particles.  

                                                             
1 Technology Department - Machine Protection & Electrical Integrity Group – Performance Evaluation Section 
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The expertise and quality of the work performed at CERN have been the foundation of numerous 
scientific achievements, some of the more noteworthy count: 

World Wide Web [2]:  Working at CERN, sir Tim Berners-Lee invented the World Wide Web (WWW), 
in 1989. The goal of British Scientist was to create a management system meeting the demands for 
automated information-sharing between scientists in universities and institutes around the world. 
Today the WWW is adopted by the entire world and is an essential technology to much of our work 
and daily lives. 

LHC [3]: The Large Hadron Collider (LHC) is the world’s largest and most powerful particle 
accelerator. It started its operation on 10 September 2008. The accelerator consists of a  
27-kilometer ring of thousands of superconducting magnets with several accelerating structures to 
boost the energy of the two particle beams, traveling alongside each other in opposite directions 
with nearly the speed of light. The beams inside the accelerator are made to collide at four locations 
around the accelerator ring, corresponding to the positions of four detectors; ATLAS, CMS, ALICE, 
and LHCb. Currently, preparations are made for a significant upgrade to the accelerator; The High-
Luminosity Large Hadron Collider (LH-LHC) with aims to increase the luminosity of the LHC, i.e., the 
number of collisions that occur at a given time, ten times beyond its initial design values. [4] 

The Higgs boson [5]: on the 4th of July 2012, ATLAS and CMS announced that they had each 
observed a new particle in the mass region around 125 GeV, consistent with the theory of Higgs 
boson. The Higgs boson is a manifestation of a mechanism, the Brout-Englert-Higgs mechanism, 
which gives mass to W and Z bosons when they interact with the invisible Higgs field pervading the 
universe. Peter Higgs and Francois Englert were jointly awarded the Nobel prize in physics in 2013 
for their theoretical prediction of this mechanism which contributes to our understanding of the 
origin of mass of subatomic particles. 

Summary of the Accelerator Complex [6] 

The LHC is the latest and largest particle accelerator at CERN, however a range of accelerators has 

been in operation throughout the history of the organization, and some of these are still used in the 

accelerator complex today, feeding the LHC; a diagram of the complex is shown in Figure 1. 
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Figure 1: CERN's accelerator complex [6] 

Particles, either protons or heavy lead ions are being accelerated in a series of stages; each 

accelerator in the complex increases the energy of the particles until their velocity approaches the 

speed of light, along the way, different experiments harvest these proton beams for various 

research purposes. The first stage is Linac 2 (linear accelerator), where hydrogen atoms are already 

stripped of their electrons and accelerated by an electric field.  The beam is fed to the second stage, 

the Proton Synchrotron Booster (PSB) where the particles are further accelerated to 1.4 GeV, then 

it is injected into the Proton Synchrotron (PS) bringing the protons’ energy up to 25 GeV. Following 

the PS, the Super Proton Synchrotron (SPS) pushes the beam to 450 GeV. At this stage, the protons 

are finally transferred to the 27 km long LHC. The particle-beam is divided into two beam pipes, 

where they travel in opposite directions accelerating them to 6.5 TeV (traveling at 99.9999991 % of 

the speed of light), at which they are directed into a collision in the four accelerator's detectors. The 

information from these collisions is stored and then used in a multitude of different analyses. The 

total energy of a single collision between two beams is 13 TeV, equivalent to a collision between 

two 400 t trains traveling at 150 km/h. [7]  
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Introduction to the TE-MPE-PE 
Running the accelerator complex and all the experiments, of course, requires talented staff, and as 

of 2017, more than 17 500 people constituted the force behind CERN's research, around 2500 of 

which hold staff positions.  Together they take part in the design, construction, and operation of the 

research infrastructure, contribute to the preparation and operation of the experiments and 

analysis of the data gathered for the scientific community. All that requires a certain internal 

infrastructure; therefore, the organization is divided into different departments. These departments 

are subdivided into groups, which in turn are divided into different sections. 

The LHC Signal Monitoring project I have become a part of is the responsibility of the 

Performance Evaluation (PE) section of the Machine Protection and Electrical Integrity (MPE) group, 

which is part of the Technology (TE) department (TE-MPE-PE). 

The PE section is involved with a broad range of studies, simulations, experiments, data 

analysis, as well as R&D activities. The purpose of it all is to increase the operational performance 

of LHC and optimize future accelerators ' performance. [8] 

The occupants of my office among other things have contributed to UFO (Unidentified Falling 

Objects) studies and simulations, systems availability studies, software upgrades and extension to 

magnet quench (analysis of events causing a magnet in the LHC to lose its superconductivity) 

simulation tools developed by a team in the section themselves.  

Working environment 
The people working in this section embodies the values set forth by CERN: Commitment, 

Professionalism, Creativity, Diversity, and Integrity [9]. They are driven by a passion of the field 

rather than a mundane requirement and are always friendly in their interactions with each other. 

They are always willing to help out and share their knowledge should one need help with a specific 

issue, or it could be on a larger scale during one of the bi-weekly informal section meetings where 

updates on the different projects are given and discussed among the entire section, ensuring the 

overall quality of these projects.   

Due to the broad span of topics worked by the members, it can at times be challenging to 

partake in these discussions, but the section members clearly show they have a desire to learn. 

During my time working with the section, a series of mini-lectures was initiated on off weeks from 

the section meetings, to go through the fundamentals of each project, strengthening all member's 

collected understanding. This demonstrates a drive to understand each other's work, not just being 

limited to focusing on what we are doing individually. 

It has been a pleasure to be a part of such a professional but relaxed environment as provided 

by the PE section.  Being a research facility, CERN is an academic environment, and I have been 

greatly encouraged to partake in any lecture hosted here, that might have my interest, or go on 

tours of the experiments allowing me to gain an overview of the immense complexity of the place. 
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Spending time learning new skills to grow as scientists and engineers is generally encouraged.   

Working here provides an excellent opportunity to focus on any topic, that one might have interest 

in, especially, topics that might be outside your field of study. There are plenty of chances to learn 

something new; one only have to ask. The freedom of choice was for me also extend to my project, 

where my supervisor gave me plenty of options to work on the tasks I found most exciting and solve 

them using my preferred method. 

Talking to other interns with contracts similar to my own gives me the impression, this 

professional but very supportive atmosphere is characteristic of CERN in general.  

A note on CERN life outside working hours 
Outside of working hour, I have been encouraged by my supervisor and co-workers to take 

advantage of CERN's terrific location. Located near Geneva on the border between France and 

Switzerland the surroundings are incredible.  Day trips to the lake in Geneva (Lac Léman) or hiking 

in the Jura mountains (or skiing in winter) are experiences all their own.  Many students join CERN 

for varying timeframes, so it also quite easy to find people to share a beer on Fridays at R1 (CERN 

Restaurant 1). 

In addition, there are seemingly always different events possible to attend, such as CERN relay 

race, Fete de la Musique or Cave Ouverte. This year CERN also hosted the 30th anniversary of the 

World Wide Web, and in September they'll host CERN Open Days, opening the doors to the public. 

Although I did not utilize these during my stay, it is also possible to join a multitude of different 

clubs. 

Introduction to the LHC Signal Monitoring project 
All the LHC’s superconducting (SC) circuits are rigorously tested and analyzed upon operation during 

Hardware Commissioning (HWC) campaigns marking completion of an either short technical stop or 

a longer shutdown. However, the time between these campaigns are long, and the circuits might 

degrade during operation due to the cycling of magnets. To limit the potential damage, it is of high 

importance to detect the behavior of degraded circuits as early as possible! During operation of the 

LHC, measurements such as voltages and currents for critical components of all LHC SC circuits are 

continuously logged and stored in the CERN Accelerator Logging Service (CALS) database. In cases 

of triggering of the circuit protection systems such as quenches, event data is also stored in the Post 

Mortem (PM) database, which tracks with high temporal resolution several minutes of operations 

until certain events terminating machine’s operation.  

The immediate goal of the project is the development of an easy to access and use tool for 

analysis of these data in order to introduce predictive maintenance capabilities for the LHC signals. 

Tools for analysis already exist, but they are isolated, and each study has to be performed manually. 

Eventually, this project should lead to continuously running automatic simulations which send out 

warnings in case of critical observations. [10] 
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These goals define the three main stages the team has outlined for the progression of the project: 

 Acquisition: Developing a reliable method of collecting the necessary data for analysis. 

 Exploration:  Allowing users to contribute and perform analyses to pinpoint critical use cases 

for continuous monitoring. (Currently) 
 Monitoring: Integrate the knowledge gained from the previous stages into a platform 

capable of running a set of analysis continuously and sending out notifications in critical 

situations.  

The project is currently in its core development stage; a base API and analysis for ready and 

now being applied on use cases chosen by the team, further input is needed and request from the 

other members of the MPE-group. A team member, Christoph Obermair, is currently looking at the 

possibility of applying Machine Learning algorithms to our dataset for identification of features 

representing faults that occurred in the past operation. 

Developing a lean API for querying time-series data 
The software stack can be seen in figure 2, which gives a good frame of reference for my work on 

the project. With future users in mind, the project is developed in Python as it is a relatively easy 

language to get started with. Having no previous experience with it, I was writing object-oriented 

code after a few weeks. At the same time, powerful libraries for data analysis are supported in the 

language such as pandas and numpy. The core features are developed using PyCharm and the 

analysis modules are run in SWAN notebook, CERN's own implementation of Jupyter notebooks, 

making them web-based and available everywhere. 

The project proposal I was given was initially to develop a Python client for accessing 

persistent storage for the analysis results. The technology chosen was InfluxDB, a database structure 

specifically designed to handle time-series data, perfect in combination with the other two data 

sources (CALS and PM); which both returns timestamped data. Having successfully completed this 

part, the primary task, however, has progressed into developing a unified API for accessing data 

across all three sources. 
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Figure 2: LHC Signal Monitoring, software stack 

 

Refactoring of imperative scripts into object-oriented code 
Before my involvement with the project, the team members already had invested time into 

developing proof-of-concept SWAN notebooks, and I have to thank Zinur Charifoulline, Per Hagen, 

Christoph Obermair and my supervisor Michał Maciejewski for developing these notebooks, which 

has been an outline and reference point for all my work. 

These scripts would, however, tend to get quite extensive and at times difficult to follow. My 

task has been to refactor these scripts into object-oriented code, trying to simplify the common 

process of acquiring signals, applying filters, analyzing, presenting, and storing results.  

Unifying Signal API 
For acquiring signal data, Signal classes were developed to function as an access point to the two 

databases, respectively, CALS and PM. Since the underlying API are unique, separate classes initially 

had to be created. When having to query data from both sources in an application, both types had 

to be imported and instantiated, and now a third for InfluxDB was needed. The majority of my work 

on the project has been trying to create a common structure between all three types of API, making 

the code for signal acquisition both easy to utilize and maintain. This has given me an excellent 

opportunity to put in practice my knowledge of design patterns; the current implementation applies 

both factory and strategy pattern, as well as software development in general. An UML diagram for 

the initial and current implantation can be seen in Figures 3 and 4.   
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Figure 3: Initial database access structure 

 

Figure 3 shows the initial implementation of individual Signal classes and very little common 

structure. In order to synchronize data access across various databases and allow for extension to 

other sources (next generation of CALS database, NXCALS, is expected to be operational as of Run 

3 of the LHC), a new architecture was designed, implemented, and tested (see Figure 4). 

 

 

Figure 4: Current, unified database access structure 

 

Utilizing the fact that all requirements for three of the underlying APIs can be masked with 

Pythons keyworded arguments (**kwargs), it has been possible to create a generic Signal class that 

functions as an abstraction of all three lower-level implementations as seen in Figure 4.  
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By using **kwargs is possible to define a standard interface for all the lower level Signal-classes, 

even when the parameters for their constructor differ between them. This interface requires them 

to implement an instantiation-method taking in keyworded arguments, as well as a read-method 

specific to one of the database types. A default write-method is warning the user the selected API 

does not support write-requests. This write-method can be overwritten in the appropriate cases as 

for the InfluxDB database to store new analysis results. This also makes the structure easy to extend 

to support new APIs in the future; all it takes is creating a new class specifying these specific 

methods. This might soon be necessary as the CALS structure will be replaced with a fundamentally 

different system named NXCALS. 

The top-level abstraction of these classes is a class named Signal. This class functions as a 

client of the other bottom-types and provides a read and write a method which has a required 

parameter of which API the user intends to utilize followed the keyworded arguments needed to 

create one of the bottom-level signal types. Both these method database access methods are 

implementations of the same template method, instantiating an object specific for the selected API 

and then calls the appropriate method on this object. 

This structure allows this client to switch API behavior at runtime. It was decided that a 

pandas.dataframe is representing the queried data and always should be returned from a read-call, 

as the pandas library already was extensively used in the developed applications (notebooks). 

What time is it? 
A common feature for all signal acquisitions is that the query has to be defined for a certain 

timeframe. However, the timestamps returned are different across all three API; PM returns 

timestamps in Unix time with ns precision (integer), for CALS it is also in Unix time in seconds with 

us precision at most (float)l, and InfluxDB client used in the project returns padas Timestamp 

(implementation of Python datetime objects with ns precision). Combining data between data 

source by converting caused drift in the result and it is of high importance that the timestamps 

queried from Post Mortem maintain their precision; otherwise a query cannot be executed. Adding 

to this, a user may also work with string representations and Python datetime objects. Thus a 

reliable way of handling the time-series data was needed. 

I have contributed to the development of accurate time conversion-functions between the most 

commonly used types; real numbers of different precision, datetime object, and strings taking into 

account the precision of the input of number representation and time zone (default to local) 

ensuring unambiguous timestamps on our data. In turn, this resulted in an even more flexible Signal 

API. These methods allowed us to implement a system where the period for a query is defined with 

different options. It can be given a start time and end time, where these timestamps can be of any 

of the previously mentioned formats, or can be dynamically calculated by providing a starting time 

and a duration definition as a tuple consisting of value and unit, e.g. ‘s’ or ‘ms’ to add or subtract as 

shown in Figure 5. 
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Figure 5: Query period dynamically calculated (example run in a SWAN notebook) 

In Figure 5, a query using the CALS API is visible. The Signal API dynamically calculates the start 

and end time based on the provided inputs for the timestamp and the duration. In this case, it will 

define the starting point for the query as 10 seconds before the entered timestamp and the 

endpoint 10 seconds later, but of course, the two offset does not have to match. In this case, the 

timestamp input is Unix time in ns, but it could have been any of the previously mentioned formats. 

These efforts make up a flexible API capable of querying data from multiple sources here at 

CERN with very few lines of code which can easily be understood. It runs in an online environment 

making it easy to access. 

The API can complement the use of old Graphical User Interface applications such as shown 

in figure 6. This means the queries can be automated, which has been part of the project latest 

stage, where analysis has been performed on the circuits across the different years of operation, an 

example of the signals shown in Figure 6 queried via the Python API can be seen in Figure 7. 
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Figure 6: Java-based Post-Mortem browser application 

 

Figure 7: Java-based Post-Mortem Browser Application 

Coding conventions 

It has been a great experience working on this project with my supervisor Michał Maciejewski, who 

understands the importance of good quality software design since he has advocated good coding 

practices to the members of our section. In his words, this is one of the more significant challenges 

CERN faces with its many rotating contributors; very few follow a common standard and too often 

great work is eventually abandoned because the author has left and in time the knowledge of how 

to use the tools created are lost.  

To this end, the project follows industry standards, and the development techniques I have 

been taught at university, as much as the size of our team allows. The development has been 

prioritized using a backlog (using Trello website, which I proposed and created), the code has been 

version using GitLab, a continuous integration pipeline has been established to automatically run 

unit test and perform static analysis on the submitted code. My supervisor, and I have had regular 

discussions on the progress as well as code reviews. 



  

 

Kasper Gnutzmann Andersen 
Student number: 201607263  

 

  

Page 13 of 14 
 

This means a big part of my work have been writing unit tests for the features I have 

developed, which has been a valuable experience for me, trying to consider boundary conditions 

such error handling or a database query returning no data, some of these unit tests can be seen. 

Although the summarized coverage of the project is not yet at the 99 % we have been taught to 

strive for, the code I have contributed to the most such relevant test cases and the coverage is 

continuously increasing as a result of daily practice. There are so far 338 unit tests for the project 

as shown in Figure 8.  

 

 

Figure 8: Test coverage for the project 

Conclusion  
Summarizing my internship at CERN, it has been an incredible experience. My supervisor has both 

been a great co-developer always been available for questions and feedback, and it has been great 

working with him.  

The internship has provided me with an opportunity to apply the knowledge gained at 

university, developing code, testing, and documenting it so that it will still be usable and 

maintainable even after my contract ends. I feel the courses provided to me at university have 

equipped me well to perform these tasks. I have particularly drawn a lot on the lessons from both 

our Software Test and Software Design courses. Having my ideas being heard and valued and the 

code I have written being used and reviewed immediately, compared to university assignment 

where we rarely have actual user feedback, I have very much appreciated and especially the last 

couple of months with fast iterations have been much fun for me. It has been great working in a 

team, where it is not only a quick solution that is valued but a maintainable one! 

My time here has both taught me new skills and given me a new perspective of what I would 

like to learn in the future. Having to learn Python for this project I feel have broadened my skill set, 

working with a weakly typed language. I think I have reached a comfortable level of proficiency with 

the language, which will be a great advantage for the next semester and in the future. Furthermore, 
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working on the project have piqued my interest in data analysis, which in turn have guided some of 

my choices of elective courses the coming semester, where I hope to boost my mathematical 

capabilities. 

Overall the environment at CERN is relaxed and professional; people are friendly and ready to 

help and provide perspective if needed. Also, the surrounding area is incredible and has definitely 

been a source of many great memories. 

Bibliography 
[1] https://home.cern/about/who-we-are/our-mission, last access July 2019 
[2] https://home.cern/science/computing/birth-web/short-history-web, last access July 

2019 
[3] https://home.cern/science/accelerators/large-hadron-collider, last access July 2019 
[4] https://home.cern/science/accelerators/high-luminosity-lhc, last access July 2019 
[5] https://home.cern/science/physics/higgs-boson, last access July 2019 
[6] https://home.cern/science/accelerators, last access July 2019 
[7] https://cds.cern.ch/record/2255762/files/CERN-Brochure-2017-002-Eng.pdf, last 

access July 2019 
[8] https://twiki.cern.ch/twiki/bin/viewauth/TEMPEPE/WebHome last access July 2019 

(requires CERN lightweight account: https://account.cern.ch/account/Externals/) 
[9] https://hr-dep.web.cern.ch/content/cern-values-0, last access July 2019 
[10] https://twiki.cern.ch/twiki/bin/view/TEMPEPE/Signal_Monitoring, last access July 

2019 (requires CERN lightweight account: https://account.cern.ch/account/Externals/) 
 

https://home.cern/about/who-we-are/our-mission
https://home.cern/science/computing/birth-web/short-history-web
https://home.cern/science/accelerators/large-hadron-collider
https://home.cern/science/accelerators/high-luminosity-lhc
https://home.cern/science/physics/higgs-boson
https://home.cern/science/accelerators
https://cds.cern.ch/record/2255762/files/CERN-Brochure-2017-002-Eng.pdf
https://twiki.cern.ch/twiki/bin/viewauth/TEMPEPE/WebHome
https://account.cern.ch/account/Externals/
https://hr-dep.web.cern.ch/content/cern-values-0
https://account.cern.ch/account/Externals/

